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Abstract
The Mobile Computation System seeks to create an optimal mobile computing environment in which a program can begin execution on one machine, migrate to another if necessary, and continue execution from where it left off.  The purpose of this research project is to optimize the RISC-based virtual machine utilized in this system in order to make the system more efficient.
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1. Introduction

Mobile computations have arisen from the need to share many resources over the internet.  A mobile computation is a program that can begin execution at one machine and, if it finds that it requires resources not present on the current machine, can save its closure and port itself to another machine.  The closure must be saved in order for a computation to continue execution on another device.  The resources that the computation needs could be either hardware or software.  
A program may begin or arrive on a machine and mid-execution discover that the current machine is incapable of providing the computation with the resources it requires.  Examples of this kind of situation include computationally demanding data analyses, collaboration on large scientific datasets, coupling of scientific instruments with remote devices, commercial applications, and business to business collaboration [9].  In order to make it possible for the computation to finish execution the mobile computation system can maintain the program's closure and move it to a different, more capable machine.

The mobile computational model utilized in this project includes a high-level object oriented language and a RISC-based (Reduced Instruction Set Computer) virtual machine, RVM, that is capable of retaining closure to execute the intermediate code.  The high level language utilized in this model is unique in that it supports strong mobility.  There are many examples of languages that can produce mobile code, such as Java, P-code (a Pascal derivative), Perl, and other assorted interpreted languages.  However, none of these languages supports strong mobility without a major overhaul or the addition of complicated layers that would greatly increase processing overhead.  While Java programs can move to different machines and execute on different closure cannot be captured without substantially modifying the virtual machine and adding large amounts of overhead to the resulting product [21].  

For a mobile computation system to be useful, it should be able to efficiently meet the demands of its users.  An inefficient system would be discarded by users as useless.  The purpose of this research is to analyze the mobile computation model and examine and implement different optimization methods in order to make the mobile computation system a more efficient solution for mobile computation.  

There are basically three areas of the mobile computation system that lend themselves to optimization: the algorithms utilized in the implementing the virtual machine, the data structures utilized in those algorithms, and the compiler which translates the high level language into RVM intermediate code.  This project strives to examine all three of these in the hopes of making the mobile computation system more efficient.  This research was sponsored in part by a research award from CREU, Collaborative Research Experience for Undergraduates for a full academic year.  The project is divided into two phases, a research phase and an implementation phase.  This paper discusses phase one and involves the background research into optimization techniques and analysis of the existing implementation.  
This paper discusses current optimization methods for compilers, a discussion on data structures and their impact on the RVM, an analysis of the code of the RVM, and an optimization plan for phase 2 during the spring semester.
2. State of the Art

2.1 Compiler Level Optimization
A program can have many redundancies not readily apparent to the programmer and a compiler can compound the problem by creating assembly-language code that an experienced assembly programmer would avoid.  The ideal for optimal code in a compiler setting would be to have an expert assembly programmer perform the translation with a familiar machine on a well understood problem [22].  However, this is a state a program cannot easily strive to attain.  Despite the inherent difficulty in the problem, this is the goal the process of optimization strives to attain.    
2.1.1 Machine Independent vs. Machine Dependent Optimization
Most optimization involves recognizing unnecessary code and computations [22].  There are two levels to compiler level optimization: machine dependent and machine independent.  Since the RVM does not translate its programs to native code on any particular architecture, there is no reason to pursue machine dependent optimizations unless they are somehow applicable to the virtual architecture.   This type of optimization is beyond the scope of this project.
2.1.2 Machine Independent Optimizations at the Local Level
Machine independent optimization analyzes the organization of a program at the intermediate code level and begins with basic blocks - sets of three address code, another form of intermediate code representation, that are executed sequentially [22].   This type of code segment begins either at the start of the program, at the target of a branch statement, or immediately following a branch, and ends before the next basic block or at the end of the program.  In the context of blocks, there are three possible levels of optimization: 
· Local - scope is limited to current block
· Global - takes into account the flow of information between blocks and 
· Interprocedural - considers flow of information between procedures

· During this level of optimization instructions in the basic block may be either modified or deleted as the optimizer sees fit.
2.1.2.1 Local Level Optimization
Locally, there are several optimization techniques possible.  These include constant folding, copy propagation, and reduction in strength [22].  
Constant folding 
This type of optimization involves precomputing the results for subexpressions whose operands are constants or a variable that behaves like a constant.  Instead of calculating the value of the subexpression every time it appears, the answer is stored and utilized instead of repeating the computation.  
Copy propagation 
This optimization is applicable in code involving assignments from one variable to another.  Consider the statement x = y.  If neither variable is modified between this statement and any other appearance of x or y, y can be substituted throughout the program where x appears.  
Reduction in Strength
Another method is called reduction in strength and involves replacing computationally expensive operations with cheaper ones.  For example, instead of performing certain arithmetic operations as integer level computations the compiler generated code can instead shift the number left by two bits to get the same result.  Another example of this method can be seen in languages that support exponentiation, like Fortran.  Exponentiation is usually provided in a function which is itself compiled, creating a code sequence that in actuality is longer than what is necessary to get the result of applying an exponent [22].  In-line code can also be substituted to manipulate an item in a logical manner instead of the more obvious manner a general compilation may provide.

2.1.2.2 Loop Level Optimizations
A major concept in compiler level optimization deals with loop structures, since this is where most programs tend to spend the bulk of their time.  
Loop-Invariant Expressions
One method under this concept is loop-invariant expressions.  Loops can contain subexpressions that perform calculations that do not change with the loop and the redundant recalculations only add overhead to program execution.  In these cases the subexpressions can be moved outside of the loop to be calculated once as opposed to every time the loop executes.  The process of identifying pieces of code that can be moved like this is called code motion and requires some analysis to ensure that moving the code will not break the program [22].    
Loop Unrolling
Another method of loop optimization is called loop unrolling and has optimization benefits in the realm of loop housekeeping, setting up and checking loop conditions, in nested loops [22].  However, this method requires the optimizer to make some decisions about how much space they are willing to lose to save execution time and configure the space/time tradeoff for unrolling a loop.  This optimization should only be applied if the trade off is acceptable [22].  
Other loop related optimization techniques include loop fusion, loop fission, loop tiling [15], and loop interchanging [25].  Loop fusion is the act of combining nested loops into one.  Loop fission, the opposite of fusion, is the act of separating nested loops from each other.  Loop tiling occurs when the complete data structure is too large to fit in cache memory space[15].
2.1.3 Machine Independent Optimizations at the Global Level
As opposed to local optimizations, global optimization efforts span more than a single basic block and are not associated with loops.  Basically, there are three different concepts in global level code optimization. 
Dead Code Elimination
Dead code is code that is either never executed or performs no useful function.  Although there are many reasons why dead code may appear in a program, usually it is the cause of either local level copy propagation or left over debugging measures [22].  An optimizer should be able to recognize dead code and remove it, but it is necessary to be careful not to take this removal too far and inadvertently remove code that is not really "dead".  Code motion can also be used in a global context but may also produce more benefits in program space than in execution time.  Directed acyclic graphs generated during parsing may help in avoiding redundant three address code instructions [22].
2.1.4 Analysis and Conclusions

More analysis needs to be performed on the compiler level code of the RVM for an adequate optimization plan to be drawn up for this part.  At this point at least one aspect of the compiler has been identified as a possible candidate for optimization but more discussion on this matter will be provided in the next installment.  

2.2 RVM Implementation 
The other area where optimization is possible is the code and structure of the virtual machine itself.  The high level C program files that make up the virtual machine can be analyzed and modified to ensure that the virtual machine is written in an optimal manner to better ensure that the end compilation will be an optimal virtual construct.  This analysis involves analyzing the data structures and algorithms used and verifying whether or not there is a way to minimize processing overhead.
As mentioned above, the virtual machine utilized in this model is based on a RISC architecture and therefore utilizes a smaller instruction set than some other virtual machines such as the CISC based Java virtual machine [21].  The JVM utilizes 256 different opcodes, hence the term bytecode for its intermediate representation, while the RVM presently utilizes only 32 opcodes.  This makes the virtual machine itself lighter than its CISC based counterparts but sometimes creates more lengthy intermediate code in that there may be more repetition in the resultant opcode representation [24].  

2.2.1 Data Structures within the RVM
The RVM is stack based and has nodes to maintain closure, simulate physical memory, and represent the intermediate code.  The structure of these constructs puts the intermediate code at the top of the system, made up of header, route, task, closure, and class nodes.  Through these the system maintains routing information, program closure, and classes located in the program represented by the intermediate code node.  Closure nodes maintain all runtime data in the system, making it possible for a mobile program to migrate mid-execution and pick up where it left off on a different machine.  This information includes the program counter nodes, stack nodes, object nodes, and activation record nodes.  The XCPC node information, however, maintains all execution specific information for the closure node.  This information includes object nodes, class nodes (which include attribute nodes and method nodes), instruction nodes, and activation record nodes.  Object nodes contain all information for objects from the high level language code, and class nodes maintain all information for each class and are made up of attribute and method nodes.  The stack nodes in the system are made up of activation records, just like on a real machine.  The RVM also utilizes linked lists to maintain method parameters and class members.

2.2.2 The Algorithms and Code of the RVM
In order to implement this level of optimization, the original source code of the virtual machine has to be analyzed.  The two main files of the RVM implementation are execVM.c and interpreter.c.  
The responsibility of interpreter.c is to step through the intermediate code language of the RVM and execute it accordingly.  The implementation is mainly handled through a switch block.  Each case statement corresponds to an RVM command, translating the intermediate code into their respective actions.  

Basically, the interpreter operates like this:

· Retrieve first operand from the top of the stack
· Obtain value based on the type and pop the item from the stack

· For operations with two operands, obtain the 2nd one and get its type

· Perform operation based on the type appearing as operand for the instruction

· Convert value from string to type desired for operation and reconvert to string 

The interpreter is capable of handling thirty two different RVM commands.  The command list consists of the following: ADD, AND, CLOSEMC, CMPEQ, CMPGE, CMPGT, CMPLE, CMPLT, CMPNE, DIV, ENDMOVE, GET, GETCURR, GOTO, IFCMP, INTTO, INVOKE, JSR, LOAD, MOVE, MUL, NEG, NEW, OPENMC, OR, PUT, RET, STOP, STORE, and SUB.  These commands handle everything from artithmetic to comparisons to mobile computation specific functions.  The arithmetic commands are ADD, SUB, MUL, DIV, and NEG corresponding, respectively, to add, subtract, multiply, divide, and negate.  Comparison operations are supported by CMPEQ, CMPGE, CMPGT, CMPLE, CMPLT, and CMPNE.  These correspond to compare for equality, compare for greater than or equivalence, compare for greater than, compare for less than or equivalency, compare for less than, and compare for non-equivalency.  CLOSEMC and OPENMC deal with closing and opening mobile computations, respectively, GETCURR finds the current instruction, and GET retrieves user input and stores it in a temporary stack.  The RVM also includes standard memory manipulation and jump commands through IFCMP, LOAD, MOVE, STORE, GOTO, and JSR.  Some commands, such as NEW and INTTO are only stubs in the interpreter program and do not yet do anything.  RETURN and STOP are some of the more complicated commands, respectively returning the value at the top of the stack (while performing some other stack manipulation functions) and returning to the calling function, after performing some garbage collection.  

To optimize this section of the RVM it is necessary to examine the implementation of the commands and any other functions included in the program.  Since this is probably the most vital part of the virtual machine, it is also where the optimization efforts of this project stand to have the most benefit in execution time.  The next obvious place to implement optimizations is execVM.c, which has helper functions for interpreter.c.

2.2.3 Structures
The structures utilized by the RVM are all defined in a file called allHdrs.h.    The structures provide the framework for the mobile computation system, especially the facets that allow for strong mobility.  Some of the more important structures in the file include: iNodes which hold the code list; tNodes, which are tasks; rNodes, which hold route information; cNodes, which hold class information; and xcpcNodes, which implement the program counter for the computation and help maintain closure.
Also included, and probably the most important node in the RVM, is the closure node which maintains the closure information for the computation.  Data members of the struct include a pointer to parsed program counter information, execution program counter information, route information from the temporary activation record, closure information from the permanent activation record, an object list, and a class list with code stored as a stack node.  Functionality provided for closure nodes includes node creation, xcpcNode generation from a closure node, xcpcNode generation from a program counter node and a closure node, and a function to find an object's activation record.
The execVM program handles machine execution details involving the different stacks utilized in running the virtual environment.  It contains and manipulates an activation record stack, a program counter, and various other program information utilized to run mobile computations.  
All structures used in the RVM are linked, whether organized as lists or stacks.  Because of this there are a large number of pointers to deal with, some times up to three levels deep.  
The important functions to be considered for optimization are those that deal with the execution stack, also referred to as the interpretation stack.  Included are general stack functionality through push(), pop(), top(), and isempty(), and a stack node creation function.  Of this section, the stack node creation function is the most intensive and consists of a lengthy combination of switch and if statements.  It receives, as arguments, an integer token, a C-style string holding the token value, and the program counter for the current mobile computation.  The switch statement makes its decisions based on the integer token, which corresponds to an item in a header file.  If the token is a constant of integer, real, Boolean, or character types or is a location the function copies the C-style string parameter into a field of a temporary item of type stNode (stack node).  If the token is an identifier it gets put into an activation record node and its stack pointer is resolved.  If the pointer is not able to be resolved the item's type is set to whatever value tmpTyp holds and the value pointer is set to null.  
2.2.4 Analysis and Conclusions
More analysis needs to be performed on the compiler level code of the RVM for an adequate optimization plan to be drawn up for this part.  At this point at least one aspect of the compiler has been identified as a possible candidate for optimization but more discussion on this matter will be provided in the next installment.  

2.2.4.1 Data Structures
As mentioned above, the RVM utilizes two main data structures: linked lists and linked stacks.  It has been determined that the linked stacks are the best choice for where they are used.  They are used as pure stack structures so there is no need to worry about overhead from traversals and element access occurs through push and pop functions, which are of complexity O(1) [4].  The only downside of linked stacks in this implementation is the fact that any linked structure requires a little more memory than a similar array based implementation because each node in the linked structure needs to store both the data it encapsulates and a pointer to the next item on the stack, however it would seem that the extra memory required is not so great that it is a major concern for this system.  
Linked lists are utilized in the RVM to maintain information about objects from the high level program.  While linked lists are an optimal choice when the number of elements to be stored is unknown before compile time, they incur overhead whenever an item that is not at the top of the list needs to be removed due to the fact the list needs to be traversed for the item to be found.  One possible alternative is to use dynamic arrays.  Dynamic arrays allow quicker access to specific elements through the use of the element's index and can be used in an environment where the number of elements to be stored is not known at compile time.  In C dynamic arrays are implemented as a pointer to an array pointer, which has an initial size like any other array and can be resized later.  However, the resize operation requires the programmer to copy the original array into a new, larger area of memory which incurs overhead of O(n) where n is the number of elements currently in the array.  Since this has the potential to actually make the machine less efficient, I propose the use of indexed linked lists wherever normal linked lists appear in the RVM.  By indexing the linked lists the program maintains the memory level efficiency linked lists provide, and gains the element access efficiency of arrays without the same amount of overhead dynamic arrays introduce.  Indexed linked lists still require extra memory as mentioned with regular linked lists and introduce some overhead with the fact that the list needs to maintain the indexing scheme but it is believed that the trade off is acceptable and efficiency will be improved.
2.2.4.2 Analysis and Conclusions

At the data structure level of the RVM code it has been determined that indexed linked lists should be substituted for generic linked lists.  Dynamic arrays have the potential to increase processing overhead in the RVM and other data structures are needlessly complicated for this system.

2.2.4.3 Algorithms 
The other aspect of the virtual machine that can be optimized are the algorithms of the RVM itself.  Specifically, the files that could benefit the most from having optimization opportunities exploited would be the interpreter and the virtual machine execution program.  These are the foundation of the virtual machine therefore optimizations here would have the greatest affect.
In the interpreter there are two functions, one to start the RVM process and one to perform the actual interpretation.  The second function is of the order O(n2), the interpretation process utilizes two while loops to loop on the outer level through the program counter and on the inner level through method instructions or until it encounters a move statement and is of the order O(n2).  The first function itself contains a while loop in which it calls the interpretation function, making the interpretation process of order O(n3).  This is an avenue in which loop level optimizations will have a positive effect on processing efficiency.  The other program utilized for running the virtual machine, execVM.c, consists mainly of functions which are O(1) or O(n) and therefore not complex enough for optimizations to have a large benefit.  There are two function in the file of higher complexity, namely O(n2).  These include a function for the creation of new xcpcNodes and a function to convert real values to C-style strings.   
Further analysis of the compiler level code in which the object oriented code is converted into RVM opcodes is required before we can determine any benefits.  This analysis will be included in the next stage of this research project.
2.2.4.4 Analysis and Conclusions

At the algorithm level at this point the optimization plan for next semester consists of utilizing the above discussed methods of loop level optimization and analyzing which have the best effects where and further analysis of the compiler level code.  

5. Conclusion

As of the end of phase one of this research project, the optimization plan for the next phase consists of the following items: 
· Linked lists will be modified to be indexed linked lists
· Implementations of loops will be optimized with appropriate loop level optimization techniques 

· RVM code generation process will be optimized

· All optimization attempts will be tested against performance benchmarks from the original code
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