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Abstract

This article presents several novel methods that have been
developed to interpret and synthesize music to accompany
conducting gestures. The central technology used in this
project is the Conductor’s Jacket, a sensor interface that
gathers its wearer’s gestures and physiology. A bank of soft-
ware filters extracts numerous features from the sensor
signals; these features then generate real-time expressive
effects by shaping the note onsets, tempos, articulations,
dynamics, and note lengths in a musical score. The result is
a flexible, expressive, real-time musical response. This article
features the Conductor’s Jacket software system and des-
cribes in detail its architecture, algorithms, implementation
issues, and resulting musical compositions.

1. Introduction

1.1 Premise: trying to make new electronic instruments
more expressive

In recent decades there have been tremendous innovations 
in the development of interfaces and methods for perform-
ing real-time, interactive music with computers. However,
most of these systems (with a few notable exceptions) 
have not been adopted by performing musicians. This 
indicates a problem or delay in the acceptance of these new
tools by the larger musical culture. Why is it that most 
musicians have not yet traded in their guitars, violins, or 
conducting batons for new technologies? Perhaps this is
because the new technologies do not yet convey the most
deeply meaningful aspects of human expression. That is, 
they do not capture and communicate the significant and
emotional aspects of the gestures that are used to control
them.

“One of the most telling, and annoying, characteristics of per-
formance by computers is precisely its ‘mechanical’ nature – the
nuance and expression performed instinctively by human players
after many years of intensive practice is completely squeezed out
of a quantized sequencer track. If more of the musical sensibil-
ities informing human expressive performance can be imparted
to computer programs, the range of contexts into which they can
usefully be inserted will grow markedly.” (Rowe, 1996)

Identifying and quantifying the qualities that make certain
musical instruments significant and successful is a complex
problem. It’s not clear, for example, that computer technol-
ogy will ever achieve the fine sound and responsiveness of a
great violin. But before attempting to solve the most difficult
cases, such as equaling or surpassing the violin, there are
several basic technical issues that should be addressed.

1.2 Prescription: where improvement is needed

First of all, many current interfaces do not satisfy funda-
mental criteria for real-time interaction; they do not sample
their input data fast enough or with enough degrees of
freedom to capture the speed and complexity of human
movement. Secondly, their sensing environments often inap-
propriately constrain the range and style of movements that
the performer can make. For example, whereas perhaps a
piano keyboard provides an appropriate and comfortable
constraint to the limbs, perhaps a keyboard and mouse do
not. Thirdly, the software that maps the gestural inputs to
musical outputs is often not powerful enough to respond
appropriately to the structure, quality, and character in the
gestures. Finally, there tend to be simplistic assumptions
about what level of complexity and analysis of the data is
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sufficient. Ultimately, all musical systems could benefit from
greater information about how their input parameters vary
dynamically and what the variations “mean” in human terms.
Without this knowledge, interactive systems cannot anti-
cipate and respond appropriately or meaningfully to their
control inputs.

In order for new computer technologies to replace,
enhance, or transform the capabilities of traditional instru-
ments, they need to convey affect, interpretation, and skill.
In order for performers to express themselves artfully, they
require musical instruments that are not only sensitive to
subtle variations in input but also capable of controlling mul-
tiple modulation streams in real-time; these instruments must
also be repeatable and deterministic in their output. What
often happens with the replacement of traditional mechani-
cal instruments with sensor-based interfaces is that the many
dimensions in the input stream are effectively reduced in the
transduction process and projected down to minimal axes of
control. While the reduction of dimensionality in an input
stream often improves the responsiveness of automatic
recognition and other engineering tasks, it is not always ideal
for music, where subtlety in the “microstructural variation”
(Clynes, 1990) provides much of the interesting content for
the performer and the listener. Therefore, the first two aspects
to focus and improve upon are: (1) acquiring the full dimen-
sionality of the input gestures with sensor systems, and 
(2) acquiring the sensory data at high rates, so as to preserve
the information without aliasing and other subsampling
pathologies.

It is not only the modeling and sensing of input data 
that needs improvement; musical outputs (the sonic results
of mapping gestures to sound) also tend to cluster in either
of two opposite extremes: on the one side, they can be too
simple and obvious, and on the other too complex or con-
fusing for the audience to follow. The issue of mappings (the
way that the musical response reflects the gesture that acti-
vates and controls it) is one of the hardest things to get right
with electronic instruments –:

“Often, the controller feels right, but the shape of the response
does not fit your musical idea. This is a huge area . . .” (Ryan,
1991)

This commonly encountered problem might also be
described as a perceptual disconnect between the way the
gesture looks and the way the music sounds. This can happen
because of brittle, unnatural, or overly constrained mapp-
ings between gesture and sound. A mapping that is difficult
for the public to understand can dampen their enthusiasm 
or response to the performance. Such performances can
quickly become frustrating for people on both sides of 
the stage. Some people feel that this problem is inherent to
the craft and that computers will never be able to interpret
gestures. However, I am much more sanguine about future
developments. The musicians in Sensorband share my
opinion:

“Pierre Boulez . . . mentioned that there always will be a dif-
ference between computer music and traditional instrumental
music, because musicians can perform (or interpret) gestures,
and computers cannot. We think that this is the previous gener-
ation’s view on computers. One of the most important goals for
us is to make gestural music performances with computers.”
(Bongers, 1998)

Gestural music performances will certainly need to become
more stirring and communicative in order for interactive
music to become a widely appreciated art form. The inher-
ent problems in sensing and gesture recognition must be
solved before sensor-based instruments will be widely
adopted in the performing arts. The musical response from
an instrument should, of course, always fit the musical
gesture that generates it, but designing a system where that
is always true could be infinitely difficult. Thus, one of the
biggest challenges in designing real-time musical systems is
to carefully choose which issues to target first.

1.3 Focus: framing a project around conducting

One way to improve upon the live performance of computer
music is to use powerful computer technologies to observe
and measure the movements that expert performers make,
correlate them to actual musical results, and build a real-time
model with enough variation in it to synthesize new music
with a new performer. I undertook such a process in an
attempt to build a more expressive and responsive gestural
interface, focusing on the performance parameters of 
orchestral conducting. The result of this project, called the
Conductor’s Jacket, reflected aspects of both research and
performance perspectives. The method I developed com-
bined data-gathering, analysis, and synthesis. Many hours’
worth of data was collected from conductors in real-life 
situations, a feature-set was identified from the data, and 
the results were fed back into a real-time music system. The
approach was designed to achieve practical answers that
would be meaningful to active musicians while remaining
respectful of the complexity of the subject.

Why observe conductors for clues about gestural interface
design? The answer is pretty straightforward: established
techniques provide a baseline from which to analyze and
evaluate performers. The existence and documentation of 
an established conducting technique provides a framework
within which gestures hold specific meanings and functions.
That is, there exists a commonly understood (although some-
times hard to quantify) mapping between gesture and sound
in the context of musical conducting, and it provides a rich
and sophisticated framework for the design of a gestural
interface.

Conducting is a gestural art form, a craft for skilled prac-
titioners. It resembles dance in many ways, except that it is
generative, not reflective, of the music that accompanies it.
Without an instrument to define and constrain their gestures,
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Synthesizing expressive music through the language of conducting 3

conductors are free to express themselves exactly as they
wish, and so there is enormous variety in the gestural styles
of different individuals. In addition, conducting is a mature
form that has developed over 250 years and has an estab-
lished, documented technique. The gesture language of 
conducting is understood and practiced by many musicians,
and commonly used as a basis for evaluating their skill and
artistry. In order to be able to understand the meaning and
significance of gestures, it helps to have a shared foundation
of understanding; the technique of conducting conveniently
provides this with its widely understood gesture system.

Studying the phenomenon of conducting from a quantita-
tive perspective also presents a number of challenging tech-
nical problems to solve. Analyzing conducting gestures in
real-time requires very quick response times, high sampling
rates, little hysteresis or external noise, and powerful feature
recognition of highly complex, time-varying functions. For
example, conductors demand a response time on the order 
of 1 kHz, which is a factor of almost two orders of magni-
tude difference from the 10–30 Hz response time of many
existent gesture-recognition technologies. Also, conductors
should not be loaded down with any heavy or bulky equip-
ment that might limit their expressive movements. These sen-
sitive and difficult conditions inherently require creative and
robust solutions.

Another reason to study conducting is that it is an his-
torically successful method for broadcasting and communi-
cating information in real-time. It is an optimized language
of signals whose closest analogues are perhaps sign and 
semaphore languages, or mime. John Eliot Gardner, the well-
known British conductor, relates conducting to the electrical
realm:

“the word ‘conductor’ is very significant because the idea 
of a current being actually passed from one sphere to another,
from one element to another is very important and very 
much part of the conductor’s skill and craft.” (Teledec video,
1994).

Finally, conductors themselves are inherently interesting sub-
jects. They represent a small minority of the musical popu-
lation, and are considered to be among the most skillful,
expert, and expressive of all musicians. They amplify and
exaggerate their gestures in order to be easily seen by many
people, and they are quite free to move around during
rehearsals and performances, unencumbered by an instru-
ment. The gestures of conducting influence and facilitate the
higher-level functions of music, such as tempo, dynamics,
phrasing, and articulation; a conductor’s efforts are expended
not in playing notes, but in shaping those played by others.
Finally, conductors have to manipulate reality; they purpose-
fully (if not self-consciously) modulate the apparent viscos-
ity of the air around them in order to communicate expressive
effects – two gestures that have the same trajectory and
velocity but different apparent frictions will provide differ-
ent musical impressions. For all the above reasons, we found

conducting to be an extremely interesting and rich area to
study.

1.4 Conducting technique

Conducting is a precise system of symbolically mapped ges-
tures. While styles can vary greatly across individuals, con-
ductors do share an established technique. There also exists
a canon of literature that clarifies and defines the basic 
elements of the technique; some of the more prominent
authors are Max Rudolf, Elizabeth A.H. Greene, Sir Adrian
Boult, Hermann Scherchen, Gunther Schuller, and Harold
Farberman. The technique has been widely adopted and 
consistently used in classical music, which means that any
skilled conductor should be capable of conducting any
ensemble. This is, for the most part, true.

Conducting technique involves gestures of the whole
body: posture in the torso, rotations and hunching of the
shoulders, large arm gestures, smaller forearm and wrist 
gestures, delicate hand and finger movements, and facial
expressions. The baton functions as an extension of the arm,
providing an extra, elongated limb and extra joint with 
which to provide expressive effects. Conductors’ movements
sometimes have the fluidity and naturalness of master
Stanislavskian actors, combined with musical precision and
score study. It is a gestalt profession; it involves all of the
faculties simultaneously, and should not be done halfheart-
edly. Leonard Bernstein once answered the question, “How
does one conduct?” with the following:

“Through his arms, face, eyes, fingers, and whatever vibra-
tions may flow from him. If he uses a baton, the baton itself 
must be a living thing, charged with a kind of electricity, which
makes it an instrument of meaning in its tiniest movement. 
If he does not use a baton, his hands must do the job with 
equal clarity. But baton or no baton, his gestures must be first
and always meaningful in terms of the music.” (Bernstein, 
1988)

The skill level of a conductor is also discernable by musi-
cians; individual conductors are often evaluated based on
their technical ability to convey information. Elizabeth
Greene wrote that skillful conductors have a certain ‘clarity
of technique,’ and described it in this way:

“While no two mature conductors conduct exactly alike, there
exists a basic clarity of technique that is instantly – and univer-
sally – recognized. When this clarity shows in the conductor’s
gestures, it signifies that he or she has acquired a secure under-
standing of the principles upon which it is founded and reasons
for its existence, and that this thorough knowledge has been
accompanied by careful, regular, and dedicated practice.”
(Greene, 1987)

So, while there are many aspects to conducting that are fuzzy
and hard to define, it nonetheless has several features that
make it promising for rigorous analysis. The specific
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methods and gestures used by conductors will not be dis-
cussed here; for more information, please see (Marrin Nakra,
2000) or (Rudolf, 1994).

2. Background and related work

This section presents the work that inspired and informed the
Conductor’s Jacket project, focusing on prior interfaces and
systems for conducting. The author’s Digital Baton device 
is described, along with recent developments in expression
rules and theoretical frameworks for musical mappings.

2.1 Interfaces and interactive systems for conducting

During the past thirty years there have been many attempts
to build systems to “conduct” music using electronics. These
have varied widely in their methods, gesture sensors, and
results. They include systems using light-pens, radio trans-
mitters, ultrasound reflections, sonar, video tracking, sensor
gloves, accelerometers, keyboards and mice, pressure
sensors, and infrared tracking systems. Many of these are
described in detail in (Marrin, 1996) and (Marrin Nakra,
2000). Important examples include the Radio Baton
(Mathews, 1991) (Boie, Mathews, & Schloss, 1989) and the
Virtual Orchestra (http://www.virtualorchestra.com), a com-
mercial venture run by Fred Bianchi and David Smith. Two
other teams have recently implemented Hidden Markov
Models to track conducting gestures with impressive results:
Satoshi Usa of the Yamaha Musical Instrument Research Lab
(Usa & Mochida, 1998), and Andrew Wilson of the MIT
Media Lab (Wilson & Bobick, 1998). Other interfaces 
for interactive music that influenced the development of the
Conductor’s Jacket include the BodySynth (Pareles, 1993),
BioMuse (Lusted & Knapp, 1989), Lady’s Glove (Bean,
1998), DancingShoes (Paradiso, Hu, & Hsiao, 1998), and
Miburi (Marrin, 1996).

2.2 The digital baton and hyperinstruments

Beginning in 1987 at the MIT Media Lab, Professor Tod
Machover and his students began to bring ideas and tech-
niques from interactive music closer to the classical per-
forming arts traditions with hyperinstruments (Machover &
Chung, 1989), which were designed for expert and practiced
performers. My primary contribution to this effort was 
the Digital Baton (Marrin, 1996), a ten-ounce molded
polyurethane device that was designed to resemble a tradi-
tional conducting baton. Designed and built with the help 
of Machover, Joe Paradiso, and a team of students, the 
baton incorporated eleven sensory degrees of freedom: 21/2
degrees of position, three orthogonal degrees of acceleration,
and five points of pressure. The sensors were extremely
robust and durable, particularly the infrared position track-
ing system that worked under a variety of stage lighting 
conditions.

The Digital Baton software system enabled a number of
conducting-like functions; while it did not explicitly make
use of traditional conducting gestures, it made use of musical
behaviors that lay in the continuum between actuating indi-
vidual notes and shaping their higher-level behaviors. In the
sense that a performer did not have to “play” every note
directly, the control functions were more “conductorial” in
nature. We also made use of “shepherding” behaviors; these
were used to shape higher-level features in the music without
controlling every discrete event.

Machover wrote two pieces of original music for the
Digital Baton and we first performed them in a concert of
his music in London’s South Bank Centre in March of 1996.
Later, he incorporated it into the Brain Opera performance
system, where it was used to trigger and shape multiple layers
of sound in the live, interactive show. Having designed and
contributed to the construction of the instrument, I also per-
formed with it as one of three instrumentalists in more than
150 live performances of the Brain Opera. Despite several
important contributions that were made and its success in
performance, however, there were a few fatal flaws in the
design of Digital Baton. Perhaps its most severe drawback
was that it was too large and heavy to easily allow for grace-
ful, comfortable gestures; it was five times the weight of a
normal cork-and-balsa wood conducting baton. This meant
that it was too heavy for a conductor to use in place of a tra-
ditional baton, and therefore wasn’t practical for use by other
conductors. Secondly, it lacked a sophisticated software layer
to interpret gestures; it was unable to apply expression rules
and theoretical frameworks to the many degrees of freedom
of conducting gestures. Nonetheless, the Digital Baton was
an excellent early attempt to create a useful gestural inter-
face, and made an important contribution to the state-of-the-
art at the time.

2.3 Expression rules research

It was argued above that new musical technologies may not
yet convey the most deeply meaningful aspects of human
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Synthesizing expressive music through the language of conducting 5

expression, and for that reason are uninteresting to perform-
ing musicians. However, in the area of Musical Expression
research (defining the rules and patterns of musical expres-
sion), significant progress has been made recently. Several
researchers have shown that variations in tempo and dynam-
ics conform to structural principles and have demonstrated
them in terms of expression rules that describe the expres-
sive strategies that musicians use. Major contributors to this
area include Caroline Palmer (Palmer, 1988), David Epstein
(Epstein, 1995), MaryAnn Norris (Norris, 1991), Peter
Desain and Henkjan Honig (Desain & Honing, 1997), J.
Sundberg (Sundberg, 1998), Neil Todd (Todd, 1992), Carol
Krumhansl, and Giuseppe De Poli (De Poli, Roda, & 
Vidolin, 1998). Robert Rowe has also written that one of the
most important motivations we have for improving the state
of the art in interactive music systems is to include greater
musicianship into computer programs for live performance.
He feels that not only should the programs be more sensitive
to human nuance, but they should also become more musical
(Rowe, 1996). Recent progress made by Max Mathews in
improving the musical responsiveness of his Radio Baton
system can be attributed to important collaborations with J.
Sundberg (personal communication with Mathews, Decem-
ber 2000) and the incorporation of “expression rules” into
the real-time musical mappings.

2.4 Theoretical frameworks for mappings between
gestures and music

There does not yet exist an established set of rules about how
to map gestural inputs to musical outputs; the task of creat-
ing meaningful relationships between gesture and sound
remains primarily an ad hoc art. Few have attempted to 
formalize theories and frameworks for mappings, which
Barry Schrader described as action/response mechanisms
(Schrader, 1991), into systematic grammars, definitions, and
categories. One of the first to try to formulate a coherent
theory about gestural music mappings was Joel Ryan, who
was interested in using empirical methods “to recover the
physicality of music lost in adapting to the abstractions of
technology” (Ryan, 1991).

In 1996 I developed a theoretical framework for musical
mappings that would make sense for the Digital Baton
(Marrin, 1996), describing how an entire gestural language,
such as conducting, is constructed from its most primitive
elements. The simplest formulation of my framework divides
all controls into two categories: continuous and discrete. 
Discrete gestures were defined as single impulses or static
symbols that represent one quantity that is repeatable and
deterministic; an example would be flipping a switch or
pressing a key on a keyboard. More elaborate examples of
discrete gestures can be found in the class of semaphores and
fixed postures, such as in American Sign Language. All of
these gestures, no matter how complicated they are, gener-
ate one discrete symbolic mapping – for example, a binary
flip, a single note, or a single word. On the other side, con-

tinuous gestures were defined to be gestures that did not have
a simple, one-to-one relationship but rather might have an
ambiguous trajectory that would need to be interpreted. It 
is relatively simple to make mappings between discrete
phenomena, but more continuous controls hold the richest
and most elusive information. After making use of this 
discrete/continuous formalism, it was extended into the
realm of regular grammars. A multiple-state beat model was
developed to account for all the possible variations on con-
ducting beat patterns; ultimately, however, this proved to be
too brittle to implement. After attempting to find a frame-
work through theory, a framework was eventually developed
from a quantitative data analysis of conducting technique,
which is described in the following section.

3. Approach

The Conductor’s Jacket project was begun in the spring of
1997 and carried out in five interwoven stages over two years.
The first task was to model the body as a signal generator
and design a system to optimally sense the most important
signals. This involved several initial pilot tests and in-
vestigations into physiological sensors and data-gathering
methods, as well as constructing several versions of the inter-
face and sensor hardware and collecting data from numerous
subjects. The final version of the device was a fitted shirt that
contained sixteen physiological and positional sensors (1 res-
piration, 1 heart rate, 1 skin conductivity, 1 temperature, 4
electromyogram, and 8 Polhemus motion sensors). The data
from each channel was acquired reliably at rates of 3 kHz.
The jacket was designed to sense as many potentially sig-
nificant signals from a working conductor as possible with-
out changing or constraining his behavior (Marrin & Picard,
1998). Six local orchestra conductors with a wide a range of
expertises and styles agreed to wear a personalized jacket and
let us collect data during their rehearsals and performances
(Marrin & Picard, 1998). Next, a visual analysis was used to
extract the most promising features from the data and
explored useful filtering, segmentation, and recognition algo-
rithms for exposing the underlying structural detail in those
features (Marrin Nakra, 1999). Afterwards, a more in-depth
interpretation project was done to explain the stronger under-
lying phenomena in the data; this consisted of interpreting
the results of the analysis phase and making decisions about
which features were most salient and meaningful. In the final
stage, a software system was built to synthesize expressive
music by recognizing and reflecting musical features and
structures in conducting gestures (Marrin Nakra, 2000).

It should be acknowledged that the use of physiological
sensors in the Conductor’s Jacket required a significant
amount of additional work to ensure that their outputs were
as noise-free as possible. There were also many additional
questions regarding the expressive intentions behind various
signals generated by muscular activity, respiration, heart rate,
etc. Since relatively little work had been previously done on
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the physiological states of performing musicians and con-
ductors, establishing a ground truth from which to analyze
the data was not always possible. Deep questions of emotion
and expression motivated our analysis, but were not always
answerable. A more in-depth discussion of these issues can
be found in (Harrer, 1975), (Marrin Nakra, 2000), (Marrin
Nakra, 1999), and (Marrin & Picard, 1998).

3.1 Integration of data analysis results

The analysis phase of the Conductor’s Jacket project yielded
thirty-five salient features (Marrin Nakra, 2000); these 
features were identified with intuitive and natural gestural
tendencies. Most of these features involved muscle tension 
and respiration patterns, since those signals reflected more 
conscious control on the part of the subjects. Eight of 
these features were later implemented and synthesized in
software: right arm beat detection, left arm expressive 
variation, one-to-one mappings between muscle tension 
and dynamic intensity, predictive indications, minimization
of repetitive signals, recognition of information-bearing ges-
tures, rate encoding, and correlations between respiration 
and phrasing.

After these results were determined, the Conductor’s
Jacket sensor interface was then redesigned to emphasize the
muscle tension (electromyogram, or EMG) and respiration
signals. We explored various configurations of muscle groups
on both arms, finally settling on the following seven EMG
measurements: right biceps, right forearm extensor, right
hand (the opponens pollicis muscle), right shoulder (trapez-
ius), left biceps, left forearm extensor, and left hand (oppo-
nens pollicis). All sensors were held in place on the surface
of the skin by means of elastic bands, and the leads were
sewn onto the outside of the jacket with loops of thread.
Additional loops of thread were used to strain-relieve the
cables. The jacket was attached to the computer by means of

a cable that was plugged into sensor connections at the
wearer’s belt. The final Conductor’s Jacket controller looked
like this.

Besides integrating power, ground, and numerous signals,
the jacket needed to be practical to use. It was therefore
designed to be easy to wear; it took about as much time to
wear as a turtleneck sweater. After it was on, the sensors had
to be adjusted under the elastics so that they reliably con-
tacted the skin. Elastics on the wrists ensured that the EMG
sensors would sit in place on the hand. In order to plug into
the computer, the user would wear a belt that was attached
to the connecting cable. The eight sensor connections were
then made on the belt and the grounding strap was put in
place next to the skin on the inside of the belt. For more infor-
mation on the hardware architecture of the system, please see
(Marrin Nakra, 2000).

4. Expressive synthesis

This section presents numerous examples from the musical
software system that was built for the Conductor’s Jacket. Its
basic function was to detect incoming signals from the jacket
sensors data in real-time, interpret their expressive features,
and apply them expressively in a musical context. The goal
was for the music to convey qualities that general audiences
would recognize as being similar to and reflective of the 
original control gestures. Our test for the success of each
algorithm was if it sounded “right” and “intuitive” to both
the performers and the audience. The following section
describes the system architecture and real-time digital signal
processing techniques that were implemented. It also pre-
sents the C++ algorithms that mapped the resulting signals
to sound. Several etudes and compositions are described in
detail at the end, along with descriptions of their public 
performances.
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Synthesizing expressive music through the language of conducting 7

4.1 System architecture

The final Conductor’s Jacket system included an updated
jacket interface (described in section 3), two networked com-
puters, and MIDI-controllable sound production equipment
(synthesizers, effects processors, and a mixing board). To
handle the fast data acquisition, filtering and mapping 
tasks of the system, two separate computers were used. This
modularized the different tasks, avoided overtaxing a single
processor, optimized data acquisition rates, and allowed for
easier debugging. Also, it provided for a more flexible devel-
opment environment, whereby the many software mappings
on one computer could access any of the parallel data streams
from the other. Both machines used the Windows 95 operat-
ing system and were connected via Ethernet over a TCP/IP
socket. They could be connected via local-area network or
crossover Ethernet cable; the data rates were equivalent
whether the data was sent over a network or directly between
machines.

Computer 1 ran National Instruments’ Labview program-
ming environment, which filtered, processed and streamed
the data to an open socket connection. Computer 2 ran
Microsoft’s Visual Developer Studio C++ environment,
which read the incoming data streams off of the socket and
mapped them to algorithms that generated MIDI output. The
software architecture followed the basic model of a typical
computer vision or gesture recognition system, with opti-
mizations for real-time responsiveness. Despite several
stages of multi-channel data processing, the lag time between
gesture and sound was imperceptible. The data flowed
through several stages in a straightforward trajectory: sensor
inputs Æ preprocessing Æ filtering Æ mapping Æ musical
output.

The EMG and respiration sensors in the jacket output 
up to eight lines of data as raw voltages. The signals were
acquired by a ComputerBoards ISA-bus data acquisition card
(CIO-DAS 1602/16) in Computer 1, which converted them
to 16-bit digital signals at a specified sampling rate (usually
3 kHz/channel) and voltage range (+/-10 volts). After acquir-
ing each successive array of sensor data, a customized
Labview application processed and filtered the data points in
parallel, converting them from 16-bit fixed-point values to
byte integers by first splitting each value into an 8-bit expo-
nent and an 8-bit mantissa. The mantissas and exponents
were then each converted into byte strings and concatenated
into one long byte string. Labview then opened an Ethernet
socket connection to Computer 2 and sent out a new byte
string every 50 milliseconds. A C++ program on Computer
2 read the data from the socket connection, split off the
sensor value components in the right order, scaled each 
mantissa by its exponent, and then assigned each final value
to a local variable, defined in an associated header file
(“sensor.h”). Each pointer was overwritten by its new value
at every execution of the program, although the precise
timing of each execution was not controlled due to Windows

system-level interrupts and timer inconsistencies. Additional
functions in the code took those variables and applied them
to musical mappings that used the Rogus MIDI library
(Denckla & Pelletier, 1996). A menu-driven graphical user
interface allowed the performer to dynamically choose which
piece to perform and select one of several graphing modes
for visual feedback of the data.

A number of tricks were required to get the system to
respond in real-time. For example, the different channels of
sensor data were acquired and processed in small buffers
(window lengths of 30 samples). The two applications also
had to be launched and executed in a particular order, so that
the socket connection was correctly established. Despite the
extra steps that were required to get it working, this archi-
tecture had a few advantages. Most importantly, it allowed
for the most recent value to be available at each execution of
the C++ code, which ensured a smoother transition between
successive sensor values and fewer perceptible glitches in 
the musical result. While the exact latency between gesture
and resultant sound was never measured, there was no per-
ceptible delay.

4.2 Real-time signal processing

Several real-time filters were built in Labview to extract rel-
evant features from the sensor data, including rectification,
beat (peak) detection, beat time-stamps, beat amplitudes, first
derivatives, second derivatives, envelopes (smoothed instan-
taneous values), power spectral densities, spectral analyses
and spectrograms (using both the Fast Fourier Transform 
and the Fast Hartley Transform), and noise analysis. The
algorithms and details of all these filters are given in the 
proceeding section. Most of these were used in the final per-
formance system; some were used to analyze the data in
order to build appropriate mappings.

In order to make the EMG sensor data more usable for
mappings, it was first run through a zero-mean filter, which
estimated the mean from a fixed number of samples and 
subtracted it from the signal. This yielded a signal with a
baseline of zero. The mean was continually re-estimated at
every new window of samples.

After giving the data a zero-mean, full rectification was
done by taking the absolute value of every sample. Beat
detection was done for both the right and left biceps signals.
A simple peak detector algorithm was used with a fixed
threshold of 0.1 volt (a value of 600 out of 65 536) and a
running window size of 150. The algorithm picked peaks by
fitting a quadratic polynomial to sequential groups of data
points. The number of data points used in the fit was speci-
fied by a set width control of 50. For each peak the quadratic
fit was tested against the threshold level (600); peaks with
heights lower than the threshold were ignored. Peaks were
detected only after about width/2 (25) data points were
processed beyond the peak location. If more than one peak
was found in a window, only one peak would be registered.
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At every peak registered, a beat would be sent with a value
of 1. A consistent feature of this beat detection method was
the problem of multiple triggers, which occurred when one
beat overlapped adjacent sample buffers. Increasing the
buffer size solved the problem to a certain extent, but also
slowed down the overall response time of the system.

In order to gather a measure of the force that was used to
generate each beat, a filter detected beat intensity by calcu-
lating amplitudes for each peak. When one or more peaks
were detected in a window of 150 samples, this filter returned
the value of the greatest one. This value was frequently used
to determine the volume of the notes for a given beat. A beat
timer was also developed that simply time-stamped the
moment of a beat to the millisecond. This time-stamp was
used to find the inter-onset interval (in milliseconds) between
consecutive beats. Each successive time value was sent to
Computer 2, which computed the difference between it and
its predecessor to determine the millisecond interval between
beats. That information was converted to a local tempo value,
as the number of beats per minute.

One method we used to smooth the EMG signal was a
time-domain envelope follower. This was created by first 
convolving an impulse response with a decaying exponen-
tial. The result was then scaled and convolved with the 
EMG signal. Many aspects of this algorithm were experi-
mented with, and we achieved some success in removing
extraneous jitter in the EMG signal, at some expense in 
processing time.

Another group of filters performed spectral analyses of
the signals. These enabled observation of the frequency-
domain behavior of EMG signals in real-time. The first 
computed a fast fourier transform on an unrectified signal.
(Rectification was not applied in this case, since the loss of
negative frequencies would have taken out half of the DC
component.) Since the input sequence was not a power of 2,
our algorithm used an efficient Real Discrete Fourier Trans-
form routine. Another filter graphed the power spectrum of
an input signal. The formula we used for this function is:

A third filter computed a spectrogram, a graphical represen-
tation of a signal in which each vertical slice represents the
magnitude (intensity) of each of its component frequencies.
This utility computed the real FFT and plotted the magni-
tudes of the frequencies (organized in discrete bins and
sorted according to frequency value) versus time. The full
frequency spectrum was divided into either 256, 512, or 1024
bins, depending on how much delay was tolerable at that
time. A variant of this utility sorted the bins according to their
magnitudes. This gave a sense of the overall magnitude of
activity across all the frequencies. This gave a smoother
result that was easier to read and resembled a Power Spec-
tral Density graph. In the end it turned out that the frequency
domain correlated well with the amplitude domain; at a
moment of high amplitude (i.e. at the moment of a beat), the

power spectrum FFT X n= [ ][ ]2

frequencies would all increase markedly in magnitude. 
There were few instances where frequencies didn’t respond
together, and sometimes this provided a helpful indicator of
noise. For example, if the magnitudes of the frequencies were
visibly elevated at around 60 Hz, it indicated that external
sources of electrical noise were too high and needed to be
removed.

Finally, we wrote a noise analysis function to fit the fre-
quency distribution of the signal to a Gaussian curve; if the
two matched closely, then the noise on the sensor was deter-
mined to be white and minimal. Otherwise, if the two distri-
butions didn’t fit, that indicated a large source of either signal
or noise. If the sensor was placed properly on the surface of
the skin and the muscle was not contracting, it was safe to
say that the anomaly came from a source of electrical noise.
This utility was useful for finding sources of noise that were
not detectable from a visual analysis of the time-domain
component of the signals.

A constant challenge of the signal processing effort was
to keep the sampling rates high and the window sizes small
in order to ensure real-time response; here we frequently
bumped up against the uncertainty principle. The uncertainty
principle defines the tradeoff between frequency resolution
and time resolution – in order to obtain high frequency res-
olution you need to maximize the number of samples col-
lected in one buffer. Conversely, to have fine degree of time
resolution, you need to minimize the number of samples per
buffer. Optimizing conditions vis a vis time and frequency
were a constant theme of the signal processing and filtering
tasks on Computer 1. In general we tended to compromise
in the frequency domain in order to ensure real-time respon-
siveness of the system.

4.3 Code interfacing between filters and 
mapping structures

After the filters were written in Labview on Computer 1, a
layer of code was needed that could transfer the filtered data
to be mapped on Computer 2. We developed a unique utility
using sockets and TCP/IP over ethernet. It grabbed each line
of sensor data in the form of an 8-bit unsigned integer, con-
verted each one to a string, and concatenated all the individ-
ual strings into one long string. Then, using a built-in
Labview utility called TCPWrite.vi, the data was given a con-
nection ID. A second built-in function provided an ethernet
address and a remote port number with which to set up the
socket. At the first execution of this function, the socket was
opened; at every successive execution, each line of data was
concatenated into one long string and sent out to the speci-
fied ethernet address. On Computer 2, special code was
written in C++ to open up a socket and read data from the
same port number. When the expected number of data bytes
was received, the C++ application printed the number of
bytes received to a terminal window. The C++ code did not
fully execute unless the right amount of data was detected at
the socket.
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4.4 C++ mapping algorithms and etudes

Finally, after the stages of acquisition, filtering, conversion,
and transfer, the data was available to be mapped to musical
structures in C++. A range of algorithms was designed to
explore a variety of musical and gestural possibilities with
the data. We initially decided to build a general-purpose
toolkit of Etudes, simple test pieces that applied mapping
structures one-by-one. Later, several full pieces were imple-
mented in MIDI, and finally, a software package called
Superconductor (by Microsound International and Manfred
Clynes) was included to enable any piece of classical or 
computer music to be performed with the system.

Like traditional instrumental “studies,” the idea for the
first Conductor’s Jacket Etudes was that these short pieces
could be practiced in order to hone some aspect of the tech-
nique. The basic functions were written as a series of low-
level abstractions so that they could be useful for creating a
broad range of musical styles; they comprised a construction
kit for mapping gestures. The Etudes were intended to be
simple and clear – not motivated by any overriding aesthetic
considerations, but rather by an attempt to build straightfor-
ward relationships between gesture and sound.

Etude 1, entitled “Tuning,” was written to provide audi-
tory feedback to the performer to indicate the state and cal-
ibration of the sensor system. This was intended to be similar
to the function of instrumental tuning, which traditional
acoustic musicians do before starting to play. In the classical
tradition, tuning is done not only to make sure that all the
instruments match the same reference pitch, but also for the
musicians to play a little bit to test the state of their instru-
ments, with enough time to make a few minor adjustments.
The “Tuning” etude played out repeated notes sonifying the
raw output of each successive sensor, mapping the raw
voltage of the sensor signal directly to pitch and volume. The
sounds clue the performer in to the state of the system by
sonifying the range and responsiveness of the sensor; if the
sensor is not behaving as expected, the performer will notice
an audible difference from the expected norm.

Etude 2 mapped the filtered output of the right biceps
EMG sensor to different parameters of a single sound; the
volume, timbre, and pitch were modified directly and simul-
taneously (although with slightly different algorithms) by the
signal. If the muscle was not activated, no sound played; as
the muscle contracted, a sound grew in volume and increased
in pitch and brightness. This very direct relationship provided
both the performer and the observer with an immediate sense
of the profile of the muscle tension signal. In Etude 3, issues
of beats, cutoffs, and sustained crescendo/diminuendo were
explored. The right biceps EMG generated beats (note-ons)
and cutoffs (note-offs) for a set of chords. Once a chord was
initiated it was sustained up to a maximum time of 18
seconds until a beat gesture again cut it off. While the note
was playing, the left biceps value scaled the sustained
channel volume of the note; tensing the left biceps muscle
made the note get louder, relaxing it made the note get softer.

Ultimately, more than twenty Etudes were developed.
However, many of the mappings seemed simple and spare
when performed one-on-one, and the series of one-to-one
mappings quickly became repetitive. It became clear that
bigger, multi-layered systems were needed in order to ma-
nipulate many aspects of a piece of music simultaneously.
We decided to focus on developing a software system for the
Conductor’s Jacket that would be general-purpose enough 
to incorporate either existent pieces of music from the clas-
sical repertoire or new works composed specifically for it.
The remainder of this chapter describes the structure and
functionality of the final performance system that was 
implemented.

4.5 Expressive musical functions

Using C++ algorithms in combination with a MIDI library
developed at the MIT Media Lab (Denckla and Pelletier,
1996), a number of real-time expressive controls were 
developed for the Conductor’s Jacket. These included 
features such as beat detection, tempo tracking, cues, cutoffs,
holds, pauses, note volumes, channel volumes, articulations,
panning, octave doublings, triggers, pitch choices, accents,
timbre morphing, balances, meter, and voicings. These real-
time musical performance parameters are described in detail
in this section.

Perhaps the most important musical quantities for con-
ductors are the individual beats that they generate with their
gestures. These beats are indicated by an accelerational
downward motion, called an ictus, which changes direction
and appears to “bounce” back upward. The moment of the
beat is indicated when the change in direction occurs. There
are several theories about whether or not conductors are in
direct control of the individual beats of an orchestra, and 
so a few different methods were explored at the outset. We
ended up preferring a ‘direct-drive’ model, meaning that each
beat was directly given by a specific gesture, and the music
stops and starts instantaneously. If no beats occur, then the
variable emg0.beatData remains at 0 and no notes play. If a
beat occurs, then emg0.beatData changes to 1 and one beat’s
worth of notes play. The current beat number is kept track of
by a counter (i) that increments at every beat and pushes the
current point in the score forward. The code for increment-
ing the beat pointer is given below:

In most implementations, the notes of a piece were encoded
in a fixed order and rhythm, reflecting the Western classical
convention of the written score. Once started, the score could
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only progress in one direction until complete, although no
beats would play unless first given by the performer.

Secondly, tempo detection was an essential element to
give to the control of the performer. For this we developed a
ratio-based structure for keeping track of the timing differ-
entials between consecutive notes. This was done on two 
different levels: within beats (such as the relationship be-
tween consecutive sixteenth-notes) and across beats (such as
between consecutive quarter-notes). As described earlier,
Computer 1 detected beats and sent time-stamps when they
occurred. When a beat was received at Computer 2, the pre-
vious beat’s time-stamp was subtracted from the most recent
beat’s time-stamp. This provided the inter-onset interval in
milliseconds. The across-beat timing difference, known as
tempo, was then defined in terms of the inter-onset interval:

We also defined the variable waittime to be the distance
between successive sixteenth notes, which were the shortest
notes that we implemented. An elaborate smoothing function
was developed so that the rapid tempo adjustments (particu-
larly in the presence of some noise in the beat-generating
signals) would not sound too abrupt and so that the tempo
couldn’t get too fast too quickly:

We also set an upper limit for waittime (approximately 220
milliseconds), which prevented problems that might arise if
the distance between successive beats was very large – as
when the performer might stop temporarily and want to start
again without the tempo starting up impossibly slowly. Also,
the tempo was defined ahead of time for the very first beat
of the piece, since tempo cannot be determined from only
one Boolean beat. (Human conductors usually use only one
beat to cue the orchestra to begin, but in that case the orches-
tra has the positional information about the velocity and
placement of the arm that helps it anticipate when the first
beat should be played.)

Thirdly, cutoffs were implemented. Similar to beats, they
are strong gestures that indicate the stop time of a held note
or a pause. A cutoff function was therefore created so that if
a particular score had a musical fermata indicated (i.e., a note
of arbitrary length to be decided by the conductor), then the
end of the fermata would be triggered by a beat. Beats and
cutoffs were triggered by the same gestures, but the context
provided by the score determined how the gestures were
interpreted and used.

The individual note volumes (MIDI velocities) were also
controlled dynamically by the performer. Although methods
for doing this varied significantly depending upon the
musical context, we commonly used a weighted combination
of three values: the force with which the current beat was
made, the current respiration value, and the previous volume
(to average or smooth the contour). The reason for including

waittime current eronset erval

oldwaittime

= ( ) +
( )( )) +

_ _

* ;

int int 5

3 2 4 50

tempo ute milli onds

eronset erval between beats in ms

= ( )
( )

1 60000min sec

int int

the breathing information in the dynamic contours came
from a feature found in the analysis of the original conductor
data; we found a strong correlation between the respiration
and phrasing patterns. Therefore, a multi-modal mapping
was developed to incorporate both muscle tension and res-
piration values together. An elaborate algorithm would typi-
cally be used only for the first two notes within a beat. For
subsequent notes within a beat, the current value of the right
bicep signal would be compared to its value at the beginning
of the beat; if the current value was greater, then the new
note’s volume value would be the volume of the first note
incremented by 8 (out of a total range of 0–127). Otherwise,
it would be subtracted by 8. This method of linking note
volumes within one beat was modeled after the work of
Manfred Clynes (Clynes, 1990).

In some cases it was found to be useful to combine 
the control of individual note volumes with MIDI channel
volumes; this allowed the performer to have a lot more
dynamic range of control between a subtle whisper and a
loud sweep. In one case this function was called morph, 
and each morph function was identified with a channel #. Its
code for channel 0 is given below:

Combining channel volumes with note velocities allowed for
a new degree of control over the dynamic range; in the hands
of skillful performers, the effect could be extremely dramatic
and compelling. Articulation was another musical structure
controlled in real-time by the Conductor’s Jacket. Articula-
tions are defined as “the characteristics of attack and decay
of single tones or groups of tones” (Randel, 1986). Since our
previous quantitative study of conductors had determined
that the forearm EMG signal indicated the quality of articu-
lation, we decided to determine the lengths of individual
notes by the usage of the forearm. We approximated the 
articulation of each note to be its relative length – staccato
notes would be short, legato notes long. The code below
shows how the EMG1 sensor directly determines the length
of each sixteenth-note (weighted equally with the previous
value for length, which smoothes the result):

length emg1.rectified hWnd length

if length

length

r- s.play_note m,  length
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;

2000

2000

morph0 abs emg0.bAmpData 10 morph0
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Other musical algorithms were constructed with which to
control panning, octave doublings, pitch, accents, timbre
morphing, balances, and voicings. These are described in
detail in (Marrin Nakra, 2000), and were used in several com-
positions that will be described in the next section.

4.6 Musical compositions for the Conductors Jacket

From March of 1999 through the present several pieces have
been developed for performance by the Conductor’s Jacket.
Numerous public performances and demonstrations have
been given. Several of the more successful completed works
are described in this section.

The first full piece that was implemented for the Con-
ductor’s Jacket was intended to be a realistic simulation 
of conducting. The piece that was chosen was J.S. Bach’s
Toccata and Fugue in D minor, a composition for the organ.
The mapping strategy applied several of the musical algo-
rithms described above, including beat tracking, tempo track-
ing, use of the left hand for expressive variation, one-to-one
correlation between muscle tension and dynamic intensity,
division of labor between biceps, triceps, and forearm, and
the link between respiration and phrasing. This implementa-
tion represented a proof of concept that the physiological
signals of a musician can be used to drive the expressive
aspects of a real-time performance. In the performance of
this piece the action of the right biceps muscle determines
the beats, tempo, beat volumes, and cutoffs. The right
forearm gives articulations; sustained contraction of the
muscle yields longer notes and therefore a legato quality,
whereas shorter contractions of the muscle yield shorter,
notes with a staccato quality. The use of the left biceps
muscle causes octave doublings to fill out the bass and the
aggregate values of the left arm muscles versus the right arm

muscles determines the panning of all the voices. The piece
was implemented as a full score and once initiated, cannot
be reversed. It can be paused in the middle if the performer
does not generate new beats, although this direct-drive model
is susceptible to noise. An MPEG clip of this implementa-
tion is available for download at: http://immersionmusic.org/
Teresa_Marrin_Nakra.mpg (16 Megabytes)

Another piece written by the author is entitled “Song for
the End,” a composition that uses improvisational techniques.
The set of notes is predetermined but can be performed with
any rhythm; this is related to the concept of “recitative.” The
opening section is a melismatic vocal passage in which the
notes are sequenced in a particular order but every other facet
of their performance – start time, volume, accent, length, and
timbre are under the direct control of the performer. This is
followed by a fixed sequence in which different muscles 
can raise and lower the note velocities, channel volumes, and
timbral characteristics of four different voices. The combi-
nation of controlling note volumes and channel volumes in
parallel provided the possibility for extreme crescendo/
diminuendo effects, which was fun for the performer but also
required greater practice and concentration. At the end of the
piece there is a rhapsodic conclusion that is also under the
performer’s direct mix control.

In October of 1999, a version of J.S. Bach’s Brandenburg
Concerto no. 4 in G major, movement 3 (Presto), was imple-
mented. This piece was developed in collaboration with
Manfred Clynes and Microsound International. By combin-
ing the functions of the Conductor’s Jacket software with
Clynes’ Superconductor software package, we developed a
system that performed rate-based tempo following with the
right biceps, dynamics shaping with the left biceps, bass
voicing with the right forearm, and treble voicing with 
the left forearm. The premiere performance of this system
was featured on CNN Headline News in November of 1999.
An MPEG clip of this performance is available for down-
load at: http://immersionmusic.org/teresa-sensbles.mpg (16
Megabytes)

More recently, additional pieces have been implemented
for the Conductor’s Jacket system, including a commissioned
Concerto for Conductor by composer John Oswald that
received its premiere in Boston’s Symphony Hall in May of
2001 with the Boston Modern Orchestra Project and con-
ductor Gil Rose. Additional pieces have been written and
implemented, including an experimental piece called SP/
RING in which the jacket not only controls the flow of the
music but also of video images projected on a screen. Active
development and commissions of new works for the Con-
ductor’s Jacket continues through the efforts of Immersion
Music, an artistic production company I founded in June of
2000.

5. Evaluation and future work

“In music, the instrument often predates the expression it autho-
rizes.” (Attali, 1985)
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The Conductor’s Jacket project has yielded several important
contributions to the state-of-the-art in hardware and software
for computer music. The initial data collection and analysis
project established patterns in the data of real conductors 
at work, which enabled the interactive software to react in
meaningful ways to the gesture and physiology of its users.
Secondly, the Conductor’s Jacket project demonstrated the
utility of using an established technique as the basis of an
interactive paradigm. The gestural language of conducting is
well documented, and its structure has a regular grammar.
Without such a framework, it would not have been possible
to establish a norm and interpret deviations from it in any
musically meaningful way. Another advantage of the Con-
ductor’s Jacket architecture is that its software system was
optimized to work within its own real-time constraints. That
is, all the data filters run continually, but only make the com-
putationally expensive mapping calculations when they are
called for. This means that “rather than having all gestures
tracked at all times, gestures with significance for particular
sections of the composition were interpreted as needed”
(Rowe, 1996). The most important advancements of the soft-
ware system are in gesture-based tempo tracking, left-arm
crescendo techniques, and wrist-based control of articula-
tion. It has successfully served as a proof-of-concept for the
method that was used to develop it.

The Conductor’s Jacket also succeeded in achieving a
certain feeling of emphasis. Emphasis might be defined as
the property of an instrument that reflects the amount of
effort and intensity with which the performer works to create
the sound. Most sensor-based instruments fall very short of
this property because their sensing mechanisms are not
designed to gather this quantity and the synthesis models do
not reflect this parameter. The choice to use muscle tension
sensors seems to have enabled the jacket to react to the
emphasis of the performer. Joel Ryan described this phe-
nomenon as effort:

“Physical effort is a characteristic of the playing of all musical
instruments. Though traditional instruments have been greatly
refined over the centuries, the main motivation has been to
increase ranges, accuracy, and subtlety of sound and not to min-
imize the physical. Effort is closely related to expression in 
the playing of traditional instruments. It is the element of energy
and desire, of attraction and repulsion in the movement of music.
But effort is just as important in the formal construction of music
as in its expression: effort maps complex territories onto the
simple grid of pitch and harmony. And it is upon such territo-
ries that much of modern musical invention is founded.” (Ryan,
1991)

Watanabe and Yachida reflect this idea about emphasis using
the word degree:

“Methods such as DP matching, HMMs, neural networks, and
finite state machines put emphasis on classifying a kind of
gesture, and they cannot obtain the degree information of
gesture, such as speed, magnitude and so on. The degree infor-

mation often represents user’s attitude, emotion and so on, which
play an important role in communication. Therefore the interac-
tive systems should also recognize not only the kind of gesture
but also the degree information of gesture.” (Watanabe &
Yachida, 1998)

Another advantage of the Conductor’s Jacket is that it doesn’t
constrain the gestures of its wearer. The constraints of an
instrument are the aspects of their design that force the
human performer to gesture or pose in a particular way. Some
sensor-based instruments have the problem of being overly-
constrained; the nature of their sensing mechanisms force the
performer to make contorted, unnatural gestures to achieve
particular effects. All instruments by their very natures will
impose some constraints on their performers, but in order for
the instrument to be successful the constraints have to limit
the physical movement in such a way as to not hamper the
expressive capabilities of the performer. The Conductor’s
Jacket seems to have succeeded by this measure. The only
frequent awkwardness was with quick schedule changes or
last-minute opportunities to perform. In those cases, unlike
with a typical instrument, the wearer would have to leave the
room to put on the instrument. This was not ideal for instan-
taneous requests, but otherwise didn’t present any serious
problem.

The jacket was also not subject to the typical problem of
Cartesian Reliance, which is the property of an instrument
whereby the different degrees of freedom are set up in a coor-
dinate space for the performer. An example of such a device
would be a mixing board, where the individual levers each
move in one direction and map to one quantity. For a musical
instrument to be usable by a performer, it should not rely too
heavily on the Cartesian paradigm. That is, humans do not
naturally perceive of the world in Cartesian terms; our intu-
itive ways of gesturing are often invariant to aspects such 
as translation, rotation, and scale. Certainly the expressive
information in conducting is not contained in the absolute
positional information, and this doctoral project has shown
that quantities such as muscle tension can sometimes be
more useful than gathering the accelerational information
from the position of the moving arm. The common reliance
on orthogonal vertices doesn’t map well to meaningful,
natural musical responses. For example, in most traditional
music, pitch and loudness are coupled – they can’t just be
manipulated as independent parameters. Unlike car controls,
there is no inherent meaning in increasing a single value
independently. While they work for the Theremin, orthogo-
nal relationships may perhaps be too simplistic and arbitrary;
they make the engineering easier, but force the musician to
conform to an unnatural structure.

The jacket also partially solves the disembodiment
problem. Disembodiment is a property of many sensor-based
instruments that don’t themselves include the source of their
own sound. Unlike with traditional instruments, where the
physical action is what generates the vibrations, many sensor
instruments are indirectly connected through a long chain of
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processes to the actuation of its sounds. Many sensor instru-
ments have no resonant cavity and depend upon synthesizers
and speakers to convey their sounds; the sounds come out of
a set of speakers that might be physically far removed from
the actions that generate them. A second component of the
disembodiment problem originates from the mapping layer
that separates the transduction and actuation processes of
interactive music systems. Mappings allow for any sound to
be mapped to any input arbitrarily, and the extreme freedom
and range of possibility makes it hard to construct mappings
that look and sound “real” to an audience. It is still not well
understood how to construct mappings such that they intu-
itively map well to an action; this is because interactive music
is still an extremely new art form.

For example, the Digital Baton was extremely sensitive to
the disembodiment problem. Perhaps this was because of
certain properties in its sensory system – the 2D space in
front of the performer was interpreted as a large grid, divided
into an arbitrary number of cells that acted as triggers. This
method worked well algorithmically, but frequently confused
audiences because they could not see the virtual grid in front
of the performer and were not able to connect the actions of
the performer with the musical responses that they heard. It
might be said that this caused alienation – that is, the nature
of the instrument made it especially difficult to construct
mappings that sounded “embodied.” This can cause audi-
ences to become distracted and detached, particularly if they
can’t identify how the performer is controlling the sounds.
The problem of disembodiment resembles the situation of
conducting, where the performer gestures silently and an
external source generates the sound. Therefore, it might be
said that conducting is, by definition, disembodied, and pro-
vides a useful model for sensor-based systems. For this
reason it was decided not to add a local source of auditory
and tactile feedback to the jacket. Instead, the Conductor’s
Jacket project attempted to address this issue by bringing the
sensors closer to the source of the physical gestures, namely
in the performer’s physiology.

“The most important requirements are immediacy and depth of
control, coupled with the greatest flexibility possible; immedi-
acy and depth because the user needs feedback on his action,
flexibility because the user wants a predictable but complex
response.” (Gelhaar, 1991)

One problem with the Conductor’s Jacket was that internal
muscular movements did not always correlate with the per-
ceived character of the movement. That is, it is possible to
change the position and velocity of a limb without having
that movement reflected in the tension of the muscle. And
conversely, it is possible to create tension in a muscle without
that tension being visually obvious to observers. While it
seems that observers can “see” muscle tension to a certain
extent, it is not known how much of this is due to other move-
ments associated with the tension. For example, the moment
of a beat is not always visually obvious to an untrained eye,
but absolutely clear from the right biceps EMG signal. And

the amount of emphasis in the beat, not always proportional
to the visually observed velocity of the arm, is nonetheless
clear in the muscle tension signal.

This discrepancy between the visual and physiological
events in a gesture sometimes causes confusion for the audi-
ence and remains an issue to be resolved. Perhaps one solu-
tion will be to add additional sensors and measurements to
the jacket system. Also, it seems that the intuitiveness and
naturalness of a mapping has mostly to do with the audi-
ence’s perception, and not with the performer’s ease of use.
That is, a performer can quickly train to a system, even a dif-
ficult system, to the point where the mapping and gestures
feel normal and natural. But it is the audience that ultimately
decides if a mapping ‘works’ or not. If the audience is con-
fused about the relationship between the gesture and the
music, then the mapping does not work. If people feel a 
cognitive dissonance between their expectations and the
response, then the mapping does not work. If they distrust
whether or not the performer is miming to the sound of the
music, then the mapping does not work.

In the case of established art forms this phenomenon does
not happen; for example, in a performance of a symphony
orchestra, the audience does not need to be able to see the
precise finger movements of each musician. This is because
they trust that all the sound is being created in front of them;
they are comfortable about what to expect. With perfor-
mances of new interactive music, by comparison, there are
very few shared expectations. However, the answer is not
always to “prove” that the performer is indeed controlling the
sound. For example, the Conductor’s Jacket software was
purposefully made to be “direct-drive” on the beat level so
that when the beats stopped, the music stopped playing. 
This, we thought, would convince people of the connection
between my gesture and the sound. However, it is profoundly
unmusical to stop a piece in the middle just to show that you
can. This area remains full of open questions and is ripe for
much future work and debate.

A related area that was not fully investigated was that of
evaluating the results that were obtained for “correctness”
and “expressivity.” Our ultimate criterion for success was the
generic evaluation of our audiences; deeper procedures for
evaluation were not attempted in the scope of this project. 
A careful study of audience reactions (perhaps from both
trained and untrained in music) could yield very important
information about the validity of our results. Future work 
has been targeted in this area with the help of methods from
cognitive psychology. These will help establish important
ground truths and reference points by which to validate (or
refute) our method and results.

Future work on the Conductor’s Jacket will extend and
improve upon the mappings that convert gestural signals into
music. These mappings must become even more intuitive,
and respond even more appropriately to the structure, quality,
and character in the gestures. They must not only satisfy the
performer’s needs for intuition and naturalness, but also
make the gestural-musical relationships clear to the audience
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that is witnessing the performance. Another improvement to
be made for the Conductor’s Jacket system will be a reliable,
non-direction-dependent, high bandwidth wireless connec-
tion. This is not so much a research question as it is a design
issue that could be solved with more expertise and time. This
wireless connection could provide the added benefit of
proper electrical isolation for the wearer. Finally, the Con-
ductor’s Jacket would benefit tremendously from a positional
sensing system. Full 3D positional sensing would allow the
system to anticipate the placement of beats by providing the
trajectory of the arm in the phases leading up to each beat.
(This trajectory is essential in giving the musicians a sense
of where the midpoint of the gesture is, so that they can anti-
cipate the time at which the beat will occur.) If properly
modeled, trajectories between beats give valuable informa-
tion about the current tempo, future changes in tempo, and
upcoming changes in emphasis. It could also improve the
accuracy of the beat detection system by having a second
mechanism running in parallel.

In addition to the work that remains to be done, there are
several practical improvements that could be implemented
quickly. For example, the problem of double triggers is
annoying and detracts from the overall effect of the perfor-
mance. Max Mathews’ suggestion for this problem in was to
add a refractory period after each beat (personal conversa-
tion, May 1999). According to Mathews, a space of approxi-
mately 100 milliseconds or so after a beat in which the
system does not look for new beats should take care of 
the problem. He also explained that nerves also operate 
under a similar principle and have a natural recovery period
after each firing. Another option to use is a phase-lock 
loop, but that is generally not sufficient because it is not 
flexible enough to account for immediate tempo changes.
Another, simpler solution might be found by improving 
the real-time envelope or smoothing filters that have been
written for the right biceps EMG signal, so that its upper
values would not be so jagged. In addition, the performance
of my beat detection system might have improved if the
signal had first been low-pass filtered and then analyzed for
inflection points (peak and trough events with associated
strengths).

Nearly as troublesome as double-triggered beats is the
problem of missed beats. The Conductor’s Jacket system
sometimes fails to detect weak beats because their signals
fall within the noise band; this can be inconvenient for the
conductors if they have to exaggerate their beats in order for
them to be recognized by the system. One solution would be
to add a positional measurement system into the hardware
and run an inflection point recognition system in parallel with
the beat recognition system; this would allow the detection
threshold to be lowered in the beat recognition system. Only
when an EMG spike and an inflection point co-occur would
the final system send a beat.

Another issue is that the Conductor’s Jacket software cur-
rently lacks a flexible notion of pulse; within each beat, the
volumes of consecutive sixteenth notes conform to a fixed

profile, scaled by the volume of the first one. This worked
reasonably well to “humanize” the sound of the music on the
microstructural level, but could have perhaps included more
variety. The system would also benefit from a more flexible
pulse framework on the level of the measure and the phrase.
It could also have controlled other musical qualities such as
onset articulations (attack envelopes) and vibrato amplitudes
and rates. Finally, more than one tempo framework should be
available at any time to the performer. Some observers found
the “direct-drive” beat model too direct; they wanted the 
relationship between the gesture and the performance to be
less tightly coupled. To them, it was distracting to have the
“orchestra” stop instantly, knowing that a human orchestra
would take a few beats to slow down and stop. So perhaps a
final system should have a built-in switch between direct-
drive, direct-drive with latency, and rate-based tempo track-
ing modes.

Ultimately, it is not clear whether the Conductor’s Jacket
is better suited for a more improvisational or score-based
interpretational role. Perhaps if it is to be a successful instru-
ment, it will need to do both. The majority of the pieces that
have been implemented for the jacket focus require the per-
former to interpret pre-existing musical materials. One issue
is that the jacket so far does not include a good way to pick
discrete notes, since there is no intuitive gesture for note-
picking or carving up the continuous gesture-space into dis-
crete regions. Perhaps if it included a positional system then
a two-dimensional map could be used to pick out notes and
chords, but perhaps that is not the best way to use the affor-
dances of the jacket. Conductors do not use their gestures to
define notes, and there is no intuitive gestural vocabulary for
such an action.

The Conductor’s Jacket is potentially very promising as
tool for teaching conducting skills to students. To this end, 
a project has been launched to introduce the Conductor’s
Jacket to students of conducting pedagogy at Arizona State
University. Entitled the Digital Conducting Laboratory, the
project will enable students to practice their assignments
with a simulated orchestral response. The system is intended
to recreate many of the behaviors of a live orchestra
rehearsal, particularly by reacting to the tempo, articulation,
and dynamic line generated by the conductor. In addition to
immediate aural feedback, the system will allow the students
to review their performances via sound files, video playback,
and analysis of muscle-tension profiles. The musical 
materials consist of a set of etudes that systematically take a
conductor through a review of basic conducting gestures.
Compiled and arranged by the laboratory’s founder and
director, ASU Professor Gary W. Hill, the etudes are princi-
pally derived from familiar classical music, freeing the user
to focus primarily on his or her conducting gestures and the
responses that they generate.

In summation, the goal of the Conductor’s Jacket project
was to model and build a system to automatically recognize
the expressive content in performed gestures. The resultant
system has contributed to the state of the art in interactive
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musical performances and gesture-based musical instru-
ments. There now stands an immensely rich area for investi-
gation and experimentation, which could yield answers to our
most basic questions about musical expression and perfor-
mance. The Conductor’s Jacket represents a successful proof-
of-concept and instrument with which many future projects
and performances can be created.

Hopefully, the Conductor’s Jacket presents an idea or
implementation that performing musicians will find useful
and expressive. Perhaps performers in the future will use
gesture to seamlessly interact with computers. If so, perhaps
those interactions will relate to the performance traditions
that came before. Truly expressive electronic instruments are
possibly still decades away, and getting expression right by
design is a really hard problem. The traditional musical arts
have great potential to provide insight into how to improve
and humanize our electronic performances. Established tech-
niques can serve as models from which extensions can be
slowly developed, allowing audiences to appreciate them
because of historically and culturally shared expectations.
The future remains open to be filled with intelligent, respon-
sive, gestural music! The Conductor’s Jacket is just one idea
about how that will be accomplished.

“music is significant for us as human beings principally because
it embodies movement of a specifically human type that goes to
the roots of our being and takes shape in the inner gestures which
embody our deepest and most intimate responses. This is of itself
not yet art; it is not yet even language. But it is the material of
which musical art is made, and to which musical art gives sig-
nificance.” (Sessions, 1950)

The tools of our medium have not yet been perfected or stan-
dardized, but we have to begin somewhere. To paraphrase
(Rothenberg, 1996), to the extent that this new musical
instrument, the Conductor’s Jacket, makes the performer
happy by providing an opportunity for direct expression, then
it has a chance as a musical tool.
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