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Introduction
This paper has two parts.  I’ll first present a view about when abortion is permissible and when it isn’t.  This view will be based on a handful of assumptions.  So, if you don’t like my conclusions about abortion, you can just dismiss them, since they largely derive from claims that I will only assumed and have not argued for here.  On the other hand, if you do find the assumptions plausible, then you will be at least interested in the results they generate for abortion. 
The moral theory I’m relying on—that I’m assuming—in the first part of the paper is a person-affecting, or person-based, moral theory.  It’s person-affecting, in the sense that it connects wrongdoing with making things worse for persons.  The wrong act is one that affects persons for the worse; the wrong act is one that creates less wellbeing for some person or another when agents had the alternative of creating more.  This approach—which I call person-affecting, or person-based, consequentialism (PBC)—has important elements in common with a traditional, maximizing form of consequentialism.  The main difference is that PBC avoids aggregation:  it looks at the individual, and asks whether agents could have done more for that person; it’s immaterial, according to PBC, whether agents could have created more wellbeing in the aggregate.  PBC therefore must find some way other than the aggregative bottom line to determine how tradeoffs are to be made.  If agents cannot create more wellbeing for one person without creating less for another, the idea that agents are to maximize wellbeing for each person is not going to tell us what agents ought to do.   That’s a slight inconvenience (and the biggest understatement ever), but it also means that there is some hope that PBC will not have the unfortunate implications for equality and for an array of population problems that aggregative forms of consequentialism have a hard time avoiding.  

The second part of this paper describes an objection that has been raised against the person-based approach generally.  According to that objection, person-based theories have in common a certain thesis about the moral significance of merely possible persons—persons, that is, who do not and will not exist—which is demonstrably false.  That thesis states that merely possible persons—think “persons prevented from coming into existence by way of abortion”—never “matter morally.”  The plights of the merely possible—any losses of wellbeing they incur, including at worlds where they do or will exist—have no bearing on the moral status of any act performed at a world where they remain the merely possible.  The merely possible exert no moral pull on us whatsoever.  (It’s almost as they don’t exist!)  But that, as we shall see, cannot be quite right.
In this paper, I’m going to defend PBC against this objection.  The problem with radical exclusion is that it’s false.  The problem with the objection against PBC is PBC isn’t radical exclusion.  More generally, there is anything inherent in the person-based approach that commits it to radical exclusion.     
Radical exclusion is sometimes called as “moral actualism,” a name that draws our attention to the other side of the coin.  It says that persons who do or will actually exist, and only those persons, do matter.  But this can be a little confusing since we might think of actual persons as designating a particular class of persons, just those who do or will exist at the actual world.  In fact, moral actualism, that is, radical exclusion, is quick to say that the “genocidal adventures of nonactual dictators,” given the effects those adventures would have on their nonactual victims, are wrong.
  (The idea is that if those adventures were undertaken, those in fact nonactual victims would be actual.)

Radical exclusion, moreover, has an undeniable appeal.  Doesn’t it seem terribly implausible that morality would require us to see to the needs and interests, not just of all those who do exist and will exist, but also of all those who do not and never will exist as well?  Isn’t that asking too much of us?  More saliently, isn’t that asking too much of those persons who do or will exist whom we might otherwise have the resources to help?  Isn’t the very idea that we are obligated to do less for those who do or will exist so that we can do more for those who will never exist at all somewhat perverse?
  There is definitely something in radical exclusion that we shall want to preserve.  
As it stands, however, and as we will see, it’s a thesis we cannot accept.  We then face an extremely interesting question:  if we reject radical exclusion, must we accept radical inclusion—idea that the merely possible do matter morally—if not just as much as you and I do, at least in something like the same way that you and I do?  (This thesis could be realized as a person-based approach, but is also a thesis common to, e.g., totalism, actualism and many forms of pluralism.)  If we reject radical exclusion, must we now say that the plights of the merely possible—any losses of wellbeing they incur; even at worlds where they do not and will not ever exist—do bear on the moral status of any act that we perform or choice that we make at each and every world, including those worlds where they remain the merely possible?  I want to argue that we do not.  Radical exclusion is a mistake.  But radical inclusion is just as much of a mistake as radical exclusion.  
According to radical inclusion, the merely possible matter, along with all existing and future persons.  A modulated form of the view would say they matter morally, just not as much as we ourselves do.
  The problem is that on this view they still matter morally—and there are so many of them.  We will be left with cases in which our leaving them out of existence, and thereby creating less wellbeing for them when we could have created more, will mean that what we have done is wrong.  And that’s so, even when the only reason we’ve left them out of existence is so that we can see to the needs of those real, live persons who do or will exist.  The implications for abortion—contraception, abstinence—are obvious.  But without begging the question of abortion we can’t say that that’s a reason to reject radical inclusion.  For that, we’ll need an independent objection.
My question, then, is whether, if we reject radical exclusion, we must accept radical inclusion.  My argument will be that we don’t.  I will suggest that we can instead articulate a middle ground between radical inclusion and radical exclusion:  that we can take the position that the merely possible do matter morally, but in their own very special way.  More specifically, I will argue that the merely possible, in some respects, matter morally—just as much as you and I do—and, in others, do not matter morally at all, not even the littlest bit.  In fact, it is possible that we shouldn’t be talking about who matters and who doesn’t at all.  Things might get much clearer if we instead talk about which losses matter morally and which do not.
  In particular, we should say that losses matter morally if they are incurred at worlds where their subjects do or will exist, and otherwise don’t; and append that that holds, whether the act under scrutiny is one performed at a world where those persons remain merely possible or not.  This will have the effect o making the merely possible variably matter morally—and make us and other existing or future persons variably matter morally as well.
As I see it, much hangs on whether we can articulate this middle ground—and show that the moral theory that I present in part 1 of the paper can find this middle ground.  If we are unable to do that, then part 1 of my paper will simply collapse.  It won’t be a handful of arguably plausible assumptions leading to interesting results on abortion but rather a handful of demonstrably false assumptions leading to interesting results on abortion.  
1.  Abortion and Person-Based Consequentialism (PBC)
1.1  What are “persons”?  
Persons are things that think, where thinking itself is to be construed broadly.  They are subjects who reason and cogitate; who plan ahead; who have hopes and dreams for their own lives; who feel pain and pleasure; or who do any combination of the aforementioned.  While mechanical reactions to “pain stimuli” will not count as thinking, any felt pain will.  So will a range of cognitive activities that the subject is not immediately aware that he or she is engaged in.  We grasp things—we note them, take them into account, figure them out—before we realize what we have done.  “‘At a certain point, you just have to admit that your brain knows much more than you do.’”
  The individual that does that work will count as a thinking thing.
  
Full-term human infants, in this broad sense, surely think.  At least, they genuinely feel pain (we now think) and, apparently, pleasure.  They have memories and expectations, of sorts.  And they may well be engaged in all sorts of work that takes place below the level of conscious awareness—making their way through some basic problems of space and time (no doubt particularly space) they have encountered in utero.

It seems implausible that full-term human infants become cognitively active exactly at birth.  If they think just after they are born, it seems that they are probably thinking just prior to birth as well.  I am not, here, going to address the question when the human fetus begins to think.  But as an aside—something that doesn’t even have the status of “assumption” since it’s nothing we need for the argument; it’s something that I am mentioning only to avoid hiding the ball—thinking as I have described it here commences sometime in the 20s or perhaps 30s, perhaps as late as the 32nd or 33rd week of pregnancy and possibly as early as the 21st.
Let’s now shift focus from the end of the pregnancy, where we face a thinking thing and a person, to the beginning.  It’s just as implausible that embryos and early fetuses are thinking things as it is that late-term fetuses are not thinking things.  If the pregnancy is left to continue its explosive growth by both nature and humankind, within weeks or months we will find ourselves with a thing that thinks, a person.  But that is not what we have at the beginning of the process.
To avoid the idea that, in virtue of the fact that by the end of your time in utero you, a person, had come into existence, you must also have existed, in utero, toward the beginning of the pregnancy, we must say something here about the relation between the person and the fetal organism.  What we want to say is that it is not identity.  The fetus begins to exist before the person begins to exist.  The fetus often ceases to exist before the person ceases to exist.  (Thus the people in this room aren’t fetuses—unless one or more of you is many months pregnant.)  And the person often ceases to exist before the live human body ceases to exist.  The relation therefore isn’t identity.  But the person will overlap spatially at least in part with the fetus—and the live human body.  We might find it plausible to say that at some discrete moment the fetus begins to think (it’s hard to say that it doesn’t, when it’s doing exactly what the overlapping person is doing).  But we needn’t say that the fetus itself—that is, you, or me—was a non-person for awhile and now has acquired the property of being a person.  We can say, instead, that what new fetal thinking means is simply that there is now a person—a new person—in the close vicinity of the fetus.

On the view I’m presenting here, a particular person begins to exist with its first thought and ceases to exist with its last.
  Persons may not be thinking when they are in a deep sleep, if sleep ever really gets that deep, or in a coma, or under a heavy anesthetic.  But we need not take the view that the person has temporarily gone out of existence whenever he or she happens not to be thinking; we need not take the view that a person must be continuously thinking in order to be continuously in existence.  Nor need we take the view that the reason the intermittently thinking person continuously exists is that that individual is, continuously, a thing that is a potentially thinking thing, or a think that continuously, somewhere in there, has the capacity to think.  We simply say that, once a person comes into existence, he or she exists, until that time at which he or she has that last thought.  Instead of saying that a person exists only at those times at which that person thinks, we can say that the relevance of thinking lies elsewhere.  First, as noted before, it tells us we are dealing with a person—that there is a person in the close vicinity.  And, second, it tells us the beginning and end points for any particular person.  Persons begin with their first thought and end with their last. 
1.3  What “moral pull” do existing persons and future persons have on us?  
The short answer, under the moral theory I will be working with here, is:  a lot.  
But before getting into that, I need to say exactly what “existing” and “future” persons are. 
An existing person, relative to a particular way in which the world has unfolded—relative, that is, to a particular possible world—is a person who, at that world, has come into existence and hasn’t yet gone out of existence.  Let’s just go out on a limb here and say that all existing persons “matter morally”:  the fact that agents at a world have made things worse for a person who exists at that world when agents could have made things better for that same person at an alternative world bears profoundly on our evaluation of what those agents have done at the one world.  

A future person, at a world, is a person who, at that world, has not yet but will come into existence.  Future persons “matter morally,” too:  that what is done today, at a world, makes things worse for a person who will at that world exist—a future person—when agents could have made things better for that same person at an alternative world bears on our evaluation of what is done at the one world.  

It is probably now clear why I keep appending “at this world,” “at that world,” etc., to the various things I’m saying about future persons.  Now, in 2008, just how the future will unfold is unsettled.  We don’t know, now, how the future will unfold, and how it will unfold may not now even be a determinate matter of fact.  So when we make statements about “future persons,” we must, at least implicitly, relativize those statements to a particular way in which the future might unfold—that is, to a particular world—for those statements to have any definite meaning.  When we say future persons “matter morally,” what we mean is:  the evaluation of an act performed at a world will be determined in part by (will take into account) how that act and its alternatives will affect all those persons who count as “future” at that world.  
So:  future persons as well as existing persons matter morally.  Our determination of the moral status of an act performed at a world must take into account at least the plights of any persons who are existing or future at that world.  In particular, that agents have created less wellbeing for such a person rather than more might signal that a wrong has been done.  It’s at least a red flag.  To determine conclusively whether a such a loss of wellbeing—a harm—means that a wrong has been done, we must take the analysis one step further and look at any necessary tradeoffs.
  If I have to make p1 worse off to avoid making p2 much, much worse off—if, that is, there exists no third alternative for me that would have yielded a better result for both p1 and p2—then the permissible, and obligatory, thing to do is to make p1 worse off.
1.4  What “moral pull” do the merely possible have on us?  
We turn now to the “merely possible.”  Here, too, for cogency’s sake, we relativize throughout, at least implicitly, to worlds.  A merely possible person at a world is a person who does not and never will exist at that world.  

I asserted, a moment ago, that our determination of the moral status of an act performed at a world will take into account at least the plights of any persons who are existing or future relative to that world.  The obvious question then is this:  what else, if anything, must we take into account in determining the moral status of an act at a world?  Must we, in particular, take into account the plights of the merely possible?
To address the abortion issue, we do not need a complete answer to that critical question.  As to late abortion, we’ve already said that losses incurred by the merely possible matter morally.  As to early abortion, all we need is a partial answer.  This answer will take the form of what we do not need to take into account.  What we do not need to take into account, in assessing the permissibility of a given act at a given world, are the plights at that world of those persons who are merely possible at that world.  Let’s suppose (since it’s hard to show this is not the case; and since for independent reasons we may well want to say that it is the case) that it is worse, for a given person p, that p never have existed at all than that p have an existence of a certain pleasing sort.  Now let’s go to a world where that person p does not exist; and let’s evaluate the acts that have caused p to have incurred that loss, that is, to have been left out of existence altogether.  The view now being asserted is this:  p’s loss at that world cannot, on its own, make any act performed at that world wrong.  If those acts are wrong, they are wrong because leaving p out of existence altogether has made things worse for some existing or future person at that world, and not because they have made things worse for the merely possible p.  

Taking this position on a particular way in which the plights of the merely possible do not matter morally is to accept what is sometimes called the “person-affecting,” or “person-based,” intuition.  The person-based intuition (PBI) states that an act can be wrong at a world only if it affects an existing or future person at that world for the worse; a “bad” act must be “bad for,” that is, make things worse for, someone, some real (existing or future) person.  That it is “bad for” no one at all—bad for a merely possible person—simply doesn’t count.  The losses—or harms, if we want—that accrue to the merely possible are devoid of moral significance:  they can’t make an otherwise permissible act wrong.  

PBI, which is part of PBC, is a simple necessary condition on wrongdoing.  It does not even feign to tell us when an act is wrong; it simply describes for us a single scenario—there are others; and this is a critical fact, for purposes of this paper—in which an act isn’t wrong.  But in doing that much, it also tells us something important about the moral pull merely possible persons have on us—or, more precisely, something important about precisely when the merely possible have no moral pull at all on us.
    
1.5  Application of PBC to abortion  
1.5.1  Early abortion
By “early abortion,” I mean the abortion of an embryo or early fetus that, while the product of human gametes and genetically human, is not a person.  This is not to say that the early fetus cannot be correlated with a particular person—the kind of thinking thing that we do have stringent obligations in respect of, and the person the fetus will likely “develop into” if “left alone.”
  But when the issue is early abortion, the person the embryo or early fetus may be correlated with does not yet exist.  And, if the abortion is performed, that person never will come into existence at all.  The early abortion is thus the choice not to end the life of an existing or a future person, but rather the choice never to bring a person into existence to begin with.  All that the early abortion does to the correlated person is simply consign that person to the status of the merely possible.  In that respect, it (arguably) causes that person to incur a loss, or a harm; it makes things worse for that person.  But the person it is making things worse for is a merely possible person, in any case in which the early abortion is in fact performed.
The fact that the only person who incurs a loss is a merely possible person, according to PBC and, in particular, PBI, is ripe with moral significance.   According to PBI, if the early abortion is wrong at all, it will be wrong because causes a person who does or will exist to incur a loss.  What is “bad,” according to PAI, must be “bad for” some existing or future person.  That it is “bad for” a merely possible person cannot, on its own, make the early abortion wrong.
If the early abortion is wrong at all, then, it will be wrong because of what it does to some existing or future person.  That person might be the woman’s partner; it might be the woman’s grandmother.  It could in theory be the woman herself, though (despite recent suggestions by the Supreme Court) we probably should not get into the business of second-guessing women in this particular context.  If the woman wants the early abortion, the probability is overwhelming that continuing the pregnancy is not in her interests.  Somewhat more common would be the case where the woman wants to have an abortion because that it is what is good for her and her partner or grandmother want her not to have an abortion because that is what is good for them.  But surely the tradeoffs at play in those contexts will favor the woman having her way in the vast majority of cases.  The woman can find a way to make things up to her grandmother; the partner can find another way to have a child (though it won’t be her child).  From a policy and legal point of view, it makes sense, for that reason, to recognize the woman as having a fundamental constitutional right of early abortion.
My conclusion, then, about early abortion is that it is often, and almost always in the case where it is what the woman wants, morally permissible.
  The woman need not prove that her fetus is defective, or argue that her health is at stake, or claim or provide evidence that she is the victim of rape or incest.  Consistent with the demands of moral law—demands that positive law should be understood to reflect—she may have the early abortion for any reason at all or for no reason at all.  
1.5.2  Late abortion
By “late abortion,” I mean the abortion of a fetus that is itself a person.  It seems clear, after all, that during the late stages of the pregnancy we are dealing with an existing person.  Allowing the pregnancy to continue, then, beyond its early and middle stages is to bring a new person into existence even while leaving as it stands the number of fetal bodies in existence.  Thus, the fetus begins to exist when we have a fetus where we once had an embryo.  The person begins to exist when we have a continuing, thinking thing where we once (just) had a (non-thinking) fetus.  And that happens before the end of the pregnancy.  
Existing persons, in utero or not, our own or not, are the sorts of things in respect of whom we have, according to PBC, very stringent obligations—in fact (taking tradeoffs into account) maximizing obligations.  According to PBC, then, any loss of wellbeing that we impose on any such person has grave moral significance.  Moreover, the loss of wellbeing that we impose on a person by way of abortion would be enormous.  After all, we are dealing here with a new person—a person who has had very little chance to accrue much wellbeing at all.  For this person, there exist many, many alternative futures that would generate substantial amounts of wellbeing.  (The only exception to this empirical truth would seem to be the case of the genuinely “wrongful life”—the case where the new person suffers a disease or disorder that is so serious that that person’s life, however the future unfolds, will itself be less than one worth living.  In that rare case, the late abortion—and the early euthanasia—will represent the best option for the proposed new person. 
) 
That late abortion imposes a substantial loss on a new person may not itself mean that the late abortion is wrong.  To determine that, we must consider any necessary tradeoffs that must be made.  And, of course, late abortion, unlike early abortion, will normally involve tradeoffs—between, e.g., the person-in-utero and the pregnant woman.  There will always be the philosopher’s hypothetical in which the woman must have the late abortion to save the world.  (There will always be Rosemary’s Baby.)  In that case, the woman should proceed with the abortion.  But for purposes here the more interesting case is the more routine case—the case in which the losses that the late abortion avoids are not quite so striking.  

Let’s suppose that only the woman and the late-term fetus have interests at stake.  Let’s suppose, as well, that the woman has herself been treated fairly and well throughout her life.  Accordingly, she will be left with a substantial overall level of wellbeing whether she has the abortion or not.  The late-term fetus—or, more precisely, the new person—on the other hand will be left with almost nothing.  That person has just begun to accrue wellbeing.  If its life is ended by the abortion, the process of accrual will end for it then and there.    

It seems pretty clear how this tradeoff will need to be made.  According to PBC, the very low level of wellbeing the abortion implies for the late-term fetus—that person—cannot be justified by reference to the fact that not having the abortion would make things somewhat worse for the woman.  While not having the abortion fails to maximize the woman’s wellbeing level, it still leaves her far better off than the abortion leaves the person-in-utero.  PBC, accordingly, will imply that the late-term abortion is impermissible.  
And that result will hold, even when the woman—or the couple—has a completely understandable reason for wanting the abortion.  Neither serious fetal abnormality (barring the rare case of the genuinely wrongful life), nor maternal health (physical or psychological), nor family circumstances (poverty, or resources stretched thin by the needs of other children), nor the conditions of conception (rape or incest), nor the woman’s own ignorance of the fact that she is pregnant or the girl’s status as a minor child, would be enough to justify the late abortion.  
1.5.3  Middle abortion  
What of middle abortions?  They will require a different story.  But, as we shall see, on the account I will propose the difficulty created by middle abortion is not moral but rather factual.   PBC thus puts the emphasis where it seems intuitively it should be:  biology, and the question of just what is going on with the fetus at, say, the 25th or 29th or 30th week?  Is it a “person”—a thinking thing—or not?
1.5.4  Common ground on abortion  
I believe that the main claims I have just made about abortion represent important common ground.  

Political conservatives and religious leaders who disdain abortion at any stage of pregnancy for any reason are surely most concerned to see abortion recognized as impermissible and to see it banned by both personal conviction and the law at the later stages.  My proposal reflects that concern.  It considers late abortions—not just during the ninth month but any time after the fetus has developed into a thinking thing, a person—almost always impermissible.  
By the same token, progressives who think abortion is permissible throughout the pregnancy, including those who consider abortion a matter of bodily autonomy, are surely most concerned to have that fact recognized in connection with early abortion.  My proposal reflects that concern as well.  It considers early abortion almost always perfectly permissible.  The question is not even a hard one.  It should not be fraught—or, if it is, it should be fraught because it is hard to figure out what one’s own interests are, or whether one’s situation is so extreme that the interests of one’s partner or one’s grandmother should prevail over one’s own.  
What I want to suggest here is that each of the two camps settle for the ground that is most important to it and concede the ground that is most important to the opposition.  To the extent that discussion about abortion remains fraught, I do not see that the project of quelling the fires is not the work of the moral philosopher or the province of moral philosophy.  Our job is not to develop principles that themselves track every fuzzy and wayward “intuition,” or “idea,” or “feeling” that anyone has ever had on either side of the abortion debate and leave us without any ability to answer even the most rudimentary abortion questions.  Our job, instead, is to examine abortion in light of principles that are clear enough to apply across a significant range of abortion cases—and then test those principles as ruthlessly as we can, for their plausibility, cogency and internal consistency.
2.  Do the Merely Possible Matter Morally?
2.1  Radical exclusion

The person-based array of moral principles—which I’m calling PBC—relied on in this discussion of abortion has been understood by some critics to entail “radical exclusion” (“moral actualism”).    
PBI provides a single necessary condition for wrongdoing.  Radical exclusion goes much further, in that it describes a framework for determining permissibility generally:  a framework that both necessary and sufficient conditions on wrongdoing would need to fall within.
Radical exclusion:  The moral status of any act a1 performed at any world w1 is determined by, and only by, how a1, and each alternative to a1, affects (for better or worse) those persons who do or will exist at w1.  
That is, the losses incurred by any person who is merely possible at w1, even those losses incurred at worlds where that same person does or will exist, have no bearing on the moral status of a1 performed at w1; for purposes of evaluating a1 at w1, those who are merely possible relative to w1 do not “matter morally.”

Radical exclusion, while allowing for the condemnation of the “genocidal adventures of nonactual dictators,” seems false.  Consider, e.g., the following case, involving a beneficent but highly partial procreator making choices at a world where the existing and future people are not quite as happy as they would be were an entire additional class of people brought into existence and then exploited.  Where “*” means that the indicated person does not and will not exist at the indicated world, and where whole numbers are used to indicate wellbeing levels (and here, since we never aggregate, we can understand the numbers, with Arrow, to express their “ordinal value only”
), the case is as follows:
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Partially Beneficent Procreator
(“Partial” here is meant to have both senses.)  According to radical exclusion, to determine the permissibility of a1, we consider what a1 does to (and for) p1 and p2 and only p1 and p2 as against what its alternatives do for exactly those same persons.  That q1 and q2, who are, relative to w1, merely possible, would avoidably (n light of a3) suffer badly (and, in an alternate form of the case, hideously), under a2 doesn’t mean a thing.  We obtain the result that a1 is impermissible and a2 obligatory, on the grounds that a2 and only a2 maximizes wellbeing for the only persons who matter morally.  

But that result is surely false.  a1 is permissible; and part of the reason that it is permissible is the fact (which writhes with person-affecting significance) that q1 and q2 suffer badly and quite avoidably under a2.  It is the fact that a2 is so clearly wrong—think of it as off the table—that leaves us adjudicating between a1 and a3, and, in the end finding a1 (and, plausibly, not a3) permissible.
  

What this case shows is that, to assess a1, we want and need to take into account how the alternatives to a1 affect not just persons who do or will exist under a1 but also persons who do or will exist under a2 and a3, etc., which persons may well be merely possible relative to a1.  We must take into account, not just some of the person-affecting facts that will obtain under a1 and its alternatives, but all the person-affecting facts that will obtain under a1 and its alternatives.  Radical exclusion forces us just to restrict our attention to just some of those facts into account.  A more plausible principle will allow us to take them all into account.


Still another problem for radical exclusion is this:  it isn’t exclusive enough.  Our evaluation of an act should take into account it may be wrong to have brought so many people into existence.  If each matters, in the sense that leaving that person out of existence imposes a morally significant cost on that person, then it becomes very hard to take that view.  But we should be able to say that we ought to have left a particular person out of existence if doing so would have improved the lot of someone who does or otherwise will exist by even the smallest amount.  

2.2  Radical inclusion

We want to reject radical exclusion.  Does that mean that we must endorse radical inclusion—if, that is, we have an interest in working within a person-based (rather than an impersonal, aggregative) form of consequentialism? 

Radical inclusion:  The moral status of any act a1 performed at any world w1 is determined by, but not only by, how a1, and each alternative to a1, affects (for better or worse) those persons who do or will exist at w1; also important is how a1, and each alternative to a1, affects (for better or worse) any person who does or will exist under any such alternative, including how a1 affects those who are merely possible at w1.
That is, the losses incurred by any person who is merely possible at w1, even those losses incurred at worlds where that person does not and will never exist, may have some bearing on the moral status of a1 performed at w1; for purposes of evaluating a1 at w1, those who are merely possible relative to w1 do matter morally.
Consider the following case:
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Mere Addition

To say (vaguely) that the plights of q1 and q2 have any bearing at all on whether or not a1 is permissible at least suggests that, if it makes no difference to anyone who does or will exist independently of what is done, then it is permissible to do a2 rather than a1 and—given that q1 and q2 “matter morally,” too, just as p1 and p2 do—wrong to perform a1 in place of a2.  Perhaps that result does not seem enormously problematic.  But now consider this case.
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Not Mere Addition

Things are now getting a little dicey.  This is beginning to look like many cases involving early abortion—or contraception or abstinence.  Mom—or Dad—must sacrifice to bring a second child q2 into existence.  But that child will gain far more than p2 loses.  q2 matters, morally, too, just as p2 does—even if, radical inclusion might want to say, not quite so much.  There are two problems.  (1) First, what are the rules?  How much will p2 be required to sacrifice so that q2 can be given the “gift of life”?  Suppose the choice is not whether to bring the additional q2 into existence but rather to bring q2 – q10 into existence.  And suppose they each will enjoy, say, a single unit of life time wellbeing.  And suppose p2—Mom, Dad, whoever—now incurs a huge loss.  Do we just say so what?  Do we just say that at that point it is permissible or obligatory for p2 to suffer so that the additional persons q2 – q10 or q100 can be given the “gift of life”?  I don’t know, because I don’t know what the rules are supposed to be.  So I can’t evaluate the view.  (2) There is a second problem as well.  It is that I can’t imagine that whatever set of rules we do come up with will test well in cases involving procreative choice.  In that respect, radical inclusion will impose the same sort of stringent procreation obligation on us that totalism itself seems to impose:  cases where, no matter what the harm done to those who do or will exist, we will be obligated to bring ever more additional persons into existence.  
2.3  A middle ground:  variable exclusion (or, if one prefers, variable inclusion)

The plausible person-based theory will be one that occupies a middle ground between radical exclusion and radical inclusion.  One might think that to reject radical exclusion is just to embrace radical inclusion—that the negation of one just logically is the other.  In fact, however, the negation of the view that the merely possible do not ever matter morally is not that the merely possible always matter morally.  It is, instead, that sometimes they matter and sometimes they don’t.  At some junctures of the analysis they matter morally just as much as you and I do, and at some they do not matter at all, not even the littlest bit.  

Instead of focusing on who matters and who doesn’t, it may be useful instead to focus on which losses have moral significance for purposes of our evaluation of a particular act and which do not.  What we want to say about those losses is this:  the losses of the merely possible bear on the moral status of any act iff those losses are incurred at worlds where those persons do or will exist.  It is those sorts of losses, whether imposed by the act under scrutiny or its alternatives, that must be taken into account in our evaluation of that act.  For example, an act that imposes a zero wellbeing level on a person who does or will exist, in a case where that person could have been accorded a higher level of wellbeing, will constitute a loss that has grave moral significance.  In contrast, an act that imposes a zero wellbeing level on a person who is merely possible will have zero moral significance.
Variable exclusion.  The moral status of any act a1 performed at any world w1 is determined by how each act performed at each world affects (for better or worse) those persons who do or will exist at that world. [add closure:  nothing else is important].  
(What is not important is how a1 affects (for better or worse) those persons who do or will exist at w2 or w3 or etc. but are merely possible at w1 (it is not important that a1, having left those persons out of existence, is “bad for” those persons, or affects them for the worse).)
That is, a loss incurred by any person who is merely possible at w1 may have some bearing on the moral status of a1 at w1 iff that loss is incurred by that person at a world at which that person does or will exist.  But a loss incurred at w1 by a person who is merely possible at w1 does not matter morally for purposes of evaluating a1 or any other act.  


Alternatively, more neatly but still incompletely:  An act a1 at w1 is permissible iff each person who does or will exist at w1 is treated in a morally permissible way; for that to happen, any loss that any such person p incurs (any difference in wellbeing from any world w2 to w1 for p) must be justified (by reference, e.g., to the fact that that lower wellbeing level at w1 is necessary to keep some other person q—whether q is existing or future at w1, or merely possible at w1—from suffering a still lower wellbeing at w2 where q does or will exist).

We can see in this formula a respect in which the merely possible, in their own way, matter morally every bit as much as you and I do.  It is permissible for me to cause p1 to incur a loss to prevent a still greater loss to p2, and that’s so, whether p2 happens to be merely possible at w1 or not.  What’s important is what is going on with p2 at a world w2 where p2 does or will exist; there, p2 is just as important as p1 is at w1.  But we can also see here a respect in which the merely possible do not matter at all:  the losses that can even potentially make an act wrong must be incurred by persons who do or will exist.  When it comes to causing an existing person to incur a loss so that a merely possible person can avoid, by way of being brought into existence, a still greater loss, that greater loss has zero pertinence and zero weight, since that particular variety of loss cannot be incurred at a world where the individual is existing or future.
2.4.  The asymmetry

Jeff McMahan introduced the asymmetry in 1981, and ever since it has continued to puzzle philosophers—and somehow seem right to them at the same time.  The asymmetry itself is a simple observation posed as a question:
The asymmetry.  If it is wrong to bring a person into existence who will be deeply unhappy or have a life less than one worth living, how can it be permissible not to bring a person into existence who will have a happy or even a wonderful life?
The middle ground I have described above suggests an answer to that question.  The difference is that the loss has moral significance in one case but not the other.  We are assessing, first, the act of bringing a person into existence whose life will be less than one worth having.  That person will suffer a loss; it would have been better for that person had he or she never have existed at all.  And that loss is incurred by someone who does or will exist at the world at which the act under scrutiny is itself performed.  So, that person’s plight has a direct bearing on the evaluation of that act.  Whether the loss is in the end justified will depend on what the tradeoffs are—if, e.g., to avoid bringing the one person into existence, we have to bring 10 other persons into existence who will suffer just that badly, then perhaps the loss is justified.  But, in any ordinary, actual world case, it won’t be.   We now assess the act of leaving a person out of existence whose life will be happy.  That’s a loss as well.  But it’s a loss incurred by someone who does not and will never exist at the world at which the act is performed.  So it has no bearing whatsoever, not even the slightest bearing, on the evaluation of that act.

We thus have one way of answering the asymmetry question:  a categorical rule that explains why we say the one act is wrong and the other is permissible.  If we think the rule itself is plausible, then we should, after all, accept the asymmetry.

3.  Conclusion

I have rejected both “radical exclusion” and “radical inclusion,” and have attempted to define in their place a middle ground.  I have argued at some junctures in the moral analysis merely possible persons “matter morally” just as much as you and I do; at other junctures, they do not “matter morally” at all.  In particular, the loss that a merely possible person incurs when we fail to bring that person into existence at a world cannot make an act that is otherwise permissible at that world wrong.  

I have argued that a person-based form of consequentialism that accepts that middle ground provides us with a plausible basis to address some questions regarding abortion.  Those basic principles, applied to some additional, empirical assumptions regarding fetal development, generate two results:  the early abortion not a “hard case” and is, in the usual case, morally permissible if it is what the woman wants.  Nor is the late abortion a “hard case.”  It would be, while very understandable in many cases, morally problematic.   (I have not addressed the case of middle abortion.)

I have set aside, for purposes of this paper, the nonidentity problem.  I want to acknowledge, however, that that problem has been, in recent years, a primary reason why person-based approaches generally have been viewed with skepticism.   My own view is that that problem is one we can address, within the confines of a person-based approach.   But that is another topic.







� Caspar Hare, “Voices from Another World:  Must We Respect the Interests of People Who Do Not, and Will Never, Exist?” Ethics 117 (2007) 498-523.  See p. 503.  The version of radical exclusion just articulated is what Hare calls weak moral actualism.  The “genocidal adventures of nonactual dictators” shows that there’s something amiss with strong moral actualism.  Another problem case for the strong view is as follows.  Suppose that the options for an agent, an embryologist, include just:  treating a human embryo newly formed by in vitro fertilization with a contaminated nutrient solution (a1); treating it with an uncontaminated nutrient solution (a2); and not treating it at all (a3).  Suppose person p will exist if a1 is performed, and that p (the same person; this is not a nonidentity problem) will also exist and be better off if a2 is performed.  Suppose that the agent in fact chooses a3, and that (on the assumption p and the embryo are distinct) p never exists.  Suppose, finally, that the choice is immaterial to anyone else (immaterial, that is, q1 or q2).    





Thus, where “*” represents p’s non-existence at w3, we can sum up:
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Contaminated IVF








Since p is still nonactual, a1 is, according to strong moral actualism, permissible.  But that result seems false. 





� Could it really be right that the woman who has three hungry children at home is under any moral pressure at all to go out into the world and get pregnant so that she might bring still a fourth, or fifth, or tenth, child into existence?  (Wouldn’t that be something like asking us to leave our own child to suffer so that we might work to improve the plight of, e.g., Cinderella?  Or the Cat Who Went to Heaven?  It’s one thing to leave one’s own child to suffer so that one can give more to Oxfam.  That is a choice that may even be morally obligatory.  But to leave one’s own child to suffer so that one can do more for the merely possible seems simply perverse.) 


 


� [Cite Partha Dasgupta]


� Throughout, I will use “loss” to signify a person’s being accorded less wellbeing when that person could have been accorded more.  “Loss is a comparative notion.”  Mark Greene, “The Indeterminacy of Loss,” Ethics 188, 4 (2008), p. 636.  “Bad for,” and “harms,” for purposes of this paper, are synonyms for “loss” (except that “harm” itself typically suggests the involvement of an agent).  On this view, I harm Bill Gates when I fail to send him a check for $50, but we very quickly calculate that I have not thereby wronged him.  I owe this example to David Wasserman.  At the same time, even a patient left in pain or impaired as a result of necessary, open heart surgery that has been meticulously performed will not have been harmed, as I use that term, provided that the patient’s life, going forward, is not one that is less than worth living.





� Jonah Lehrer, “The Eureka Hunt,” The New Yorker (July 28, 2008), pp. 40-45 (quoting Mark Jung-Beeman).  





� And it does seem that there is a unitary subject there doing that work.  Otherwise, it seems that the discrete stages of a process that we in the end consider meaningful would remain just that—discrete stages without the capacity to propel anything of interest up into the level of conscious awareness.





� Lehrer (2008), p. 43 (citing Poincaré’s own description of the processes that led to his particular insight into non-Euclidean geometry, which happened, Lehrer notes, while Poincaré was “boarding a bus”).





On this view, the class of persons is not limited to human beings engaged in cognitive activity.   It includes at least most of what Mill would include:  “all sentient creation.”  And it recognizes that Peter Singer is surely right to think that our moral obligations extend well beyond the human species.





� This view has much in common with Lynne Rudder Baker’s constitution view.  Persons and Bodies:  A Constitution View (Cambridge University Press, 2000). 





� It may have the capacity to think or the potential for thinking earlier on; but my assertion here is that it is not until that first thought that the person itself pops into existence.





� For a terminological note on “harm,” “loss” and “wrong,” see note 3 above. 


� Just keeping track of where the argument is at this point:  the answer to the question “what else must we take into account to determine the permissibility of a given act?” remains incomplete.  We’ve noted the moral significance of the plights of the merely possible for determining the moral status of acts performed at worlds where those persons are merely possible.  But what we haven’t said, yet, is anything about the moral significance of the plights of the merely possible at worlds where those persons are not the merely possible.  We will come to that shortly.





� The newly conceived embryo that has a fission in its future can, similarly, be correlated with two or more persons—all of those persons who will in fact come into existence as a result of twinning.


  


� For a contrary view, see McMahan’s conclusions regarding abortion in “Abortion and Prenatal Injury,” Ethics.  





�  In the case of the genuinely “wrongful life,” it is true to say, of the person who does make his or her way into an existence of a certain kind, that it would have been better for that person never to have existed at all.   [add reference to “wrongful life” materials.]





� There is no reason to think that the numbers cannot in theory be negative; in such a case, we will say, for a particular person, that it would have been better for that person had he or she never had that existence at all.  (I thus assume it is cogent to say that, in some cases, never existing at all is better for a person than is an existence of a certain sort.  Cf. McMahan, Broome and others.)





� What, then, do we say about a3?  According to PBC, leaving q1 and q2 out of existence, which a1 does and a3 does not, cannot ground a wrong.  Perhaps it’s a loss to q1 and q2, perhaps it’s a harm.  But PBC—and, specifically, PBI—will imply that if a1 is wrong at all, it will not be wrong in virtue of the fact that it has left q1 and q2 out of existence.  If wrong at all, it must be “bad for” some existing or future person.  (Still other principles within PBC will go further, and say that a3 is itself wrong, not in virtue of what it does to q1 and q2—they’re fine, under a3—but rather in virtue of what it does to p1 and p2.)





� Here is another problem case for radical exclusion.  This case is similar to Parfit’s objection some years ago against a proposal by Peter Singer.  See [Bayles].  





a at w		b at w’		c at w’’ 		d	e	f  . . . 	k


	p 	10		11		10		9	8	7 . . .	2


	q 	*		1		10		9	8	7 . . . 	2


	r	*		*		1		9	8	7 . . . 	2


	s	*		*		*		*	8	7 . . . 	2
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Repugnant Conclusion








Radical exclusion implies:  a is wrong, given b; b is wrong, given c and working through the tradeoffs between p and q; . . .; and j is wrong, given k.  Is k wrong, given a?  Maybe, since p – t etc. matter; maybe this is a case where radical exclusion isn’t exclusive enough; here, we want to say that it’s perfectly permissible to leave q – t out of existence.  We do get to say that in assessing a (it’s p’s interests there that aren’t satisfied.)  But when we go to evaluate k, perhaps we have to say that their interest in existing does matter morally—that the loss they’ll suffer at a means that k is after all permissible.  We are left with k—and a result that looks troublingly like the repugnant conclusion.





	For a more contemporary discussion of problems of this sort, see Kai Draper, “The Personal and Impersonal Dimensions of Benevolence,” Nous 36, 2 (2002), p. 213ff.


�  It will not say that the merely possible always matter; nor will it say that they never matter.  Instead, it will say that they matter only at a world where they do or will exist for purposes of determining whether an act performed at that world is wrong; they do not matter at a world where they do not and will not exist for purposes of determining whether an act performed at that world is wrong.  Their losses can make an act wrong at a world, in other words, if they do or will exist at that world.  But their losses—such as they are—cannot make an act wrong at a world, if they never exist at all at that world.  All of this is but another way of asserting the person-based intuition:  for an act to be wrong, it must impose a loss on a person who does or will exist.  That a merely possible person incurs a loss cannot, on its own, make an act wrong.





	It is perfectly consistent for us to also—and thus to avoid the mistake of radical exclusion—that the merely possible do matter morally at a world where they do or will exist, in the sense that their losses there can make an act performed there wrong.  Going back to the case of the beneficent procreator, we can say, in other words, that the fact that q1 and q2 do exist at w2, and incur a loss at w2 compared to what they enjoy at w3, has grave moral significance.  And we can even note that the extent of their suffering there far exceeds the “suffering” p1 and p2 endure at w1.  And those facts together may bear on both our assessment of a2—that it’s wrong—and our assessment of a1—that, given the alternatives (if a2 is wrong, so surely is a3), a1 is perfectly permissible.  Thus, in this back door way, the plights of q1 and q2 at w2 do bear, not just on what is done at w2, but on what is done at w1 as well.     
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