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Abstract.  The person-affecting intuition has been associated by Caspar Hare (among others) with the idea that the only losses we need take into account in determining the permissibility of an act are losses incurred by actual persons or, alternatively, by persons who would exist were that act performed.  After all, if losses incurred by the merely possible are deemed morally significant, it may seem to follow that agents have some obligation to bring them into existence (provided that their wellbeing levels would then be positive).  But that result is anathema to the person-affecting intuition.  At the same time, as Hare argues, if losses incurred by the merely possible are deemed morally insignificant, it may seem to follow that agents are obligated to bring those persons into existence whenever their existence would be good for some existing or future person and even if the losses that they would incur are substantial and perfectly avoidable.  But that result is also objectionable.  My paper addresses this dilemma by arguing that it is a mistake to think the merely possible do not matter morally, but that it is also a mistake to think they matter in exactly the same way as existing and future persons matter.  I end with an “inclusive” view (itself not to be confused with what Parfit describes as the “wide” person-affecting principle) that recognizes that (1) losses incurred by persons who count as the “merely possible” at an outcome cannot ground a finding of wrongdoing at that outcome; (2) losses incurred by those same persons may ground a finding of wrongdoing at still other outcomes—outcomes, that is, where those same persons do or will exist; and (3) that latter fact often bears on the permissibility of acts performed not just at those other outcomes but at the one outcome.  (Deeper losses “there” may thus justify smaller losses to existing and future persons “here.”)  So the merely possible do matter morally—but in their own special way.  
I.  Introduction
Derek Parfit has described the person-affecting intuition (“PAI”) as the idea that “what is bad must be bad for someone.”
  This language can be read in different ways.
  For purposes here, I will understand PAI to provide a necessary condition for the moral impermissibility of an act.  I will understand that an act is “bad for” a person if and only if it makes things worse for, or (we can say) harms, that person.  And I will understand “someone” to exclude any merely possible person—any person, that is, who never exists.  According to PAI, then, an act is impermissible, or wrong, only if it makes things worse for some existing or future person—some person who does or will exist.
  Consistent with this construction, the term “person” can be construed broadly or not; and “bad for” can be understood by reference to actual or expected wellbeing (or both); and “wellbeing” itself will be open for discussion.  However its details are worked out, the idea is just this:  an act that represents the very best agents could possibly do for each and every existing or future person is an act that is morally permissible.  An act cannot both maximize wellbeing for each existing and future person and still be wrong.  
PAI is a simple necessary condition on an act’s impermissibility.  But PAI is suggestive of a broader approach to moral permissibility—an approach that ties the permissibility of an act to certain facts about how that act and its alternatives affect persons—particular persons—for better or for worse.  We can call this the “person-affecting approach,” or “PAA.”  PAA will include PAI.  But it will include other principles as well—principles that together with PAI provide an array of necessary and sufficient conditions for wrongdoing.
Unlike PAI, PAA cannot be captured in a single neat slogan.  That does not mean its assessments of permissibility will be counterintuitive.  However, because agents often face tradeoff scenarios—cases in which they cannot create more wellbeing for one person without creating less for another—and because tradeoffs themselves raise substantive moral issues, the precise content of PAA is not a foregone conclusion.  Moreover, we face certain issues having to do with the underlying structure of PAA.  We say that PAA ties the permissibility of an act to certain person-affecting facts.  But we don’t say—at least PAI rules out—that all effects on all persons (whether merely possible or not) bear on any given assessment of permissibility.   So just which person-affecting facts bear on our assessment of permissibility in any particular case and which do not?  As we shall see, just how that structural issue is resolved can make the difference between a theory that is at least plausible and one that is clearly false.                         
  For purposes of this paper, I will need to make some assumptions regarding how PAA will decide tradeoffs.  But I will otherwise set aside that issue here, and focus instead on the structural issue.  

Why should the project of determining whether PAA and PAI can be—or are—structured in some plausible way be of interest to us?  Certain rough claims we want to make about the choices we have in connection with bringing new persons into existence—and making sure their lives then go one way rather than another—seem imminently plausible, and it seems we should be able to make sense of them.  We want to say, for example, that our obligations in respect of the persons we bring into existence—including persons who do not yet but will exist—are stringent.  We wrong them—and this is just one example—when we could have created more wellbeing for them without affecting anyone else in any morally significant way.  But we also think that the bare fact that we could have created additional wellbeing for a particular person by bringing that person into existence does not mean that our failing to bring that person into existence is wrong.  (We want to deny, in other words, that we have any extreme procreation obligation.)  PAA allows us to make both these points.  Conferring a zero level of wellbeing on a future person—someone who will exist
—when we could have done more for that person might well be wrong.  At least, the bare fact that we could have done more means that PAI’s necessary condition on impermissibility is satisfied—though in the end permissibility will have to take into account how others are affected as well.  But conferring a zero level of wellbeing on a merely possible person by way of never bringing that person into existence to begin with may well be perfectly permissible.  At least, according to PAI, if that choice is wrong, that it is wrong will be grounded not in how it affects that merely possible person but rather in the fact that it is bad for some existing or future person.  
Similarly, we want to say that the fact that a person will have an existence that is less than worth having provides a strong moral reason against bringing that person into existence, but the fact that a person will have an existence full of the things we think make life so precious to the one who lives does not provide any reason at all to bring that person into existence.
  PAA allows us to make both these points as well.  As before, never bringing a merely possible person into existence at all may well be permissible.  But PAA also has ample room to take the view—PAI, e.g., does not rule out the view—that, in respect of any person who does or will exist, it may well be wrong (depending, again, on how others are affected) to bring that person into an existence that is less than worth having in a case where we have the option of ever bringing that person into existence to begin with.  
What is not important for permissibility, according to PAA, is how much wellbeing an act and each of its alternatives creates in the aggregate.  Thus, that the choice to leave someone out of existence reduces total, or average, wellbeing in the aggregate does not, on its own, mean that choice is wrong.  Nor does the fact that a choice to bring someone into existence whose life is less than worth living (or at the zero level or even simply lower than it might have been) will maximize total, or average, wellbeing mean that choice is not wrong.  That choice may well be wrong (depending on how it affects others) in virtue of the fact that agents could have created more wellbeing for a particular existing or future person and instead have created less. 
PAI provides a simple necessary condition for the impermissibility of an act.  An act is impermissible only if it makes things worse for some existing or future person.  What PAI does not do is provide a sufficient condition for impermissibility.  PAI does not say that an act is impermissible if it makes things worse for some existing or future person.  PAI does not say that, even if we add the assumption that the act that makes things better for some existing or future person is not also one that makes things worse for any such existing or future person.  When we say “what is bad” must be “bad for” some existing or future person, we are not also saying that what is bad for some such existing or future person (and good for no such existing or future person) is bad.  To go from one to the other is a fallacy.  It’s not quite (given the added assumption) the fallacy of affirming the consequent.  But it’s close (adding the assumption doesn’t fix the problem).  
I am not suggesting that critics of PAA have engaged in that fallacy.  But the criticism of PAA that will be my focus here certainly shows that there is a way of understanding PAA that leads to much the same result.  And the view that it leads to—what Caspar Hare calls “moral actualism”—is clearly false.  
What Hare literally says is that PAA, when put together with “modal actualism,” commits us to “moral actualism.”
  As we shall see, however, it appears that Hare understands the defect of moral actualism to be inherited, not from modal actualism at all, but rather from PAA—as understood by Hare.
According to moral actualism, only the plights of a particular class of persons—actual persons, or (if we prefer) persons who do or will exist given that the act under scrutiny is performed—matter morally.
  The plights of the merely possible have no moral significance whatsoever.  But that moral insensitivity to the plights of the merely possible—as Hare notes and as we shall see—cannot be right.  So if it is true that PAA displays that same moral insensitivity—if it is true that PAA implies moral actualism—then PAA cannot be right, either.  
Hare’s objection against PAA is, in my view, utterly damning if correct.  But his objection against PAA relies on a particular understanding of PAA—the one that takes us so directly from PAA to moral actualism.  And that fact raises an important question:  is the reading he gives to PAA effectively a misunderstanding of PAA—a reading that fails to recognize the full sweep of person-affecting facts that PAA is entitled to take into account in assessing permissibility?  That last question is not one that Hare explicitly identifies, much less holds up for reasoned debate.  And that is the question I want to focus on here.
The organization of this paper is as follows.  Part II below identifies the critical question of interpretation that Hare’s argument against PAA raises.  I will put that question as follows.  Must we think of PAA as having an exclusive structure, whereby the plights of the merely possible can have no bearing on our assessment of the permissibility of an act—or can and should we instead of it as having an inclusive structure, whereby they can?
  The question is not confined to Hare.  Rivka Weinberg as well appears to consider PAA to have an exclusive structure.
  And so does John Broome, though he focuses on the person-affecting view as a restriction on betterness between outcomes (and not, directly, the permissibility of acts).
  
Hare’s argument against moral actualism, which he takes PAA to imply, is then explored.  Part III describes moral actualism, along with why Hare thinks we should favor the “weak” form of that view over the “strong.”  It is here that we can see that both forms of moral actualism have an explicitly exclusive structure.  Part IV then outlines Hare’s argument against moral actualism (strong and weak).  It is at that point that the question of how we are to understand PAA becomes critical.  The inference from PAA to moral actualism is easy to see—if we understand PAA to have an exclusive structure.  But why should we understand PAA to have an exclusive structure?  Part V considers and rejects two possible answers to that question.  Part V also considers, and rejects, the possibility that the exclusive structure we see in moral actualism derives not from PAA itself but rather from the modal actualism Hare pairs with PAA.  Part VI sketches a handful of person-affecting principles that would seem to belong to inclusive PAA and shows that Hare’s objections against moral actualism have no application to them.  Part VII simply notes that inclusive PAA is a genuinely person-affecting approach, and that it would be a mistake to think that inclusive PAA was reducible to Parfit’s notoriously impersonal “wide” person-affecting principle.
II.  What Is the Structure of the Person-Affecting Approach?  
According to Hare, PAA, when put together with “modal actualism,” commits us to what he calls “moral actualism.”
  Hare focuses on a single interpretive issue:  whether moral actualism, so derived, takes a “strong” or a “weak” form.  But that interpretive issue has little import for Hare (or us) in the end.  For, in his view, the problem with moral actualism, strong or weak, is that it is false.
  The problem with Hare’s argument, however, is that moral actualism, strong or weak, appears to have little to do with PAA. 
To see why Hare thinks that such a connection exists, we need to begin with a look at how he understands PAA.  According to Hare, PAA asserts the following: 

The moral status of an action is determined, not by whether its outcome is simply better or worse than the outcomes of alternative actions, but by whether its outcome is better or worse for you, for me, for Joe Smith, etc.  The morally relevant notion of betterness is relational:  betterness for a particular person.

In two respects, this description of PAA seems accurate.  First, PAA will cast its account of permissibility, not in terms of the two-place “betterness simpliciter” relation between outcomes (“o1 is better than o2”) we are accustomed to working with under more traditional forms of consequentialism, but rather in terms of the four-place “betterness-for” relation (“outcome o1 is better for person p than outcome o2 is for person q”).
  Often, p and q will be identical.  The critical relation, under PAA, then will be three-place relation:  is one outcome is better for a person than another is for that same person?  But the four-place relation will be important as well, since ultimately PAA must address tradeoff scenarios—cases where the agent can create more wellbeing for one person p only by creating less for a distinct person q.
          

Second, when determining whether the three-place relation obtains, it is strict personal identity we will be interested in.  For one outcome to be better for a person than another, it will not be enough for the one outcome to be better for p than the other is for a distinct (“nonidentical”) person q.  Betterness for a particular person is what matters.

But there is a third, more contentious, feature that Hare seems in the quoted passage to attribute to PAA as well.  He seems there to suggest that PAA has an exclusive structure.  Where “class X” includes all and only those persons (you, me, Joe Smith, etc.) who do or will exist in one particular outcome,
Exclusive structure:  An act’s moral status is determined by whether its outcome is better or worse for persons in class X than are the outcomes of alternative acts for persons in class X. 

An exclusive PAA, when deciding permissibility, must take into account how the act under scrutiny and its alternatives affect only persons who do or will exist within a single, privileged outcome, or world.  On that view of PAA, the plights of persons who are merely possible relative to that single privileged outcome have no bearing on the permissibility of the act under scrutiny.  Now, Hare’s language in the quoted passage is itself arguably ambiguous.  But Hare’s broader argument gives us good reason to suspect that he understands PAA to have an exclusive structure.  Both strong and weak moral actualism explicitly embrace an exclusive structure, differing only in what they put in for “class X”—differing, that is, only in the single outcome they deem privileged.
  If Hare does not attribute an exclusive structure to PAA, he will have no basis on which to think PAA commits us to moral actualism.
  And that means, in turn, that the objections he raises against moral actualism do not show that anything at all is amiss with PAA.    
However, the very idea that PAA has an exclusive structure is an extremely surprising one.  That idea effectively strips PAA of the ability to make use of a line of analysis that its most formidable competitors—averagism and totalism, for example, as well as forms of pluralism that recognize the maximization of aggregate wellbeing as an important moral ideal—routinely apply.  Under that line of analysis, when we need to determine the permissibility of a given act, we are to “consider the alternatives”—by which we mean consider the alternatives not just in some but in all their morally significant detail.  Thus, a person-affecting theorist will want and need to compare one outcome against another in respect of the full range of morally significant person-affecting facts included in the outcome of the act under scrutiny and the full range of morally significant person-affecting facts included in the outcome of any alternative act and etc.  If we see that one choice is regrettably imperfect in person-affecting terms for the persons in class X, but that another choice avoidably makes things even worse for persons in a distinct class Y—avoidably worse, given how at least some of those same persons fare in still another class Z—then PAA seems fully competent to take the view that any losses imposed on members of class X are, after all, justified, or permissible.     

Reading PAA to incorporate an exclusive structure means, in short, reading it to disregard facts that simply writhe with person-affecting significance.  

We might, instead, interpret PAA to have an inclusive structure.  Where “class X” includes all and only those persons who do or will exist in an outcome o1 and “class Y” includes all and only those persons who do or will exist in an outcome o2 and etc.:
Inclusive structure:  An act’s moral status is determined by whether it is better or worse for persons in class X than its alternatives are and whether a given alternative act is better or worse for persons in class Y than that act’s alternatives are and etc.  

The inclusive reading of PAA instructs us to take into account not just those who do or will exist in a single privileged outcome but rather those who do or will exist in a range of outcomes.  It is, as we shall see, not just actual persons who matter morally, according to inclusive PAA, and it is not just persons who “would” exist were the act under scrutiny performed.  The persons who matter morally, according to inclusive PAA, are those who do or will exist given the act under scrutiny and, for each alternative act, those who do or will exist under that act as well.  Thus, sometimes, relative to a given outcome, the merely possible do matter morally—in virtue of the fact that they are existing or future relative to some other outcome, where their lives go one way rather than another.  


To say that PAA incorporates an inclusive rather than an exclusive structure is not to say that each person, existing, future or merely possible, matters morally at every outcome in precisely the same way.  To say that each person matters morally at every outcome at least suggests that the losses incurred by merely possible persons in virtue of their never existing at all could ground the same sort of claims against agents at (say) the actual world that actual persons have in respect of their actual losses.  That, in turn, suggests that agents may have some obligation to bring the merely possible into existence, a result anathematic to PAA.
  Instead, consistent with an inclusive PAA, we can take the view that losses imposed on persons who do or will exist at a given outcome, and only those losses, can ground a finding of wrongdoing at that outcome.  But also, consistent with an inclusive PAA, we are free—and perhaps bound—to take the view that permissibility is a different matter, and that the fact that an alternative act imposes still steeper losses on still other persons—including persons who are, relative to the act under scrutiny, merely possible—may justify, or make permissible, the imposition of a loss on a person who does or will exist under the one act.           
III.  Strong and Weak Moral Actualism 
We begin, then, with a passage from Hare, wherein he describes PAA.  While the passage itself is admittedly ambiguous, it seems to me that it is meant to attribute the contentious exclusive structure to PAA.  And it does so despite the fact that the intuition motivating PAA is itself more suggestive of an inclusive structure.  
But let’s put that critical question of interpretation to the side for the moment, and turn to yet another question of interpretation—one that Hare does explicitly attend to, having to do with how PAI itself is to be read.  It’s in context of answering that question that Hare arrives at moral actualism (strong and weak).

Narveson on future persons is a perfect introduction to what Hare wants to say about PAI.  According to Narveson, if “the children produced have a good chance at a good life, we think people should have them if they want them.”
  But that is too lax a standard, independent of the nonidentity problem.
  Making “happy people” cannot always be a morally neutral choice.
  Yet, as Hare recognizes, nothing in PAI seems to imply otherwise.  PAI states a simple necessary condition that is satisfied when a person who pops into existence seconds or months or millennia after the act under scrutiny is performed and then suffers as a result of that act in some avoidable way.  
At the same time, relative to a given time and for any particular possible person, it may be unsettled whether that person will exist.  A cogent formulation of PAI will therefore index its assessments of acts to particular outcomes, or worlds.
  
In addressing how we are to index that we confront the issue of whether PAI is to be developed in accordance with strong moral actualism or in accordance with weak moral actualism.  Is PAI’s necessary condition satisfied, that is, only in the case where a person whom an act makes things “bad for” is an actual person (whether existing or future), or is it enough that, if that act were performed, there would exist some person whom that act would be “bad for”?
  
According to both strong and weak moral actualism, the “class X” of persons who matter morally in determining the permissibility of a particular act consists of all and only those persons who do or will exist at a single, privileged outcome.  Both strong and weak moral actualism, in other words, explicitly display an exclusive structure.  Where the two views differ is just in respect of what they take that privileged outcome to be.  Thus:  
Strong moral actualism:  Where X is the “set of people who actually exist, or have existed, or will exist,” the “moral status” of any act, “actual or not,” “is determined by whether its outcome is better or worse for people in [X] than the outcomes of other available actions.”
 

The variation on PAI that correlates with strong moral actualism provides that, if an act is wrong, that act must make things worse for some actual person.  As Hare argues, however, unperformed acts affecting only the merely possible challenge that idea.  The “genocidal adventures of nonactual dictators” thus seem clearly wrong even if the only persons they are bad for are persons who are, relative to the actual world, merely possible.
  

Hare, in other words, sees nothing in PAI that places actual persons on a moral pedestal.  Nor should we.  (Nor does the apparently generous form of modal actualism he seems to have in mind rule out that nonactual acts may be impermissible in virtue of nonactual losses incurred by nonactual persons.
  We’ll come back, though, to that issue later.)  
We thus turn to the variation on PAI that correlates with weak moral actualism.  Here we have another and more plausible way of interpreting “class X.”     

Weak moral actualism:  Where X is the set of persons who would exist if act a were performed, the “moral status of [act a], actual or not, is determined by whether its outcome is better or worse for people in [X] than the outcomes of the other available actions.”

The advantage of weak moral actualism is that it is perfectly competent to resist the implication that the “genocidal adventures of nonactual dictators” are permissible.  Since that necessary condition on impermissibility is easily satisfied by the suffering of nonactual victims, we avoid the implication that the “genocidal adventures” are permissible.
  
For that reason, weak moral actualism seems a step in the right direction.  –And it is, so long as we limit the interpretive issue to PAI.        
IV.  Hare’s Argument Against Moral Actualism (Strong and Weak)


PAI, then, is plausible if developed along the lines of weak moral actualism, implausible if developed along the lines of strong moral actualism.  We may think we should want to say the same about PAA.  What Hare points out, however, is that it really does not matter.  Whether we develop PAA along the lines suggested in accordance with either weak or strong moral actualism, we encounter serious problems.    

Consider, in particular, the sufficient condition on impermissibility that Hare calls the “minimal commitment” (“MC”).  Hare considers MC a hallmark of both strong and weak moral actualism.  It’s entailed by neither but it plausibly is the sort of more detailed principle any moral actualist would accept.  According to MC, an actual act that is “pareto-inferior to some alternative for actual people (no better for any actual people and significantly worse for any actual people) . . . ought not to be done.”
  Or, defining “class X” now as the class of just those persons who do or will actually exist, we can say:  
MC:
An act a performed at the actual world w is impermissible, if there exists an alternative a( at another world w( accessible to the agent such that (1) w( is better for some member of X than w is and (2) w is not better for any member of X than w( is.

The structure of MC is, thus, clearly and explicitly exclusive.  For MC, permissibility will depend on how the persons who belong to a single, privileged outcome—the class of actual persons—will fare under the actual act under scrutiny as well as its alternatives.  
Hare persuasively argues that MC is false.
  Suppose that a1 is performed at the actual world w1 and that the unperformed a2 at the nonactual w2 would have created more wellbeing for p than a1 does.  And suppose the reason for that bump-up in wellbeing for p under a2 is just that a2 includes the agent’s bringing into existence various additional people q1, q2 and q3 who are then maltreated at w2.  They are, that is, made to sacrifice vast amounts of wellbeing at w2 on p’s behalf compared to how at least some of those very same persons (this is not, in other words, a nonidentity problem) would have fared under a3.  We can imagine, for example, that q1-q3 exist as slaves in w2, where they work hard to insure that p’s every need is met.  But the hardships they endure are perfectly avoidable, since those some of those same persons (by hypothesis) exist as nonslaves in w3 (we simplify here by ignoring the fact that others no doubt exist as nonslaves still elsewhere).

Where “*” means that the indicated person never exists at the indicated world, we can sum up as follows:      

     a1 (at w1)
      a2 (at w2)
     a3 (at w3)
     p
          +10
           +12
          *

     q1
          *

           +1
          +5

     q2
          *

           +1
          +5

     q3
          *

           +1
          *
Example 1:  Slavery Case 

MC, limited by its terms to the assessment of actually performed acts, has no implications at all for a2 or a3.  But the account that it gives of the actually performed a1 seems clearly mistaken.
According to MC, a1 is impermissible, since a2 is better for p than a1 is and a1 is not better for any person who exists under a1 than a2 is.  But it seems that the relatively minor loss that p suffers under a1 is a loss that can be easily justified, since a2—the only alternative that makes things any better for p—itself seems wrong in virtue of the low level of wellbeing a2 avoidably (in light of a3) creates for q1 and q2.  Setting aside that single loss, a1 is not otherwise objectionable.  Plausibly, then, contrary to MC, a1 is permissible.  Moreover, even if we happen in the end to conclude that a1 is wrong, we surely will not think that MC accurately identifies the grounds for that assessment.  If a1 is wrong, it is wrong not because agents have the highly flawed a2 as an option but rather because they have a3:  an alternative that maximizes wellbeing for each person who does or will exist under a3.  (More plausibly, PAA will just say that a1 and a3 are both permissible.)     
Hare also, citing Parfit, describes the following case.
  (The numbers, which are mine, are meant to convey Hare’s idea of “relentless misery.”)



    a1 (at w1)
   a2 (at w2)


         p
         -100                  *



         q
         *

        -100
Example 2:  Horrible Either Way
a1 is performed at the actual world w1.  MC implies (assuming that a2 is better for p than a1 is) that a1 is wrong.
  But that seems false.  After all, a2 is precisely as bad for q as a1 is for p and there are no further options.  A weakly actual variation of MC would go still further, implying that all options—both a1 and a2—are wrong.
  Yet anyone who accepts those results has, as Hare puts it, “odd ideas.”
  We think, in other words, that not all the alternatives available to agents at a given time can be wrong.  But if one of a1 and a2 is permissible, surely the other is permissible as well.
We should agree with Hare that MC is false.  But an interesting fact about the preceding discussion is that the considerations amassed against MC—the considerations that favor of a1 in both Examples 1 and 2—are highly person-affecting in nature.  In Example 1, it is the fact that a2 is so bad for q1 and q2 that makes us think that, after all, a1 is permissible.  And in Example 2, it is the fact that a2 is just as bad for q as a1 is for p that makes us think that a1 is permissible.  If we believe the theorist who deems both a1 and a2 in Example 2 wrong has “odd ideas,” it also seems that person-affecting considerations are nicely poised to avoid those ideas.

But now we face a fundamental question.  Since the facts that we have cited against MC and in favor of a1 in both Example 1 and Example 2 are themselves highly person-affecting in nature, why should we think PAA must be developed along the lines of MC—or moral actualism (strong or weak)?  Why should we think that PAA commits us to moral actualism or, more specifically, to MC?    
We may well think that PAI’s necessary condition on impermissibility becomes plausible when we develop it by reference to weak, rather than strong, moral actualism.  But that is not enough to make us think that the various sufficient conditions on impermissibility—or even the additional necessary conditions—that, together with PAI, will constitute a more complete PAA should themselves be developed by reference to any form of moral actualism at all.
  
Why, in short, does the fact that MC is false have any particular implication for PAA at all—beyond that of very usefully cautioning us not to refer to MC, or weak or strong moral actualism, as we work to develop a more complete PAA?
The superficial answer here is that Hare thinks that moral actualism in general and MC in particular are simply obvious ways of expanding on PAA.  He thinks that PAA entails, or perhaps just is, or at least strongly commits us to, moral actualism.  If we are feeling generous, we will say that PAA entails (or is, or strongly commits us to) weak moral actualism rather than strong.  And if that is right, and if MC is (and it seems to be) a plausible way of detailing more actualism, then of course the deficiencies of MC bear directly on the plausibility of PAA.  The deficiencies we see in MC are ones that are honestly inherited from PAA.
But given that that is the logic of Hare’s argument, we face still another question.  Why does Hare think that PAA entails (or is, or strongly commits us to) moral actualism (weak or strong) to begin with?  
The answer seems to be that Hare understands PAA in a certain way.  He understands PAA to have an exclusive structure.  If that is how PAA is to be understood, then the inference to moral actualism is one that I think we have no choice but to accept.  And if that is not how Hare understands PAA, then it is hard to explain why he thinks PAA commits us to the explicitly exclusive moral actualism and MC.  
But why does Hare understand PAA in that way?  Why not understand PAA to have an inclusive structure instead?
V.  What is the Source of the Exclusive Structure?

Hare does not say just why—or even, explicitly, that—he thinks we have no choice but to attribute an exclusive structure to PAA.  Two possible explanations for that way of thinking are of particular interest.  We also will need to consider a third possible way of accounting for the exclusive structure—that is, the idea that the source of the exclusive structure is not PAA at all but rather the particular form of modal actualism that Hare pairs with PAA.
The first rationale is rooted in an objection Broome has raised against certain ways of formulating the person-affecting view.  Hare understands PAA as a way of assessing acts for their permissibility.  It is not a proposal for deciding when one outcome is better than another.  It is true that an inclusively-structured PAA, if crudely adapted to the task of ranking outcomes in terms of their betterness, leads to inconsistency.  But Hare does not extend PAA in that way.  Neither should we.  For purposes here, then, Broome’s inconsistency objection does not arise—and hence does not give us a reason to think that PAA must be understood exclusively rather than inclusively.
  

A second rationale for the view that PAA has an exclusive structure derives from a certain way of thinking about the ancillary positions we will need to take in order to preserve PAI.  Suppose that class X consists of just those persons who would exist if act a were performed, and classes Y, Z and so on consist of just those persons who would exist if (respectively) various alternatives to act a were performed.  And suppose that we take the view countenanced by inclusive PAA and say that persons who are members of classes Y, Z and so on matter morally despite the fact that they are not members of class X.  Taking the view that those persons matter morally may seem to commit us to the idea that the losses that those persons incur when we fail to bring them into existence can, after all, ground the claim that what we have done is wrong.  But that result is anathema to PAA; an attractive and indeed core feature of PAA is that it does not generate what we can think of as an extreme procreation obligation.  It might seem that, to insure that PAA retains that core person-affecting idea, we must, after all, take the view that all and only persons in a single, privileged class X matter morally—which is to say that we must take the view, after all, that PAA has an exclusive structure.  
The problem with this rationale for an exclusive PAA is that we can perfectly well say that the merely possible matter morally in their own way (we can, that is, adopt an inclusive structure for PAA) and that our failure to bring those persons into existence cannot, on its own, ground a finding of wrongdoing.  We just need to be more explicit about what we are saying.  Thus, consider, again, the Slavery case—Example 1 above—in which agents have the alternative of making one person p better off by bringing additional persons q1-q3 into existence as slaves but also have the alternative of bringing at least some of those same persons into existence as non-slaves.  We can understand PAA to say that: 

(i) Losses incurred at w1 by persons q1-q3 do not bear on the permissibility of any act performed at w1 (including an act that leaves those persons out of existence at w1); they don’t count against the permissibility of any such act;

and also to say that:  

(ii) Losses incurred at w2 by persons q1 and q2 may bear on the permissibility of acts performed at w1 (e.g., a1); they may count against the impermissibility of any such act;

which claim, for the record, is itself grounded in the claim that:

(iii) Losses incurred at w2 by persons q1 and q2 may bear on the permissibility of acts performed at w2 (e.g., a2); they may count against the permissibility of any such act.

There is no inconsistency here.  That q1-q3 are (arguably) treated badly here (at w1, by virtue of having been left out of existence altogether) does not count against the permissibility of what the agents have done here (at w1).  The intuition is that what is done to the merely possible, at any world where they remain the merely possible, cannot ground a finding of wrongdoing.  But that a person who is merely possible relative to w1 is treated badly there (at w2; where q1-q3 do or will exist and where q1 and q2 suffer in comparison to how they fare in w3)—the bare fact that a2 is itself wrong—may well count, indirectly, in favor of the permissibility of what agents have done here (at w1).  It counts in favor the permissibility of what is done here, at w1, in virtue of the fact that it explains why the loss that p incurs here can be justified, given that, beyond that single loss to p, we have no other person-affecting basis for objecting to what is done at w1 to begin with.  
There is a certain asymmetry here:  that q1 and q2 are treated badly at w2 counts, indirectly, in favor of the permissibility of what is done at w1, but that p is treated well there does not count in favor of the impermissibility of what is done at w1.
  But the asymmetry is a sensible one.  At least, we can anticipate that a more complete PAA—one that addresses “different people” tradeoff scenarios—will consider the loss imposed on q1 and q2 at w2 one that cannot be justified.  It’s too severe a loss (suffered, for that matter, by a greater number of individuals) than the loss imposed on p at w1.  Moreover, given what happens at w3, it is a perfectly avoidable loss.  In contrast, the loss to p at w1 can be justified—fully justified.  We thus do not think that the corresponding gain p has at w2 pushes us a bit toward the view that what is done at w2 is permissible.  
These first two rationales for why PAA must be interpreted to have an exclusive structure thus fail.  But there is still another possible source, beyond PAA, for the exclusive structure displayed by moral actualism.  Hare’s explicit claim is that moral actualism is something we obtain when we pair PAA with modal actualism.  We must therefore consider the possibility that the exclusive structure derives, not from the moral intuition that motivates PAA, but rather from the particular form of modal actualism Hare has in mind.  
It seems plausible that Hare does not randomly pair PAA with modal actualism out of sheer speculative curiosity whether he can obtain a view he can then refute.  More likely, Hare pairs PAA with modal actualism in virtue of some natural affinity he understands to exist between them.  And if that is his thinking, there would be some merit to it.  For it may well seem, on the face of things, that modal actualism can help to explain certain facets of PAA.
  

Thus, modal actualism may be understood to tell us that nonactual persons—the merely possible—“exist” in no sense whatsoever.  They do not, e.g., exist as mere possibilia, shadowy figures “waiting in the wings” to be brought into existence (or not) depending on the procreative choices that we make.  Accordingly, the “losses” those “persons” might be said to “incur” in virtue of the fact that we never bring “them” into existence cannot cogently be counted as any person’s or any individual’s losses at all.  That fact, together with the basic person-affecting idea that an act’s permissibility is tied to whether that act makes things better or worse for people, offers a facially tenable explanation of the further person-affecting idea that an agent’s failure to bring a new person into existence will never, on its own, ground the result that what the agent has done is wrong.

On this picture, we can see why the combination of PAA and modal actualism seems to lead so naturally to moral actualism—and to the exclusive structure that moral actualism and MC embrace.  Because only actual persons exist, only actual persons can matter morally; and the moral status of an act is left to be determined by how that act affects actual persons—those persons who do or will exist at a single, privileged outcome; that is, the actual.  

  But this neat picture is murkier than it first appears.  We here encounter a very strict form of modal actualism.  It is so implausibly strict that Hare himself seems to jettison that very strict form of modal actualism early on in favor of a more generous form of modal actualism.  (That happens, when he concedes that there is no reason to think the person-affecting theorist is compelled to accept the “genocidal adventures of nonactual dictators.”
)  Similarly, in Example 1, the particular form of modal actualism Hare has in mind seems to allow us to take into account the plights of the nonactual q1 and q2 in assessing the unperformed a2.  If we had somehow been blocked from doing that, then it is hard to see how we ever would have been able to reach the plausible result that a1 is, after all, permissible.  It is unclear, then, why that same form of modal actualism would preclude our taking into account those identical plights of those identical nonactual persons in assessing the actually performed a1.  That they will avoidably be made to suffer under a2 is true, if a2 is performed—and once we accept that much, there is nothing in metaphysics or morality that keeps us from taking that fact into account both in our assessment of a2 and our assessment of a1.  In other words, that (highly person-affecting) fact would seem to be there to be exploited by any person-affecting moral principles we on other grounds ultimately put into place.

 More plausibly, then, the exclusive structure we see in moral actualism and MC  does, after all, derive from PAA itself, and not from the particular form of modal actualism Hare has in mind.  But the suggestions I have made here cannot rule out the possibility that the exclusive structure derives not from PAA but rather from the particular form of modal actualism Hare has in mind.  (He just doesn’t tell us much about that view.)  But if it does, then Hare’s paper gives us an excellent reason why PAA should never have been paired with that particular form of modal actualism to begin with.  But it does not follow that it is PAA we should reject.

VI.  When Is an Act Wrong?
PAI itself provides only a necessary, not a sufficient, condition for impermissibility.  It does not begin to assert Pareto-sounding but thoroughly false MC, which provides a sufficient condition for impermissibility.  It certainly does not presuppose an exclusive structure.  Instead, PAI just says that, if an act performed at w is impermissible, then that act must “bad for” some person who does or will exist at w.  Consistent with that principle, an act can be “bad for” some such person and “good for” no such person and perfectly permissible.

Hare at one point indirectly recognizes this fact.
  And it is a very important fact.  It underlines that the task of articulating sufficient person-affecting conditions for impermissibility will be its own task.  It gives us room to grasp fully that that task is one we must take on with great caution.
  
Thus, the following principle, which expands MC in one way and restricts it another, seems fine.  Where “class X” is the set of persons who do or will exist at the world w at which the act a under scrutiny is performed, we can say that:

Pareto Minus:  An act a performed at world w is impermissible, if there exists an alternative a( at another world w( accessible to agents such that: (1) w( is better for some member of X than w is; (2) w is not better for any member of X than w( is; and (3) for each person who does or will exist at w(, that person is a member of X.

Pareto Minus applies to both actual and nonactual acts.  It is broader than MC in that respect.  But the addition of clause (3) means that Pareto Minus, unlike MC, is designed to insure that it does not disregard the interests of the merely possible.  Thus, the alternative act that, under Pareto Minus, might demonstrate the impermissible of act a can be an act that leaves some person who does or will exist under a out of existence altogether (hence the name Pareto Minus
).  But it can’t be one that brings additional persons into existence.  Clause (3) thus insures that the protections extended to the members of X—that the alternative act does not make things worse for any such person—will be applicable to each person who does or will exist under the alternative act.      
PAI and Pareto Minus do not together show that a more complete PAA can be worked out.  But they do generate some important person-affecting results while avoiding the implausible ones we have seen here.  Pareto Minus thus tells us that a2 in the Slavery case (Example 1) is wrong, but does not imply that a1 is wrong.  PAI implies, moreover, that a3 is permissible.
  Pareto Minus also avoids the result that a1 or a2 in Horrible Either Way (Example 2) is wrong.  Additional principles—covering both “same people” and “different people” scenarios—should tell us still more, including that a1 is permissible in Example 1 and that a1 and a2 are permissible in Example 2.  But nothing here implies moral actualism (strong or weak) or MC.

VII.  Conclusion
It may be that the real target of Hare’s critique is not PAA at all but rather the Pareto-sounding MC.  Typically, Pareto principles, at least implicitly, are restricted to “same people” cases.  So restricted, they are both person-affecting in nature and quite plausible.  But “different people” cases—including Examples 1 and 2—are tricky, and it is not surprising that ordinary Pareto principles cannot be applied without adjustment to those cases.  

In the end, however, we are left with certain basic points regarding just how PAA will need to be understood to remain of interest to us.  It will need to take into account the moral significance of persons and their plights at times beyond the present and worlds beyond the actual (whatever we think the technical metaphysical status of those worlds and the individuals we say they contain happens to be).  It will need to take into account not just the people who now exist and what things are like for them and whether things could have been made better for them, but also the people who will exist and what things will be like for them and whether things could have been made better for them.  And it will need to take into account the many distinct ways in which the future might be made to unfold and the many persons who do or will exist within those futures and what those futures will be like for them and whether things could have been made better for them.  
In that respect, PAA is akin to more traditional forms of maximizing consequentialism:  to decide the permissibility of any given act, it will want to look at the full modal array.  It is certainly unclear, at this juncture, that PAA cannot be read in exactly that way.

It might be thought that such a sweeping construction of PAA will reduce to the “wide” person-affecting approach—either the wide total principle or the wide average principle—that Parfit has described.
  But that thought would be mistaken.  Most generally, an inclusively-structured PAA is a genuinely person-affecting approach, taking into account, for each person who does or will exist at each world, just how that person fares at that world and whether that person’s plight could be somehow improved.  It thus retains, in full force, PAI itself:  a “bad,” or wrong, act, must be “bad for,” or harm, or make things “worse for,” some particular person who does or will exist at the world at which the act under scrutiny is itself performed.  By the same token, when agents cannot create additional wellbeing for a less well-off person p, and bringing p into existence in place of a better off (but “nonidentical”) person q will maximize wellbeing for each other person who does or will exist, there is nothing in inclusive PAA that will require agents to bring q into existence in place of p.  Moreover, according to PAA, the failure to bring additional persons into existence cannot, on its own, ground a finding of wrongdoing—even if doing so would increase total or average wellbeing.  Similarly, when agents cannot create more wellbeing for one person without creating less for another, there is nothing in PAA that would have the necessary tradeoff adjudicated by reference to total, or average, wellbeing.  
PAA thus has the resources necessary to retain its genuinely person-affecting character.  Now, that very fact may mean that we will ultimate reject inclusive PAA.
  If we reject it, however, we should do so on grounds other than the fact that moral actualism is false.  It is false, but it’s not PAA.    






� 	Derek Parfit, Reasons and Persons (Oxford:  Clarendon Press, 1987), p. 363 and generally pp. 351-79.  


� 	Thus, we might read “bad” not as wrong (an attribute of some acts) but rather as elliptical for “worse than” (a two-place relation between, e.g., worlds).  See, e.g., Parfit pp. 363 and 370; and John Broome, Weighing Lives (Oxford University Press, 2004), p. 136.  For discussion of Broome’s objection against the person-affecting view so understood, see note 38 below.  


�  	Since persons who count as the “merely possible” (or “future”) may vary depending on how the future in fact unfolds—the “merely possible” relative to one possible future or world may be distinct from the “merely possible” relative to another, these descriptions will themselves need to be indexed to retain cogency.  We attend to that work in part III below.


� 	See note 3 above.





�  	The problem described here is the “asymmetry” McMahan introduced some time ago.  Interest in the asymmetry has recently been renewed.  See Jeff McMahan, “Problems of Population Choice,” Ethics 92, 1 (1981), p. 100.   McMahan’s own objection to using PAA to explain the asymmetry rests on his skepticism that we can cogently (in the appropriate case) say that it is worse for a person to exist than it is never to have existed at all.  See McMahan, “Asymmetries in the Morality of Causing People to Exist” (forthcoming).  That is not an issue for this present paper.  But see [cite omitted].  


� 	Hare, p. 499.





� 	Caspar Hare, “Voices from Another World:  Must We Respect the Interests of People Who Do Not, and Will Never, Exist?” Ethics 117 (2007) 498-523.


� 	The distinction between exclusive PAA and inclusive PAA does not track Parfit’s distinction between a “narrow” and a “wide” person-affecting approach.  Parfit, p. 396.  Both exclusive and inclusive PAA are person-affecting in Parfit’s “narrow” sense.  I make that point both because the terminology—inclusive versus exclusive; wide versus narrow—is potentially confusing, and, just as important, so there is no thought that the reader is being asked to contemplate (yet again) the old distinction between narrow and wide person-affecting approaches.  For specific distinctions between the wide person-affecting approach and inclusive PAA, see part VII below.  


�  	Weinberg, “Identifying and Dissolving the Non-Identity Problem,” Philosophical Studies 137 (2008) 137: 3-18.  In contrast to Hare, Weinberg does not argue on the basis of the exclusive reading of PAA that that view must be rejected but rather that such a reading is just the trick we need in order to defend PAI against the nonidentity problem.  For purposes here, however, I have set aside the nonidentity problem.  In what follows, I will therefore be more interested in examining Hare’s argument against PAA than Weinberg’s defense of PAI.


� 	See Broome, Weighing Lives, pp. 146-47, and note 38 below.	


� 	Hare, p. 499.





� 	Hare, p. 499.





� 	Hare, p. 499.





� 	Hare, pp. 499 and 512.  


� 	Thus, an example of a question that might be pertinent, under PAA, for deciding the permissibility of a particular tradeoff is this:  is p made worse off by one choice than q is by another?  (Is the victim of meningitis made worse off by our choice to halt the meningitis vaccine than is the victim of prostate cancer made by our choice to stop screening men over seventy-five for that disease?).  That PAA will rely on such a four-place relation will not, however, commit PAA to deciding tradeoffs by reference to aggregate wellbeing levels.  Thus, while totalism (as a theory of permissibility) requires that we take a summation of individual wellbeing levels across a population, PAA instead relies on the (arguably less problematic) test of just whether p is better off at one outcome than q is at another.   


�  	Thus, as we shall see, under strong moral actualism, class X is the class of all and only actual persons; under weak moral actualism, class X becomes the class of just those persons who are existing or future under the particular act that is itself under scrutiny.


� 	And that fact about his argument seems to hold, as we shall also see, even after we put PAA together with the (ontologically generous) form of modal actualism Hare seems to have in mind.  The possibility that modal actualism and not PAA is the intended source of the exclusive structure for Hare is discussed and rejected in part V below.


� 	This point can be put another way.  The inclusive view assigns potential moral significance to a very broad array of person-affecting facts.  Yet PAA cannot be defined just by reference to those person-affecting facts.  It also involves the distinctively person-affecting (e.g. non-aggregative) moral principles that generate permissibility results on the basis of those facts.  But when morally significant person-affecting facts are placed out-of-bounds, there is no reason to expect that the principles themselves will yield uniformly plausible results.


� 	Narveson, “Moral Problems of Population,” in Michael D. Bayles, Ethics and Population (Cambridge, Mass.:  Schenkman Publishing Co, 1976), 73.  See also Narveson, “Utilitarianism and New Generations,” Mind 76, 301 (1967), 65.


� 	That such a standard is too lax is a claim that is only incidentally related to the nonidentity problem.  The most compelling versions of the nonidentity problem give PAI far more credit since they seem to show that a particular person has not been harmed in cases in which a clearly wrong act has maximized wellbeing for that person (and everyone else).  See also Narveson, “Future People and Us,” in R.I. Sikora and Brian Barry, Obligations to Future Generations (Philadelphia:  Temple University Press, 1978), 55-56 (adopting impersonal principle in response to the nonidentity problem).


� 	Any lingering doubts on that point should be resolved by the Contaminated IVF case described in note 25 below.


� 	Hare indexes to “outcomes.”  Hare, p. 503.  But we can, without taking a position on modal actualism, also index to possible futures or “worlds” (we can use, as Hare puts it, the “idiom of worlds,” p. 501, n. 7) and thus take into account that an act may have one outcome if the future unfolds in one way and another if the future unfolds in another.  See Fred Feldman, “A Simpler Solution to the Paradoxes of Deontic Logic,” Philosophical Perspectives 4 (1990) 309-341; and Doing the Best We Can:  An Essay in Informal Deontic Logic (Dordrecht:  Reidel, 1986).  I will opt for the latter approach.


� 	Hare, pp. 501-3.





� 	Hare, pp. 501-3.





� 	Hare, p. 503.  Another example is as follows.  Suppose that the options for an agent, an embryologist, include just:  treating a human embryo newly formed by in vitro fertilization with a contaminated nutrient solution (a1); treating it with an uncontaminated nutrient solution (a2); and not treating it at all (a3).  Suppose person p will exist if a1 is performed, and that p (the same person; this is not a nonidentity problem) will also exist and be better off if a2 is performed.  Suppose that the agent in fact chooses a3, and that (on the assumption p and the embryo are distinct) p never exists.  Suppose, finally, that the choice is immaterial to anyone else (immaterial, that is, q1 or q2).    


Thus, where “*” represents p’s non-existence at w3, we can sum up:








 	        a1 (at w1) 	    a2 (at w2) 	a3 (at w3)





	        p	              +5	        +10	     *


	       q1	             +10	        +10	     +10


	       q2	             +10	        +10	     +10





Contaminated IVF








Since p is still nonactual, a1 is, according to strong moral actualism, permissible.  But that result seems false. 


� 	He notes rather that that sort of talk is “shorthand for more complicated modal talk.”  Hare, p. 503 n. 9.


� 	Hare, pp. 501-503.





� 	This variation on PAI also is left unchallenged by the Contaminated IVF case described in note 25 above.  We do not obtain the result that a1 is wrong, but we do obtain that both a2 and a3 are permissible.


� 	Hare, p. 502.





� 	I have left out the condition that “all other things are appropriately equal” since I will assume that the condition does not apply in the context of the examples we consider here.  See Hare p. 502, n. 8.


� 	The particular example described in what follows is my own.  [cite omitted]  Hare presents, however, a number of problem cases for strong and weak moral actualism, including Example 2, described below.  See Hare, pp. 503-505.  


� 	I am not, here, ignoring the nonidentity problem.  I am stipulating that this is not a nonidentity problem.  It might be thought that that is not a legitimate stipulation; it might be thought that q1-q3 being brought into existence as slaves is a very condition of their existence—either that none can exist as nonslaves, or that it is highly improbable that any or all of them would ever have existed at all, but for their coming into existence as slaves.  I think, however, we must reject those claims.  For further discussion of this point, see [cite omitted].  


� 	Hare, p. 504; Parfit, p. 395.  





� 	Hare, pp. 504-507.





� 	Hare, p. 504.





� 	Hare, p. 504.





� 	It is, no doubt, a challenge to formulate person-affecting sufficient conditions on impermissibility that meticulously take the many person-affecting facts we have to work with into account in an intuitive and cogent way.  We may be able to meet that challenge, and we may not.  But those realities are not, on their own, nearly enough to make us think that PAA cannot meet that challenge without committing itself to MC or, more generally, to moral actualism.


� 	Hare himself notes this objection, but sets it aside.  Hare, p. 511.  Broome presented this objection in his Comments at the Eastern Division Meetings of the American Philosophical Association; and Weighing Lives, pp. 146-47.  Briefly, the objection is as follows.  Consider again the Contaminated IVF case in note 25.  Inclusive PAA can be expected to imply that (1) both a2 and a3 are permissible and that (2) where agent’s alternatives are limited to just a1 and a2, a2 is permissible and a1 is not; and (3) where the agent’s alternatives are just a1 and a3, a1 and a3 are both permissible.  There is no inconsistency here, since each permissibility result is relativized to the set of alternatives that the agent has at the critical time.  In contrast, if we tried to directly translate those permissibility assessments into results about betterness between acts (or, perhaps, the outcomes that those acts “would” yield), we would obtain that (1) a2 and a3 are equally good, (2) a2 is better than a1 and (3) a1 and a3 are equally good.  If we think that such betterness assessments cannot be relativized to the alternatives that exist for the agent at the critical time and that the “at least as good as” relation is transitive and symmetric, we will think that those results are inconsistent.  It seems clear, however, that within the context of a person-affecting approach, the betterness relation should not be asked to play exactly the role that Broome wants it to.  The following options are available.  (1) The basic relation, within PAA, is (as noted earlier) the four-place “o1 is better for p than o2 is for q.”  Whether that relation obtains or not will have nothing to do with what alternatives exist for the agent at the critical time, and no relativization is called for.  (2) When we say, within PAA, that a given act is impermissible, it is always because some alternative act displays some particular set of features or another.  We might, thus, say that a given act is wrong because alternative act is “better” in the sense that it displays that particular set of features.  Since whether an alternative will have those features does depend on what other alternatives exist for the agent at the critical time, relativization will seem both legitimate and natural.  (3) Last, we might well say that a permissible act is always “better” than an impermissible act.  But in this context as well, relativization will seem both legitimate and natural.  


�  	I owe this observation to an anonymous referee for this journal.





� 	I owe this point to Larry Temkin.





�  	Hare, p. 503.





� 	Hare, p. 510 n. 16 (citing Larry Temkin, “Intransitivity and the Mere Addition Paradox,” Philosophy & Public Affairs 16 (1987): 138-87).


� 	That is something some person-affecting theorists have sometimes failed to do.  [cite omitted].  Thus, the principle there described—which itself is clearly false and tantalizingly close to the clearly false MC—should have been restricted.  Other formal statements of the relevant principle avoid that mistake.  [cite omitted]  At the same time, more casual claims—often meant to apply to “same-people” rather than “different-people” cases—about who matters morally and who does not can easily be misunderstood.  Hare’s work usefully underlines that fact. 


� 	Partha Dasgupta discusses the “Pareto-Plus Principle,” according to which a world that contains an additional person whose life is worth living and differs from another world in no other relevant respect must be considered “better.”  See his An Inquiry Into Well-Being and Destitution (Oxford:  Clarendon, 1993), pp. 382-83.  That principle is highly questionable.


� 	In connection with the Contaminated IVF case described in note 25 above, we obtain, moreover, from inclusive PAI and Pareto Minus, that a2 and a3 are permissible—and that a1 is not.  Those results seem plausible.  


�	Thus, a “wide” person-affecting principle, as Parfit explains it, is itself thoroughly impersonal in nature.  An outcome X is “worse for people in the wide sense if the occurrence of X would be less good for the X-people than the occurrence of Y would be for the Y-people.”  Parfit, p. 396.  Parfit then makes the further distinction between the “wide total sense” and the “wide average sense.”


� 	Especially notable in this connection are arguments from Parfit and Broome.  See Parfit, pp. 351-79 (“The Non-Identity Problem”).  See note 38 above in connection with Broome.  Cf. [cites omitted].    
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