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Abstract:  Lawyers and philosophers have found it challenging to construct an account of when an act causes harm that is (A) broad enough to address multiple agent problems (including cases involving preemption and overdetermination) but (B) not so broad that it fails to distinguish between genuinely harming a person and (merely) imposing a condition on a person that we deem undesirable.  Thus, we may think an act causes harm only if it makes a difference to a person and, more specifically, makes things worse for that person.  If the effect is the same whatever the one agent does in virtue of what the other agent does or is prepared to do, it may seem that what the one agent does makes no difference.  Multiple agent problems are endemic.  Legal hypotheticals include the example of two fires, each “tortiously” set, converging on a single barn.  The physician faces a multiple agent problem when he or she understands that refusing to provide the fertility treatment a patient demands will just lead to another physician providing the treatment instead.  And corporations face the problem, when they project that conscientiously refraining from drilling for oil at a particular site will not safeguard that site but rather open the door to equally deleterious activities of still another corporation.  

This paper agrees that a useful first step in developing an account of harm in the multiple agent context is to recognize (as others have done) that, often, even if the individual agent cannot make things better for a person, the group can.  However, it seems that a fully adequate account will also show how and when the harm that the group imposes on a person devolves to the agent.  This paper proposes such an account.  Requirements include:  that the agent is a member of a group implicated in the harm; that the agent participate (by his or her act, including any omission) in the bringing about of that harm; and that the agent’s non-participation (the agent’s “stepping out of” the causal process from act to harm) would not have made things worse for the person.  To avoid, then, the charge of harm and still participate in the harm that is done by the group, the agent’s participation must make things better for the person; simply not making a difference, once the other conditions are satisfied, isn’t enough to avoid the charge of harm.  Advantages of the proposed account include its ability to discern as an exception cases in which the agent’s nonparticipation would have made things worse for the person (as in the film The Negotiator) and to distinguish cases involving a mix of natural and man-made causes (Anderson v. Minn. Railway, 179 NW 45 (Minn. 1920)).
1.  Introduction
Many accounts of harm turn on the intuition that an act that harms a person must make a difference to that person.  It must make things worse for that person.  Many of those same accounts have been undone by cases involving multiple agents.  In such cases, an act we think is clearly harmful also seems clearly not to make any difference to anyone at all.     
We might think that the multiple agent cases show that we should dismiss the intuition in favor of the idea that an act can harm a person without making that person worse off.
  Or we might think that the intuition itself is exactly accurate—and resign ourselves to the result that the acts that seem so clearly harmful are not in fact harmful at all.
  
Or we might think that the intuition is fundamentally right but that it must be put to work within a framework that recognizes that harm isn’t always a function of what agents do on their own but rather is sometimes a function of what agents do together.  

In this paper, I pursue this third approach.  It is clear, after all, that agents often together have the ability to achieve outcomes that are outside the scope of the ability of any agent as an individual.  Outcomes may be—we can say—accessible to agents acting together but inaccessible to any agent acting as an individual.  When the driver of a car strikes a pedestrian in a crosswalk, ten agents together may easily have the strength to lift the car off the pedestrian’s leg even though no single agent can do so on his or her own.  And that they have that ability is so, regardless of whether they communicate, coordinate or conspire with each other.  The ability is theirs in the sense that, if they each just conduct themselves in a certain way, the car will be lifted from the pedestrian’s leg.    

The idea behind this third approach is not novel.
  The challenge is to articulate it in a way that allows the causing of the harm to devolve upon the individual agent.  As Michael Zimmerman has argued, the account that implies that the group of agents has harmed the person but also implies that no individual agent has harmed the person seems inadequate.
  Unless the harm is chargeable to the individual agent, we will have difficulty establishing on the basis of that harm that what that agent has done is wrong, from either a moral or legal point of view.
                  
The multiple agent cases to be examined here fall into three different categories—early preemption, late preemption and causal overdetermination.  I begin here by noting that all three categories of problem cases at least strongly suggest that the basic counterfactual (or “but for”) account of harm cannot be correct.
  I then outline an alternate, maximizing account of harm.  
It will quickly be obvious that the maximizing account does a better job with some simple, single agent cases than the counterfactual account does.  But it may also seem that the maximizing account is just as vulnerable to the multiple agent cases as the counterfactual account is.  For it may seem that both accounts imply that, once the agent has done the best the agent can do for the purported victim, no harm has been done.  In fact, however, there is no principled reason why we cannot reconstruct both the counterfactual and the maximizing accounts in ways that recognize that harm is sometimes a function of what agents do together.  Now, even after reconstruction, the counterfactual account will still fail—and for much the precisely the same reason it fails in the single agent cases.  The maximizing account does much better.  Or so I will argue here.
2.   Three Types of Problem Cases         

In this debate, the focus is on particular acts (A*, A1, A2 and so on) performed by particular agents at particular times.  I take for granted that acts include not just affirmative acts (the agent’s manually pulling the drowning child from the pond, for example) but omissions (the agent’s failing to rescue the child; the agent’s “just sitting there”) as well.
  Any assessment of the harm that an act imposes on a given person surely depends on the consequences that act has for that person—the state (S*, S1, S2 and so on), that is, that act puts that person in.  (If an outcome is a distribution of overall lifetime wellbeing across a given population, then a state is just the little piece of that outcome that pertains to a particular person.)  But it is clear that a given act can put the same person in different states depending on the circumstances in which the act itself is performed.  Accordingly, for purposes here, harm will be assessed relative to particular acts that are or will be performed in particular circumstances, or possible futures or worlds (w1, w2 and so on).  
Using these terms, we can describe cases involving early, or performance, preemption as follows.
Early (performance) preemption:  
An act A1 is causally sufficient for a person p’s being in a state S*; and so is A2.  A1 is performed at world w1, and S* obtains at w1.  A2 is not performed at w1 but would have been performed had A1 not been performed.  That is:  at the closest world w2 where the one agent does not perform A1, the other agent does perform A2.      
A1 thus preempts the performance of A2.  The fact that A2 is “waiting in the wings” means that S* would have obtained even had A1 not been performed.  The agent’s performance of A1 thus makes no difference to what happens to the apparent victim.  That person is doomed either way—whether A1 is performed or not.

An example of early, or performance, preemption is the case two oil companies, Bad 1 and Bad 2.  Both are intent on drilling for oil at the earliest possible opportunity at a certain deep-water site.  Both companies move quickly toward that goal.  But Bad 1 is a bit ahead of Bad 2—and Bad 2, apprised of that fact, desists, putting all its plans on hold.  Bad 1’s actual act, we say, preempts Bad 2’s planned act.  Bad 1 rushes ahead.  It completes the designs, obtains the necessary approvals, moves heavy equipment to the site, hires the roughnecks, takes all kinds of short-cuts in the installation process and places the environment at grave risk.  And the worst happens:  there is a massive explosion followed by millions of gallons of oil pouring into the ocean.  The thing is, if Bad 1 hadn’t taken the short-cuts and caused the spill, Bad 2 would have done exactly that.  Accordingly, what Bad 1 has done may seem, on the face of things, not to make a difference to the result.  Yet surely what Bad 1 has done has harmed the environment—and the sentient, thinking human and non-human animals; let’s just say the people—who depend for their wellbeing on that environment.  My aim here is to provide an intuitive, “worse for,” account of the harm we think has clearly been done in this case—to explain, in other words, how, notwithstanding the fact that Bad 2’s own equally destructive act was “waiting in the wings,” there to be performed had Bad 1 not performed its own, Bad 1 has made things worse for people.
  

Let’s simply note here that any plausible account of early preemption must explain not just why harm is done in this original case but also why harm is not done in a certain variation on that case.  Suppose that Bad 1’s actual act is not as bad as Bad 2’s potential act.  Suppose that, in point of fact, Bad 1’s course of conduct saves the environment from the still greater damage that would have been imposed by Bad 2 had Bad 1 not acted exactly as it did.  We then will consider it plausible that what Bad 1 has done is not harmful at all but rather beneficial:  Bad 1’s act has preempted Bad 2’s still more destructive act.  Similarly (as we shall see) in the film The Negotiator so did Kevin Spacey’s act of shooting Samuel L. Jackson in the shoulder preempt the still more destructive act by one “Frost,” the police commander whose pattern is to murder innocents upon the least provocation.  Even here, however, the route to a finding of “no harm done” is twisted, for we must also need to take into account that one agent cannot generally escape the charge of harm by engaging in conduct that is just barely better than a second agent’s would have been.  We return to the point in part 6 below.
Still another example of early preemption is Joel Feinberg’s “two bullies in the schoolyard” case.  The first bully punches the schoolboy in the nose, leaving it broken and bleeding.  Had the first bully not thrown his punch, the second bully would have thrown his, and with equal force.  The first bully throwing his own punch thus preempts, we say, the second bully from throwing his.  The challenge, then, is to explain just how the first bully has harmed the schoolboy when—it seems—the schoolboy was doomed to a broken and bleeding nose whatever the first bully does.
  
Still another example of early preemption is the case of the two fertility specialists, both eager to provide the same expensive and risky service to the same desperate couple.
  If the first specialist refuses to provide the service the couple requests, the second specialist will gladly step in.  But if the first specialist does provide the service, the second specialist will just walk away.  How can we explain the harm that we think the first specialist has done—to the woman and her offspring—when we also see that the specialist has no means at all of making things better for the purported victims?   
In cases of early, or performance, preemption, A2 is not performed at all.  In cases of late, or effect, preemption, A2 is performed but, because of A1, the causal process that A2 lets loose, or triggers, never completes and never comes to fruition.  A2’s effects, that is, are never “felt” by its potential victim since they have been, interrupted, or blocked, by the effects of A1. 
Late (effect) preemption:   
As before, act A1 is causally sufficient for a person p’s being in a state S*; and so is A2.  A1 is performed at world w1, and S* obtains at w1.  Here, however, A2 is performed and the alternate causal process leading from A2 to S* is triggered.  But that causal process never reaches fruition, or is completed, since S* obtains as an effect of A1 before S* can obtain as an effect of A2.  
In such cases, A1 preempts not the performance of A2 but rather the effect that A2, in the absence of A1, would have been sufficient to produce.    

We see late, or effect, preemption, in the case of the two children throwing rocks at a window.
  Suzy and Billy both throw their rocks “each with deadly accuracy.”  But Suzy’s arrives first, breaking the window.  Here, the result—the breaking of the window—obtains before the process triggered by Billy’s own act has the time necessary to cause that same result to obtain—before, that is, his rock hits the window.  Another example is the case of the defective parachute and the stray bullet.  In that case, the parachute fails, and that failure in combination with the distance between the parachutist and the ground, the hardness of the ground and the fact that there is no back-up parachute (etc.) is sufficient to produce the parachutist’s death.  But the process by which the parachute’s being defective would cause the parachutist’s death is never completed since before the parachutist hits the ground he is killed mid-air by a stray bullet.  Still another case:  a person’s death from cancer might be imminent, yet the process that leads from the cancer to the death might be stopped in its tracks by, e.g., a car wreck.
The third category includes cases involving causal overdetermination.  There, both acts are performed and the causal chain triggered by each act reaches fruition; neither act, that is, preempts either the performance or the effect of the other.   

Causal overdetermination:  
Choice A1 is causally sufficient for a person p’s being in a particulate state S*; and so is choice A2.  A1 is performed at world w1, and so is A2, and S* obtains at w2.  A1 would have been performed even had A2 not been performed, and vice versa.
A firing squad is an example of causal overdetermination.  Each of the squad’s twenty members has a loaded rifle, each fires and each strikes the target with lethal force right in the middle of the forehead.  Another example is a classic hypothetical involving two fires that have each been negligently set by their respective agents (two railways) and simultaneously converge on a barn, destroying it completely.  Since each fire is sufficiently powerful to destroy the barn on its own, it seems that neither negligent act alone makes a difference to the result.
  The second fire means that the barn is doomed whether the first defendant acts negligently or not.  Still another classic legal hypothetical involves two hunters.  Each hunter sees a certain motion in the brush, neither takes note of exactly what is moving and both fire at the same time, with either shot alone being sufficient to kill the plaintiff.

David Lewis considered overdetermination to be a poor test case.
  We cannot, he suggested, be sure what results any correct principle will generate in cases involving overdetermination, so we can’t use such cases to establish that any particular principle is false.  
The law, however, looks at things otherwise; it sees overdetermination as a critical test case.  If our principle generates a “no harm done” result in such cases, the view from the law is that it is the principle that must go and not the plaintiff’s claim of harm against the two or more negligent defendants who have together (whether by coordination or conspiracy or not) in the worst case taken the plaintiff’s very life.  When it has been established that each defendant has been negligent—has breached a duty—and that each defendant’s act is a significant, or substantial, cause of the plaintiff’s injury, judges are not going to hand either defendant a complete defense against—for example—an action for wrongful death on the ground that the other defendant has set into motion his or her own independent murder plot against that same victim.  Instead, judges are going to find harm.
  
2.  A Basic Counterfactual Account of Harm
The basic counterfactual account of harm is challenged by each of these three categories of multiple agent cases.  Then, the basic Counterfactual Account of Harm (CF) is just this:   
Counterfactual (“But For”) Account of Harm (CF):  
Where an agent performs an act A1 at a world w1 and a person p is in a state S1 at w1, the performance of A1 at w1 harms p if and only if
Had the agent not performed A1 at w1 (“but for” A1), p would have been in a distinct state S2 at a distinct world w2 and S1 is worse for p than S2 is.
The necessary condition on harm imposed by CF can also be put as follows:  “but for” the act under scrutiny—in, that is, the absence of that act—the apparent victim would have been better off.  


Any one of the problem cases described above is adequate to challenge CF.  Consider, for example, CF’s treatment of Feinberg’s two bullies case.  According to CF, the first bully does not harm the schoolboy when the first bully punches the schoolboy in the nose.  Nor does the second bully harm the schoolboy (by “just standing there”).  We may not object to the result in the case of the second bully.
  But it seems implausible in the case of the first bully.  The harm that the first bully’s punch seems intuitively to have done seems not to be undone by facts about the merely potential punch that the second bully would have thrown had the first bully not thrown his own.
  
Moreover, CF thus leaves us in a predicament.  Neither bully has harmed the schoolboy, and neither has any act of nature.  No one, and nothing, has harmed the schoolboy, yet he is still harmed.  But how?  

In fact, we do not need the multiple agent cases to demonstrate that CF is problematic.  Single agent cases make the point as well.  Thus, if I shoot you in the shoulder because I am angry with you, and if I am so angry that, had I not shot you in the shoulder, I would have shot you in the heart, CF implies that I haven’t harmed you.  After all, you are better off, my having shot you in the shoulder, than you would have been had I not shot you in the shoulder.  But surely—barring very special facts, such as that my fury is so great that it has destroyed my ability not to shoot you at all; has rendered, that is, inaccessible to me the option of not shooting you at all—I harm you when I shoot you in the shoulder.

The single agent case is useful in that it gives us a clear picture of just how CF goes astray.  It is the counterfactual (“but for”), not the comparative (“worse for”), aspect of CF that is the problem.  Specifically, it is the fact that CF makes harm turn on the comparison between the state the act under scrutiny puts the person in and just one other state—the state that person would have been in had the act under scrutiny not been performed.  CF’s comparison set, which consists of exactly one element, is, in other words, overly restrictive.  It’s true that, in many cases, asking what would have been but for the act under scrutiny nicely displays some bad effect that the act has yielded.  And rewritten as a sufficient condition for harm CF would be unimpeachable.  But it’s also true that the vagaries of any given case or the world can easily conspire with the basic counterfactual analysis to produce an unexpected answer to the question of what would have been.  Odd or improbable facts can make it the case that leaving undone our most horrific acts would have produced results that are still more horrific or at least no better.  Yet, in at least some of those same cases, it will remain clear to us that such acts do cause harm.  
4.  A Preliminary Maximizing Account of Harm  
The single agent cases suggest that, to determine harm, we should compare what is not only against what would have been had the act not been performed but also against each of the various outcomes accessible to the agent at the critical time just prior to performance.  We need to compare, that is, what is against what could have been—not what logically, or metaphysically, could have been, but rather against the various states the agent had the ability, or the resources or control necessary, to bring about on behalf of the purported victim.  We need to extend the comparison set to include all the options accessible to the agent at the critical time just prior to choice.  
Thus, the reason I harm you when I shoot you in the shoulder is that I had the option of not shooting you at all.  The state, or outcome, of your not being shot at all was accessible to me just prior to choice.  On this view, it is immaterial that I would have done even worse had I not shot you in the shoulder.  On this view, I have harmed you because I could so easily have created so much more wellbeing for you than I have. 
Now, some theorists may consider this point controversial.  They may object that, since I would have made things even worse for you had I not done what I did, I haven’t harmed you at all.  But this objection surely fails.  It suggests that agents can always make it the case that what they have committed to doing harms no one by simply further committing to doing still worse if they don’t do what they are committed to doing.  But that view seems clearly untenable.  I do not undo the harm that I have done by committing in advance to doing still worse if I don’t have my way.   
This diagnosis of how CF fails suggests a preliminary version of a maximizing approach to harm.   
Preliminary Maximizing Account of Harm (PM):
Where an agent performs an act A1 at a world w1 and a person p is in a state S1 at a world w1, the agent by the performance of an act A1 at w1 harms p at w1 if and only if 
A world w2 is accessible to the agent just prior to performance such that 
the agent performs an alternate act A2 at w2 and p is in S2 at w2 and S2 is better for p than S1 is. 
According to PM, then, regardless of what the agent would have done, what the agent in fact does harms p, provided that there is even one state, or outcome, accessible to the agent—even one outcome the agent had the ability, or the resources and the control necessary, to bring about—in which p has additional wellbeing.  The agent can correctly claim “no harm done,” in other words, only if each and every outcome accessible to the agent either leaves p where p is or makes things still worse for p than they are.


We can now, I think, appreciate just how potent the problem cases really are.  PM is a highly inclusive account of harm.  It tells us that an act, including any omission, harms a person whenever the agent could have created more wellbeing for that person and instead creates less.  If we don’t carefully distinguish between harming a person from wronging that person (and from wronging generally), PM will seem so inclusive as to be completely untenable.
  
Yet PM at the same time instructs that no harm is done in any of the problem cases.  Thus, the first bully’s throwing his punch keeps the second bully from throwing his.  But that means that the second bully’s potential act—what the second bully would have done renders a better-for-the-schoolboy outcome inaccessible to the first bully.  Among those outcomes that are accessible, in other words, to the first bully just prior to performance, the outcome that the first bully causes to obtain is every bit as good for the schoolboy as is any other outcome accessible to the first bully.  According, then, to PM, the first bully’s act—despite his bleeding and broken nose—does not harm the schoolboy.  PM then alone will not do.    
5.  A Revised Maximizing Account of Harm
The flaw in CF is that its comparison set was too limited:  it contained just the one element.  PM extravagantly extends the comparison set.  But we can now see that that extension does not go far enough.  Harm is not just a matter of comparing what the individual agent has done against the many distinct states, or outcomes, the individual agent could have caused to obtain instead.  It is also a matter of comparing what agents have done against the many distinct outcomes those agents together could have brought about instead.  Thus, the individual bully could have done no more for the schoolboy than punch him in the nose.  But the two bullies together could have done a great deal more for the schoolboy than they have.  They together easily had the ability—all the control and resources necessary—to bring about an outcome in which the schoolboy continued on his merry way.  When they fail to do just that, they together harm the schoolboy.
This approach captures the intuition that commenced this paper—the intuition, that is, that an act harms a person only if that act makes a difference to, that is, makes things worse for, the person.  It’s not the individual act that on its own makes things worse for the person.  It’s rather the collection of acts performed by the various individual agents.  And it’s the availability of that alternate collection of acts that makes the better outcome accessible to the agents together (though not to any one of them)—and that accounts for the harm that is done.  At the same time, we want to explain how that harm devolves to the individual agent:  why it is not just the group that has imposed the harm, but also the individual agent who has imposed the harm.  The harm needs to be chargeable to the individual agent.  We shall otherwise have no means of holding that individual agent chargeable for the harm that is done—or ultimately for the (moral or legal) wrong that is done. 

Of course, there is no reason that the counterfactual account of harm cannot, just like the maximizing approach, be extended to accommodate groups of agents.  As noted earlier, however, it seems that any such extended counterfactual account will fail—and for the same reason that the individual account fails.  Thus, there will always be the case in which, had the agents together not done just as they did to the person, those same agents together would have done still worse to that person.  Consider, for example, a case in which the following counterfactual happens to obtain:  had the two bullies not done just as they did, they would then have proceeded to torture and then kill the schoolboy.  It seems then that the group version of the counterfactual approach would then imply that what the two bullies have together done has not harmed the schoolboy.             

We extend the maximizing approach in two steps, first by addressing situations in which an agent as an individual and then by addressing situations in which agents together act.  The first step requires that we revise what PM purports to do.  We thus adopt the Individual Harm Principle (IHP):  
Individual Harm Principle (IHP):
Where an agent performs an act A1 at a world w1 and a person p is in a state S1 at a world w1, the agent as an individual by the performance of an act A1 at w1 harms p at w1 if and only if 
A world w2 is accessible to the agent just prior to performance such that 

the agent performs an alternate act A2 at w2 and p is in S2 at w2 and S2 is better for p than S1 is.
IHP leaves open the possibility that an agent as an individual doesn’t harm p but that that same agent as a participant in a group does harm p.
We then introduce the Group Harm Principle (GHP).  GHP has two clauses (I) and (II).  Clause (I) focuses on when a group is (we will say) implicated in a harm.  And clause (II) relates the group’s being implicated in a harm to a member of that group—an agent—imposing that harm.  
Group Harm Principle (GHP):  
Where agents perform acts A1, B1, C1 . . . at a world w1 and a person p is in a state S1 at w1, 
I. A group of agents is implicated by their performance of those acts in harming p at w1 if and only if
A. a world w2 is accessible to the agents in that group together just prior to performance such that at least some of those agents perform alternative acts A2, B2, C2 . . . at w2 and p is in S2 at w2 and S2 is better for p than S1 is; and
B. no proper subgroup of that group is such that w2 is accessible to the agents in that subgroup together just prior to performance and at least some of the agents in that subgroup perform alternative acts A2,  B2, C2 . . . at w2 and p is in S2 at w2 and S2 is better for p than S1 is.  
II. An agent as a member of a certain group harms p at w1 by performing A* at w1 if and only if
A. The agent is a member of that group and the group is implicated in the harming of p at w1 by their performance of A1, B1, C1 . . . at w1 and A* is identical to A1 or B1 or C1 or . . . ;

B. There is a causal process from A* to S1 (the agent, we say, participates in bringing about S1); and
C. For each world w3 accessible to the agent just prior to performance such that p is in S3 at w3 and the agent performs an alternate act A3 at w3, either (i) there is no causal process from A3 to S3 (the agent, we say, does not participate in bringing about S3) and S3 is exactly good as S1 is for p or S3 is better than S1 is for p or (ii) there is a causal process from A3 to S3 and S3 is better than S1 for p. 
GHP requires some explanation.  The purpose of clause I.A is to insure that the group we focus on is large enough that the agents it contains together have the ability to make things better for the person.  Thus, there is no requirement here that there exist a causal process
 running from what each agent in the group has done to the person’s being in a certain state; there is no requirement—we can say—that each agent in the group causally participate in bringing about the harm that is done.  Thus, in Feinberg’s case, the second bully “just stands there”:  there is no causal process running from the second bully’s doing that to the schoolboy’s broken and bloodied nose.  (In contrast, the agent’s “just sitting there” in Singer’s pond case is part of the causal process that leads to the child’s drowning.)  But despite the second bully’s non-participation it is critical to include the second bully in the implicated group, as I.A does, since to make things better for the schoolboy the second bully—just like the first—must conduct himself in a certain way.  Specifically, the second bully must “just stand there” if the first bully doesn’t throw his own punch; he can’t step in and throw his own.  Clause I.B insures, at the same time, that the group is not too large.  It insures, for example, that the group consisting of the two bullies and you and me is not a group that is implicated in the harm done to the schoolboy.  
According to clause II.A, the agent as a member of a group harms a person only if the group is implicated in the harm that is done to that person.  But the determination of whether the agent has harmed that person relies on more than simple membership in the implicated group.  It is more than plausible that the first bully harms the schoolboy, but isn’t plausible at all that the second bully has harmed the schoolboy as well.  This is not, after all, a case in which the second bully could have rescued the schoolboy from the antics of the first bully; in contrast to Singer’s pond case, this is not a case in which the second bully’s omission harms the schoolboy.  Rather, it is part of the case that the second bully cannot interfere with the first bully’s throwing of the punch.  It is at this juncture that the causal process condition does come into play.  Thus clause II.B provides that the act (including any omission) that fails to trigger any causal process leading to the person’s being in the particular state S1—the act that is non-participating for the particular agent—does not harm that person.  

Clause II.C is of special importance.  It recognizes that there are scenarios—which we will come back to in part 6 below—in which the agent participates in bringing about S1 (triggers, that is, the causal process leading to S1) and damages the person in some way but does not harm the person in virtue of the fact that the agent, by damaging the person in some way, prevents still another agent from making things even worse for that same person.  
The exception that II.C provides is, however, very narrow, for two reasons.  First, clause II.C.i requires, not just that the agent’s participation not make things worse, but also that the agent’s participation make things better.  So:  the member of the firing squad who fires his rifle at the target person is still considered to harm that person in view of the fact that his firing does not make things better for that person.
  Similarly, consider the Nazi guard who torments or even simply restrains the prisoner.  He is still considered to harm that person even if, had he opted not to participate—had he walked away from his “duties” and from the camp; had he severed the causal process from anything he does to the prisoner’s state—the person would have been no better off (there being still another Nazi guard who would have stepped in to torment or restrain the prisoner instead).  In such cases, the agent’s only way not to harm the person, according to clause II.C.i, is not to participate at all—not, that is, by act, including any omission, to trigger the causal process that leads to S1.  
Second, according to clause II.C.ii, if the first agent had some alternate but less damaging means of participating that would equally have prevented the imposition of the still greater damage by the second agent, then the first agent is deemed to have harmed that that person.
We are now in a position to state the Revised Maximizing Account (RM):

Revised Maximizing Account of Harm (RM):  
An agent harms a person p at a world w* by performing an act A* if and only if that agent as an individual harms p by performing A* under IHP or that agent as a member of a group harms p by performing A* under GHP.
According to RM, we have two (and actually more than that, since we may always find ourselves members of more than just one implicated group) ways of harming people:  as individual, and alongside various collections of other agents.  But both ways of harming turn on the same intuition:  both turn on the point that an act that harms must, whether circuitously, through the operations of a group, or more directly, by what the individual on his or her own does, make a difference to the person it harms:  it must make things worse.   
6.  Implications of the Revised Maximizing Account of Harm (RM)

RM resolves an ongoing issue of debate—specifically, what we are to say in the case in which one of the multiple sufficient causes of a particular result itself is not an act but rather a natural event—in a way that may seem controversial.  We will come back to that controversy in a moment.  But first let’s appreciate the virtues of RM.  
For one thing, RM generates plausible results in each of the cases we have considered so far.  For purposes here, it is enough to review just one of them—the case of two fires converging on a barn.  The law school hypotheticals derive from an actual case, Anderson v. Minneapolis, St. Paul & and S.S.M. Railway Co., 179 N.W. 45 (Minn. 1920).  There, the railway company was considered to have negligently caused the first fire when burning coals spewed out of its train engines onto uncleared track beds.  The second fire was of unknown origin—i.e., possibly innocent, or non-tortious, origin.  But the law school hypothetical imagines that both fires are of tortious origin—that we have two defendants, two railway companies, both of which acted negligently in failing to take steps to protect the properties that bordered their respective rights of way against fire.  Neither defendant alone—neither company—had the ability to bring about a better outcome for the property-owner.  IHP thus implies that neither defendant as an individual harms the property owner.  At the same time, the two defendants together could have brought about a better result for the property owner; the outcome in which the property is not destroyed by fire is easily accessible to the group consisting of the two defendants.  Moreover, the better outcome was not accessible to any smaller subgroup.  GHP thus implies that the group of agents consisting of both railways is implicated in the harm that we think the barn’s burning down clearly represents.  Since each railway is a member of the implicated group and the act by each railway itself triggers a causal process leading to the barn’s burning down, and since, moreover, it is not part of the case that either railway has rescued the property owner from any still greater damage that the other agent would have imposed, GHP instructs that each railway, as a member of a group, has harmed the property owner.  According to RM, then, each railway harms the property owner.   

Now consider the group consisting of the two defendants—that is, the two railway companies—and you and me.  It’s critical that RM avoid the unacceptable result that you and I in this context harmed anyone at all.  Does it?  It’s true that clause I.A of GHP is satisfied:  the outcome in which there is no fire is accessible to the group consisting of you, me and the two defendants.  But I.B of GHP is failed:  the four-member group is too big; there is a proper subset—the subset consisting of just the two defendants—to whom the better outcome is accessible.  GHP thus avoids the unacceptable result. 
Another plus of RM is that it acknowledges that, on occasion, an agent, by participating in the damage that is done to a person—by causing, that is, that person to suffer pain, profuse bleeding, impairment or even death—doesn’t harm a person but rather rescues that person from harm.  Consider, for example, the oil company whose deep-water drilling inflicts environmental damage in the case where a second oil company would have done still worse but for what the first oil company has done.  Or the fertility specialist who agrees to provide a treatment that risks the health of both the woman and her offspring—in a case where the outcome under a second and less competent specialist would have been still worse.  We don’t want the perfect to be the enemy of the good.  It seems, in other words, perverse to call what agents have done “harm” in the case where their act, though linked by a causal process to a bad outcome and something that does constitute a harm, in fact saves the harmed person from a still greater harm.  
This exception to a finding of harm is, however, a very narrow one.  Let’s begin with an example in which the exception plausibly applies.  Consider the film The Negotiator.  The “bad guy” in that film was one “Frost,” a police commander; we—at the very end of the film; and here I’m spoiling the story—find out that he was the ringleader of an embezzlement scheme that had siphoned millions of dollars out of the Chicago police department’s disability fund.  Kevin Spacey plays Chris Sabian, who is brought in as the brilliant negotiator whose job was to try to talk Danny Roman, played by Samuel L. Jackson, into releasing the hostages he took when he realized that he was being set up not just for the theft but for the earlier murder of Roman’s partner, who had already figured out that Frost was the thief.  But the fun part is that Danny Roman himself is an equally brilliant negotiator and knows all of Chris Sabian’s tricks.  Eventually Sabian figures out that that Roman isn’t the murder or the thief.  (Roman, of course, has known that much all along.)  But by then Roman is in a very tight spot.  Frost is about to give the order to have about a thousand other police officers shoot-to-kill.  So, Sabian simply shoots Roman in the shoulder, causing him to bleed profusely and look just terrible, that is, dead.  Ergo:  no need for Frost to issue the shoot-to-kill order.  By shooting Roman in the shoulder, Sabian, Kevin Spacey, saves Roman’s, Samuel L. Jackson’s, life.

The account that RM provides of this case seems plausible to me.  According to GHP, Sabian’s shooting Roman in the shoulder doesn’t harm Roman.  While Sabian is a member of the larger group that could have done more for Roman than they together have—the group, that is, that could have brought it about that Roman is not shot at all.  This is a case where Sabian’s non-participating alternatives all make things worse for Roman.  Accordingly, clause II.C of GHP is never satisfied, and we obtain the result that Sabian does not (either as an individual agent under IHP, or as a member of a group under GHP) harm Roman.  

The exception, however, that vindicates Sabian—or the revised oil company or fertility specialist cases, the cases where the secondary agent is out to do still worse—is very narrow.
Two important limitations on the exception to the finding of harm:  
First, clause II.C.i of GHP requires that the agent who participates must make things better for the person than any non-participating alternative would have made things for that same person; it isn’t enough just not to make things worse.  
Second, clause II.C.ii requires that there is no participating alternative that makes things still better for that person.  
The facts of the case insure that the clause II.C.i is failed.  If Sabian doesn’t participate, things will be still worse for Roman.  Let’s now stipulate that Sabian didn’t have the option of rescuing Roman by, say, simply pretending to shoot him and then dousing him with catsup to make it look like he was dead.  That means that clause II.C.ii is failed.  We can then infer that II.C. is itself failed, and that what Sabian does not harm Roman.  

These two limitations are perfectly general.  The oil company that argues that the damage it has inflicted on the environment saves the environment from the still greater damage that an even more aggressive oil company would surely have inflicted must be prepared to show both that its own nonparticipation would have made things still worse and that it couldn’t have inflicted any lesser damage and still prevented the second oil company from inflicting more damage.  RM can even exculpate the Nazi guard—imply, that is, “no harm done”—in a case in which that guard has inflicted some amount of bodily injury in order to prevent a second Nazi guard from inflicting still more.  But we obtain the “no harm done” result, under GHP, only if both the Nazi guard’s non-participation would have made things worse for that person and the Nazi guard had no option that would be still better for the prisoner.  Thus, if the first Nazi guard, whether or not at the cost of his own life or health, could simply have shot the second Nazi guard and freed the prisoner, RM will imply harm.
Finally, the controversy:  the case where one of the multiple sufficient causes for a person being placed in a very bad state is not itself an act but rather a natural event.  RM implies—not that no harm is done; RM leaves unaddressed the issue of when natural events harm people—that the acts under scrutiny themselves do not harm the person.   
Consider, for example, the actual Anderson case, not the law school hypothetical.  There, one fire was negligently, or tortiously, caused, by the railway.  The other was of unknown, and presumed natural, origin.  In such a case, however large the group of human agents we collect, the better outcome, the outcome in which the property isn’t destroyed by fire remains inaccessible.  RM implies that the one fire, though negligently caused, and though causally linked to the barn’s burning down, nonetheless does not harm the property owner.  
Similarly, if the world will end at midnight tonight because Jupiter has strayed from its path and will at that moment crash into us, and if a very out-of-it person, not noticing the encroachment of this giant object, simultaneously commits patricide, RM implies that that person hasn’t harmed his father.

I believe these are plausible results.  But they are also controversial, especially, at the moment, in the area of torts, where a recent debate has centered on a proposed revision of the Restatement of Torts.  The existing rule—the Anderson rule—provides that the defendant is liable even in cases in which one of the sufficient causes of the damage is natural in origin; the proposed revision would imply no liability.  The proposed rule seems plausible to me.  When we’ve done the best we can for a particular person, both as individual agents and together with other agents, can we really be said to have harmed that person?
7.  Is the Maximizing Approach to Harm Overly Broad?

Two further points about RM should be noted.  Both relate to the objection that the account of harm that RM provides may seem overly broad.  
First, provided that we keep separate the concepts of harming a person and wronging a person (or, more generally, wrongdoing), the breadth of RM does not seem to present any particular problem.  There is no claim here that RM identifies the only sense of the term “harm” that there is or even that it identifies an ordinary sense of that term.  Thus, “harm” in a more ordinary sense may mean simply hurt, and it may well be that a list approach to harm, or a critical level approach, will do a better job than RM does in spelling out that particular sense of the term.  What RM is intended to do instead is identify a sense of the term “harm” (or equally “loss”) that we can then use as the descriptive basis—a basis that describes how different distributions of wellbeing affect people for the better or worse—for the construction of a theory of wrongdoing.  For that latter purpose, the hurt the child feels when he or she gets a necessary vaccination, or the patient experiences as a result of open-heart surgery, may not be a harm at all.  At the same time, in another case, the patient who feels better and is objectively healthier after open-heart surgery may nonetheless have been harmed by the surgery if the surgeon could have achieved the same results by giving the patient an aspirin tablet instead. 


Second, it seems plausible that not all harms or losses count as morally significant.  It seems plausible, for example, that a person is harmed—incurs, that is, a loss—in the sense that RM describes whenever that person is left out of existence altogether.  At least, that seems so in any case in which the option of a life worth living exists as an alternative for that person.  I think, however, that we should say that such losses are not themselves morally significant:  they do not, that is, count against the acts that impose them.  This is not to say that the people who incur such losses are not morally significant; any number of cases convince us that they are.
  It is, rather, to assert that there is a variability among the losses that any of us—you, me and the person who never exists at all—may incur.  Some of our losses are morally significant, and some aren’t.  On this view, among the losses any person incurs at any world, a loss would count as morally significant—a loss would count against the act that imposes that loss, and in a roundabout way in favor of the act that avoids that loss—if and only if that loss is incurred at a world where that person does or will exist.  In this way, we can say that the failure to bring the additional happy person into existence represents a loss, of sorts, to that person but that that loss is devoid of moral significance and hence not the sort of loss that can make the choice not to bring that person into existence wrong. 

The upshot is that the maximizing approach to harm presented here—RM—seems not, after all, to be overly broad.  RM retains, moreover, the intuitive idea that harming a person is a matter of making things worse for a person.  It does so by appealing to concepts of what we do together, but at the same time recognizes that, while the group may be implicated in a certain harm, it is the still the agent who harms.  Thus, according to RM, each of us can, as an individual agent, harm people, and, as an agent together with other agents, also harm people.  But both mechanisms for harming people, according to RM, make a difference to the people they harm:  they make things worse for those people.   
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� Theorists who take this approach might endorse one of the two following sufficient conditions for harm:  an act harms a person if it causes that person to suffer a serious physical or psychological impairment, or if it causes a person’s overall, life time wellbeing level to fall below a certain critical, or minimally decent, level.  Harman 2009; Steinbock 2009.  This approach to harm has been adopted by a number of theorists as a solution to the nonidentity problem.  It is, however, controversial, since a person who is deemed to have been “harmed” under either of these proposals (assuming that the critical level is set above the zero level) may have a life that is unambiguously worth living and may at the same time have an overall, life time wellbeing level that is at least as high as the wellbeing level that same person has in any alternate world that is available, or accessible, to any agent or to any group of agents.  These proposals suggest, however, that a patient who is made to suffer badly as a side-effect of cardiac surgery that both is necessary for survival and has been perfectly and successfully executed would seem to have been harmed by the cardiac surgeon.  The better view, however, seems to be that that patient has been benefited, and not harmed, by what the surgeon has done (provided, of course, that survival is, despite the side-effects of the surgery, better for the patient than dying would have been).


� Theorists who take this approach might consider the multiple agent cases to constitute evidence in favor of a moral theory that, at least in part, evaluates acts on the basis of the quantity of wellbeing such acts produce on an aggregate basis in comparison to their alternatives.  The classic utilitarian principle, or Totalism, is the prime example of such a theory.  The Totalist can easily (i) concede that the individual agent hasn’t harmed anyone and that groups of agents themselves don’t perform acts, while at the same time (ii) taking the position that the agents ought each to have acted in a different way—a way that would have generated a better outcome (i.e., an outcome containing more wellbeing on an aggregate, or total, basis).  Here as well the analogy to the debate regarding the nonidentity problem is clear.  In the case of both multiple agent problems and the nonidentity problem, the argument is made that we are compelled to conclude that no harm has been done by the agent’s act and must therefore look beyond harm to determine just why the agent’s act is wrong.


� See especially Feldman 1986, pp. 160-162, and Tännsjö 2007, pp. 299-300.


� Zimmerman 1992, pp. 289-290. 


� We may still find grounds on which to punish the group of agents—that is, each agent within the group.  For discussion see Tännsjö 2007, pp. 299.  But punishment per se may not be our main concern; our concern may instead be identifying when agents harm people as a basis for determining when what agents do is (morally or legally) wrong.  Moreover, even if punishment is our main concern, we then face the question of how punishment of the individual agent can be justified if it is also the case that the individual agent harms no one and does nothing wrong.  The proposal of this present paper is that it is a mistake to think we cannot work our way from (1) the claim that the group imposes harm and, depending on the facts, acts wrongly in doing so, to (2) the claim that the individual agent imposes harm and, depending on the facts, acts wrongly.  As Feldman notes, the principle isn’t as simple as this:  if the agent is a member of a group that harms a person, then the agent harms the person.  Feldman 1986, p. 161.  But it doesn’t follow that no linkage exists—that we cannot articulate any appropriately narrow principle.  The maximizing approach to harm that I propose in this paper—the Revised Maximizing Account, which is based on an individual and a group concept of harm—is an attempt to provide such a principle.


Tännsjö finesses the justification of punishment issue by arguing that the justification for punishment is rooted in reform and not retribution.  Tännsjö 2007, p. 305.  He is surely correct that in some cases punishment of the group is important enough that the fact that innocent members of the group will also be punished ought to be set aside.  Consistent, however, with that point, we can agree that the reformist has an interest in identifying the “right” agent for punishment—the agent, that is, whose punishment will indeed lead to reform and not the reverse—at least in cases in which that can be readily be done.  Such fine distinctions may be practically impossible (or not worth their cost) in some of the complex nation-wide perfidies that Tännsjö considers.  Ideally, however, our theory at the level of detail should recognize the fine distinctions.  For example:  our theory at the level of detail should recognize that there will be situations in which the individual agent’s membership in the group that brings about a certain harm, and indeed the agent’s participation in the causal process that ends in that harm, is readily identifiable as something that reformists (and retributionists) should want not to punish at all but rather to reward.  It is those details that the Revised Maximizing Account is designed to capture.           


� Many theorists, fully aware of the multiple agent cases, nonetheless argue in favor of the basic counterfactual account.  Some Totalists might, for example, be perfectly happy to accept the many surprising “no harm done” results the basic counterfactual account of harm generates—but only in virtue of the fact that their theory makes no connection between harming and wronging.      


� Singer 2009, pp. 3-12.


� Another example of early, or performance, preemption is adapted by John Fischer from a case by Harry Frankfurt.  In Fischer’s case, if Black fails to detect the “vote for Kerry” neural activity in Jones, Black will “activate [a] mechanism” previously implanted in Jones’s brain without Jones’s knowledge.  Black is thus in a position to insure that Jones votes for Kerry rather than Bush.  When Jones “on his own” votes for Kerry without Black’s “help,” we can say that Jones’s act preempts Black’s:  Jones’s act of voting for Kerry “on his own” keeps Black’s act of activating the mechanism to “force” Jones to vote for Kerry from ever being performed at all.  Fischer, 1982, pp. 25-26.  Frankfurt tried to argue that agent can have responsibility even if the agent has no (better) alternate possibility.  He thus rejects the Principle of Alternate Possibilities (PAP), according to which the agent has no responsibility unless some (better) alternate possibility available to the agent.  Frankfurt takes his cases to be ones in which the agent has no alternate possibilities.  But that interpretation of the cases is challenged, with some theorists arguing instead that the agent can do otherwise.      


� Feinberg, 1988, p. 150.


� Roberts 2006.


� Hall, 2004, p. 1108.


� In the hypothetical, both the fires are of tortious origin; each arises out of a defendant’s negligence.  The actual case is Anderson.  There, only one of the two fires was of tortious origin; the origin of the other was unknown and presumed innocent.  We return to this case in part 6 below.  


� This hypothetical is based on Summers v. Tice, 199 P.2d 1 (Cal. 1948).  In the actual case, the evidence indicated that only one of the two shots struck the plaintiff.  The difficulty was that the plaintiff was unable to establish (by a preponderance of the evidence) of either hunter that the injury was caused by his shot.  Rather than reject the plaintiff’s claim, the California Supreme Court modified the rule on burden of proof.  Specifically, it shifted the burden of proof to the defendant, requiring each defendant to prove that his shot did not cause the plaintiff’s injury.   


� Lewis, 1973, p. 567 n. 12.


� See note 10; see also part 6 below (discussion of Anderson).


� After all, it is plausible that the second bully (by “just standing there”) has not harmed the schoolboy.  Intuitively, there is no causal process running from what the second bully has done to the schoolboy’s broken and bloodied nose.  That is:  the second bully’s unperformed act of throwing his own punch was causally sufficient to bring about that end, but his performed act—that is, his omission; his just standing there—neither is causally sufficient to bring that end nor initiates a causal process that contributes to that end or is a factor in bringing about that end.  This is not to say that omissions cannot trigger causal processes; they often do.  For example, “just sitting there” on the bench as the child drowns in the pond triggers a causal process that leads to the child’s drowning.  But in Feinberg’s case the second bully’s “just standing there” has no such effect; it is, after all, part of the case that neither bully can affect or influence the other bully’s conduct; neither bully can rescue the schoolboy from having his nose broken and bloodied.


� The precise effects of the two punches would perhaps have been distinct:  because the two bullies are standing in different positions relative to the schoolboy, the one punch would have hit the nose at one angle, and the other at another angle.  But the point is that the state the schoolboy would have found himself in wouldn’t have improved in the absence of the first punch.  


� For purposes of this paper, I adopt as a presupposition that we do often have choices—that there is such a thing as “free will.”  Of course, it won’t follow that all that we do is a function of choice:  the phenomenon labeled “temporary insanity” might represent an exception to choice.  In that exceptional case, perhaps when I shoot you in the shoulder, thereby saving you from being shot in the heart, I don’t harm you.  The counterfactual at issue here, however, surely can be true even though my fury is not so great that I am forced, by my “temporarily insane” state” in combination with the natural law, to shoot you in the heart if I do not shoot you in the shoulder.  Counterfactuals can be true even though not dictated by the natural law.  For example, it’s true that, had I not worn a white t-shirt today, I would have worn the pink one instead and not the black one.  But on the presupposition that we have any choices at all, it’s not the case that what makes the counterfactual is true is that a law of nature predicts that, had I not worn a white t-shirt today, I would have worn the pink one instead and not the black one.  Rather, it’s just so happens that, had I not worn the one, I would have worn the other.       


� This account can be modified to produce an account of harm relative to a world:  A1 harms p at w1 relative to w2 just in case . . .  We’ll need to do just this, eventually, to sort out tradeoff, or conflict, scenarios—scenarios when we can’t help but impose harm on one person or another, and need to focus on the depth of the harm in order to figure out who to save and what we ought to do.


� We return to this point in part 6 below.


� Reference to a causal process here and in Clause II.B does not beg any question of interest here, since the question of interest here is when harm is caused by an act, and not when there is some causal linkage between the act and the effect.  The causal process condition is thus a minimal condition:  any causal contribution, not just acts that are causally sufficient for a person to be in a particular state, will do.  Thus, the positioning of the one leg (we can say) causally contributes to the table’s remaining upright; it’s a causal factor in the table’s remaining upright.  But the positioning of the one leg alone is not causally sufficient for the table to remain upright.       


�  Some alternate accounts do not explicitly make this point.  They seem to suggest that, as long as participation does not make things worse for the person—is, that is, “best” for that person—there is no harm.  But I believe that any such necessary condition on harming is unduly stringent.  Where the member of the firing squad makes the causal contribution to the result—e.g., performs the act that is causally sufficient for the result, regardless of whether that act is causally necessary for the result—he, intuitively, has harmed—or if one prefers helped to harm—the person.  II.C.i captures that point:  to avoid harming the person, it is not enough to participate in what is being done to that person and in doing so not make things still worse for that person.  That’s so, even in the case where the participating act is maximizing for the person; is, that is, “best” for the person.  Instead, to avoid harming the person and still to participate in what is being done to that person, one must make things better for that person. 


�  The specific controversy centers on whether a new comment (d) should be added to the Restatement of Torts (Third) section 27.  The rule now in place follows Anderson; the proposed new comment (d), together with substantive changes the reporters anticipate in connection with the Restatement sections on tort damages for physical harm, would instead provide that “[w]hen one of multiple sufficient causes is not tortious,” the defendant should not be held “liable for any of the resulting damages.”  For discussion, see Robertson 2009, pp. 1025-1028.     


� See Roberts 2010, chap. 2 (“The Moral Significance of Merely Possible Persons”).
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