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1.  Introduction to the problem; standard expected value formula; argument of this paper
1.1
Beyond the view of the subject, two amounts of money are placed in two distinct but exactly similar envelopes.  The envelopes are (for good measure) shuffled and then displayed to the subject, who is reliably instructed that the value of the contents of one envelope is twice the value of the contents of the other.  The subject is then told that he—let’s suppose he—may select one of the two envelopes to keep.  The subject arbitrarily selects one of the two envelopes and is then given the option to switch to the other.
Should he accept?  Is it rational for him to prefer to switch?  Is it better for him—in any sense of better for him that can be determined by the subject prior to choice; that is, on the basis of just the information available to the subject just before he must decide whether or not to switch—to switch?
Intuitively, the answer is no.  What the subject knows prior to choice does not provide him with any sound basis for switching.  The information available to the subject prior to choice does not tell him either that switching increases his chances of winning the game or that switching improves his position in any more general way. 
But here intuition has a problem.  It’s true the subject has no clue prior to choice whether switching will produce the outcome that is in point of fact better for him—better for him, that is, in the sense in which it is better for him to switch if and only if the actual value of the contents of the out-of-hand envelope in point of fact is greater than the actual value of the contents of the in-hand envelope have.  It’s true, that is, that he can’t know whether switching will produce more actual value for him than not switching will.  But there is an argument that at least seems to show that the subject can calculate prior to choice that switching will produce more expected value for him than not switching will.  There is an argument, in other words, that at least purports to show that the information available to the subject prior to choice is sufficient to instruct that switching looks in advance of choice to be—is expectationally, if not actually—the better choice.  
But if that argument—the argument for switching—is correct, then the subject does after all have a very good basis, indeed an excellent basis, for switching.  After all, when our aim is to evaluate the choices we have before we make them rather than after, and when we lack complete information regarding just how those choices would in fact turn out, what we believe we should do is calculate the relevant expected value of each such choice.  If the expected value of switching is greater than the expected value of not switching, then we think the subject should switch.
This argument—the argument for switching—appeals to a perfectly standard formula for the calculation of expected value.  
Argument for switching:  Based on all the information available to the subject just prior to choice, the probability is .5 that the subject has initially selected the lower-valued envelope and .5 that the subject has initially selected the higher-valued envelope.  Therefore, the probability is .5 that the subject will obtain the higher-valued envelope, given that he chooses to switch, and .5 that the subject will obtain the lower-valued envelope, given that he chooses to switch.  In other words:  starting out, the subject had an even chance between selecting the higher-valued envelope and the lower-valued envelope.  Accordingly, it seems, he now has an even chance between switching to the lower-valued envelope and switching to the higher-valued envelope.  
We then let “n” designate the value of the contents of the envelope that the subject has initially selected, and we keep in mind the given relation between the actual values of the contents of the two envelopes—that is, that one is twice the other.  We also note:

Standard formula for expected value:  The expected value of a given choice is the summation of the values of each possible outcome of that choice multiplied by the probability that that outcome will obtain, given that choice.
Applying this formula, we calculate the expected value of switching as follows: 

EV(switching) = .5(2n) + .5(1/2n) = 1.25n.  
Yet the value of not switching—of holding—is surely just n.
  1.25n being greater than n, we seem forced to conclude that the subject should switch.
Now, this is a startling result.  And it is a result that we intuitively reject.  I argue here that that is exactly what we should do—that—for once, at least—it is the argument that is mistaken and not our intuition.     
1.2
The mistake, I believe, has nothing to do with the standard formula itself.  And it’s a good thing, I think, that we can avoid the two-envelope problem without challenging that formula.    
After all, when a doctor does not know (is not, that is, certain) what the effect of a potentially lethal medicine will be on a given patient, the decision whether to give the medicine obviously can’t be guided by information regarding what would happen if the medicine were given.  For that information won’t be available to the doctor until after the damage (if any) is done.  That is so, even if the matter is, in some sense, already determined—from, say, the beginning of time.  From the perspective of the doctor if not from the perspective of the universe, it remains unsettled just how the future will unfold for the patient if the doctor does give the medicine and just how the future will unfold for the patient if the doctor doesn’t give the medicine.  Yet we don’t think that means that the doctor’s decision should be based on a coin flip.  We recognize that it should instead be based on any probabilities that have been established and that are available to the doctor prior to choice.
Suppose, for example, that the record shows a very high probability that giving the medicine will cure the patient and a very low probability that it will kill him, and that not giving the medicine is certain to leave the patient dysfunctional and in pain.  And let’s suppose that that is information that is available to the doctor prior to choice.  Given that the actual values of the various outcomes are not too out of the ordinary—given that a cure will make things much better for the patient than things are now, and that what things are like for the patient now is itself better than death—the doctor then has, we think, a sound basis on which to make the judgment that it looks in advance of choice to be—is, expectationally if not actually—better for the patient that the medicine be given than that it not be given.  We think the doctor should give the medicine even as we acknowledge that she—let’s say she—cannot know (be certain) that the future will unfold in a way that makes things for the patient rather worse if she does give the medicine.

We thus want to retain the standard formula.
  We think it captures a seemingly perfectly rational way of evaluating—at that critical moment just prior to choice; not after the fact when it’s too late to do things differently—the various choices that exist as alternatives for us at a given time.
1.3
The fact, however, that we recognize, appreciate and can formally describe our prior-to-choice ability to evaluate our alternatives is not going to make the conclusion of the argument for switching in the two envelope case any less startling.  We want, in other words, to say all of the following.  (1) The subject cannot know prior to choice, just as the doctor cannot know prior to choice, which choice will produce more actual value.  (2) Even so, prior to choice, the standard formula gives the doctor a sound basis for the judgment that she should give the medicine.  (3) But, prior to choice, the standard formula does not give the subject in the two-envelope case a sound basis for the judgment that he should switch. 
If we want to retain the standard formula, perhaps it is (3) we should reject—as, e.g., unsophisticated, uninformed opinion, mere intuition in a land where we understand quite well just how bad a guide mere intuition can be.
  Perhaps, in other words, we should just bow to the conclusion of the argument to switch.  

The problem with this widely-accepted assessment is that, at least on first inspection, (3) holds up well.  The intuition that makes us want to resist the conclusion of the argument to switch seems not to be uninformed or unsophisticated but rather a critical check on a potentially dangerous flight of fancy.  
To see this, suppose we accept the result that the subject should switch.  Shouldn’t we then accept as well that the subject should agree to pay at least a very small fee out of his own pocket in addition to n itself—something like 0.1n or 0.01n; in any case something much less than .25n—for the privilege of switching?  And to pay that same small fee yet again, for the privilege of switching back?  And so on, back and forth, each time paying a small fee for the privilege of switching?  
No, we shouldn’t.  If you yourself were the subject, you would dig your heels in and refuse to pay even a very small fee for the privilege of switching.  And you would be right to do so.  If you instead say “Oh, what do I know, little old unsophisticated, uninformed me,” you put yourself at risk of bankruptcy.  The better view is that the argument for switching has somehow gone wrong.  But if it the standard formula itself is itself beyond reproach, then where, exactly, is the mistake?
1.4 
What I want to show here is that the argument for switching fails because it applies the standard formula to the facts of the two-envelope problem in a way that is itself mistaken.
  Specifically, I want to show that the argument would have us believe (in fact, beguiles us into believing) that the conditions specified by the relevant instance of the standard formula have been satisfied when they have not.
By inspection of the standard formula, it is clear that .5(2n) and .5(1/2n) can be summed to support the result that EV(switching) = 1.25n only if both the probability that switching will yield 2n is .5 and the probability that switching will yield 1/2n is .5.  If one or both of those conditions are failed, then the that particular application of the standard formula will tell us nothing at all about the expected value of switching.
My argument in what follows will be that those two conditions require a certain degree of ignorance on the part of the subject regarding just how the future will unfold if the subject makes one choice rather than another.  I will argue, specifically, that the two conditions—the probability that switching will yield 2n is .5 and the probability that switching will yield 1/2n is .5—cannot be jointly satisfied unless critical information is not available to the subject.  But in point of fact that critical information is readily available to the subject.  He has more information regarding just how the future will unfold than the argument for switching beguiles us into thinking that he has.  Given an ordinary construction of the facts of the case, the subject is the man who knows too much for this particular application of the standard formula to work.  More specifically, the conditions specified by the formula are never jointly satisfied—and we never obtain the result that EV(switching) = 1.25 to begin with.
1.5
Of course, it seems that it is fundamental to the case that the subject is just about as ignorant about how the future will unfold under either of his choices as the doctor is under hers.  If ignorance is the test, the subject in the two-envelope case would seem to pass!  In fact, however, we can prove that critical additional information is there to be teased out of the facts of the case.  Plausibly, it is the fact that we—at some level—appreciate that information that informs our intuition and makes us resist from the start the conclusion that the subject should switch.  We seem to know, whether we can explicitly say how we know or not, that the subject has no reason to switch.
For the purpose of teasing out that critical additional information, I will propose (in part 2 below) a proof.  This proof takes into account what is going on not just in the one possible world at which the problem case itself hypothetically unfolds but in still other worlds as well.  My suspicion is that a tight focus on what goes on at that one world—the hypothetically actual world—gives us only a highly partial picture of the information that is available to the subject prior to choice.  That partial picture leads us to under-attribute information to the subject—and we are made vulnerable to the thought that the subject lacks critical information that he in fact has and, from there, into thinking that the standard formula compels the result that it is better to switch.  In contrast, by casting our net across a wider array of worlds, we can tease out of the case all the critical information available to the subject prior to choice.  The illusion of ignorance is shattered.
1.6
The difficulty theorists have had in putting their finger on just where the argument for switching has gone wrong is rooted in the very heart of the standard formula.  After all, the bare fact that the subject has more information than the argument for switching attributes to him does not immediately raise an alarm.  It is unusual for a principle to require the subject to have less information rather than more.  More typically, we need more information, not less, in order for a given inference to go through.  (Adding a premise will never make a valid argument invalid.)  But the conditions imposed by the standard formula can be failed just as easily when the subject knows too much as when he knows too little.  (The argument remains valid but the additional premise means that some other premise is false.) 
A number of competing accounts of the two-envelope problem—like the account I propose here—accept the standard formula and still reject the result that it is better to switch.  Many of those accounts may well be rooted in the same basic objection to the argument for switching that I describe in what follows.
  It may well be that those accounts are identifying the same obstacle and are simply describing that obstacle in different terms.  If that is so, then my only objection to those accounts is that they do not fully reveal at an intuitive level just what that obstacle is.  They don’t enable us to fully understand just where the argument has gone wrong.  But it seems that that understanding is something we should be able to convey.  After all, we resist from the start the result that it’s better to switch.  Moreover, we think we are, from the start, justified in doing just that.  It’s not arduous analysis, in other words, that justifies our resistance to that result—we don’t become justified in resisting that result only after arduous analysis—only after coming around to the view that we don’t know what “n” refers to in the context of the two-envelope problem
; or that we don’t understand the appropriate restrictions on the variables deployed in the argument for switching
; or that we have failed to take into account partial sums of infinite series of expected gains.
  To be sure, it is a challenge to describe why the inference does not go through in any intuitive way—if it were easy, we would have managed it decades ago.  But that doesn’t mean that the obstacle was not itself there to be intuitively described by us, at least eventually, from the start.
         
1.7
I argue in part 2 below that the application of the standard formula in the two envelope context requires a certain level of ignorance on the part of the subject and that the subject knows too much in the context of the two-envelope problem for us ever to be able to infer, on the basis of that formula, that it’s better to switch.
Now, the proof that we will examine in part 2—the proof that is designed to show that the subject in fact has critical information that he can’t have if the conditions of the formula are satisfied—is based on what is surely the most ordinary construction of the two envelope problem.  It might be objected, however, that the facts of the case from which my proof teases out critical information are not really part of the case at all.  Parts 3 and 4 explore whether that objection succeeds in bringing the problem back to life.  Each thus begins by modifying the facts of the problem as they are ordinarily constructed into something else entirely. 
Those modifications—as we shall see—block my proof.  However, as we shall also see, when the case is modified in the way that is described in Part 3, it is also modified in a way that leaves the two conditions specified by the standard formula even more clearly unmet.  Moreover, when the case is modified in the way that is described in Part 4, it is modified in a way that projects a very different picture of the game that is to be played.  Here, we will find that both the conditions specified by the standard formula are satisfied—and that the standard formula, accordingly, compels us to conclude that EV(switching) = 1.25n.  But we shall also find, in the context of this new game, that intuition does not take us in any opposite direction.  That the subject should switch seems—at an intuitive level—exactly right.
2.  Reference of “n” is fixed; two values at stake 
2.1
Suppose that the two envelopes have already been stuffed and shuffled, and that the subject has been reliably instructed that the value of the contents of one envelope is twice that of the other.  We can call—the subject can call—the higher of those two values “h” and the lower “l.”  Suppose that the subject then arbitrarily selects one of the two envelopes.  Let’s call—let our subject call—the value of the contents of that initially-selected envelope “n.”
For purposes of this part 2, we take something for granted that any ordinary audience for this particular game will almost certainly take for granted:  that the value of the contents of the initially-selected envelope—that is, the reference of “n”—is fixed over the course of the game.  We thus suppose that whatever happens next—whether the subject switches or not, and whether, if the subject does switch, he switches to the higher-valued envelope or the lower-valued envelope—the reference of “n” remains fixed.  What “n” refers to in one scenario for the future is exactly what “n” refers to under any other scenario for the future, which is exactly what “n” refers to when it is first used by us—by the subject—to name the value of the contents of the initially-selected envelope.
The question, then, is whether the following application of the standard expected value formula is correct: 
EV(switching) = .5(2n) +.5(1/2n) = 1.25n
By inspection of this particular application of the formula, we know that the result that EV(switching) = 1.25n can be correctly inferred from the formula only if it is first established that two conditions explicitly specified by the formula—that is, that the probability that switching will yield the envelope worth 2n is .5; and that the probability that switching will yield the envelope worth 1/2n is .5—are themselves satisfied.
Establishing that these two conditions have been satisfied may seem a straightforward matter.  Steps (A) through (E) may seem easily to do just that:
(A) (i) It is consistent with all the information available to the subject that the world is such that he has already selected the lower-valued envelope and (ii) it is consistent with all the information available to the subject that the world is such that he has already selected the higher-valued envelope.
And, since (A) is true, so is (B):
(B) (i) It is consistent with all the information available to the subject that it is possible that that switching will yield the higher-valued envelope and (ii) it is consistent with all the information available to the subject that it is possible that switching will yield the lower-valued envelope. 
But it is part of the case that the envelope the subject will switch to is worth either 2n or 1/2n.  Accordingly, if (B) is true, (C) would seem to hold as well:
(C) (i) It is consistent with all the information available to the subject that it is possible that switching will yield an envelope worth 2n and (ii) it is consistent with all the information available to the subject that it is possible that switching will yield an envelope worth 1/2n. 
But (C) itself isn’t enough to support the claim that the two conditions specified by the standard formula are both satisfied.  For that purpose we need more.  We need (D):

(D) It is consistent with all the information available to the subject that it is both possible that (i) that switching will yield an envelope worth 2n and possible that (ii) switching will yield an envelope worth 1/2n.

So far we have just talked about the possibilities.  To complete the discussion of just why it seems that the conditions for the application of the standard formula have been satisfied, we need talk about the probabilities.  But it seems that—(D) in hand—we can easily do just that.  After all, based on all the information available to the subject prior to choice, the two possibilities described in D(i) and D(ii) are themselves equally probable.  It’s not just, in other words, that the subject doesn’t have the information necessary to rule out D(i) as a possibility but does have the information necessary to say that D(ii) is more probable.  It’s not just that it is consistent with what the subject knows that D(i) is possible, but more probable given what the subject knows that D(ii) will obtain than that D(i) will obtain.  Each of the two possible futures, in other words, relative to the information available to the subject prior to choice, stands an even chance of unfolding.  Of course, if the future is fully causally determined by the past—if the subject was himself causally determined to choose (say) the left-hand envelope rather than the right starting out, if he is then causally determined to (say) switch, and so on and so forth, then whether he is going to win or lose this game is itself already a determinate matter of fact.  (In that same sense, so it may already be a determinate matter of fact whether the patient will be cured rather than die if the doctor gives the medicine.)  If determinism is true, then there is a sense in which the probability is already (say) 1 that the subject will win.  But that very broad probability assessment—the assessment that reflects all things that have ever happened and all truths about the world—is not what we are interested in here.  Here we are interested in a much more limited assessment.  Here we simply ask what the probabilities are based on all the information available to the subject prior to choice.  It is those and only those probabilities that we are interested in when the discussion involves, as it does here, the evaluation of the agent’s alternatives prior to choice—when it involves, that is, the calculation of expected value.  And it seems clear that the two possible futures stand an even chance of unfolding, given all the information available to the subject prior to choice. 
This final point, together with (D), seems clearly enough to establish that the two conditions specified by the standard formula have been met.  (D), together with this final point, gives us, in other words, (E):
(E)  Consistent with all the information available to the subject, the probability that (i) switching will yield an envelope worth 2n is .5 and the probability that (ii) switching will yield an envelope worth is .5.  
And (E) is just what we need to insure that the conditions of the standard formula have been satisfied—just what we need, in other words, to insure that the probability that switching will yield the envelope worth 2n is .5, and that the probability that switching will yield the envelope worth 1/2n is .5. 

2.2
Let’s now look more closely at why we need (D)—at why, that is, (C) alone is not enough to take us to the result that the two conditions have been satisfied.  What, specifically, does (D) add?  Why isn’t (C) alone—while it seems clearly true—sufficient to establish that point?
Suppose that (C) is true and (D) is false.  If (D) is false, then there is some piece of information available to the subject prior to choice that implies that it is not the case that both the scenario described in (i) and the scenario described in (ii) represent possibilities for the future, distinct ways in which the future might unfold.  But if the subject understands that it is false that both (i) and (ii) represent possibilities for the future—if, say, one does and the other doesn’t; if one is a possibility, and the other is not—then it is also false that both possibilities have a probability, relative to all the information available to the subject prior to choice, of .5.  For, if we know one of the two scenarios is not even possible, then we know that one of the two scenarios has, not a .5 probability of obtaining, but rather a zero probability of obtaining.

We, accordingly, need (D) in order to obtain (E).  (C) alone is not enough.  (C) just says that both no piece of information available to the subject implies that (i) is not possible and no piece of information available to the subject implies that (ii) is not possible.  Consistent with that point, however, the subject might have some piece of information that implies that one or the other scenario—he knows not which—is not possible.
We need, in other words, (D) to insure that the subject lacks any piece of information that would establish that the conjunction of (i) and (ii) isn’t a possibility, even as we are assured by (C) that the subject lacks any piece of information that would establish that (i) isn’t possible and lacks any piece of information that would establish that (ii) isn’t possible.  (By analogy, one might have evidence that rules out a given conjunction—as where one conjunct contradicts the other—even as one lacks the evidence to rule out either conjunct on its own.)


 (C) thus attributes to the subject a certain level of ignorance:  he doesn’t know enough to rule out the one scenario as a possibility nor does he know enough to rule out the other as a possibility.  But (D) attributes to the subject a still higher level of ignorance:  he doesn’t even know enough to insure that one scenario or the other is not a genuine possibility.
And it is exactly at that point that—I want to argue—the argument for switching makes its mistake.  For the subject does know that much.  The subject is pretty ignorant but he isn’t that ignorant.  While (C) is true, (D) is false.  And we can prove that point.  We can prove that information is available to the subject prior to choice that implies that it is not both (i) possible that switching will yield an envelope worth 2n and (ii) possible that switching will yield an envelope worth 1/2n.  That is:  either it’s not possible that switching will yield an envelope worth 2n or it’s not possible that switching will yield an envelope worth 1/2n.  
That result, in turn, is going to imply—by constructive dilemma—that (E) is false as well.  After all, if it’s not even possible that switching will yield an envelope worth 2n, then it’s not the case that the probability is .5 that switching will yield an envelope worth 2n.  And if it’s not even possible that switching will yield an envelope worth 1/2n, then it’s not the case that the probability is .5 that switching will yield an envelope worth 1/2n.  
The upshot is either it’s not the case that the probability is .5 that switching will yield an envelope worth 2n or it’s not the case that that the probability is .5 that switching will yield an envelope worth 2n.  Thus it is not both the case that the probability that switching will yield an envelope worth 2n is .5 and the case that the probability that switching will yield an envelope worth 1/2n is .5.  Thus:  one or the other of the two conditions (we know not which) specified by the standard formula—that the probability that switching will yield the envelope worth 2n is .5, or that the probability that switching will yield the envelope worth 1/2n is .5—is left unsatisfied.
2.3
The main task now is to prove that information available to the subject prior to choice implies that—that the subject prior to choice can figure out that—it is not both (i) possible that switching will yield an envelope worth 2n and (ii) possible that switching will yield an envelope worth 1/2n.  It’s enough to show that the subject can—that we can—establish in advance of choice that, if (i) it is possible that switching will yield an envelope worth 2n, then it’s not the case that (ii) it’s even possible that switching will yield an envelope worth 1/2n.  We begin by assuming the antecedent:
Proof 
	1.  It’s possible that switching will yield a higher-valued envelope, that is, an envelope worth 2n; call a world that includes the recited history and this possible future “w1.”

	Assumption for purposes of conditional proof; assumption for purposes of existential derivation; set-up of problem (fact that value of contents of one envelope is twice value of contents of other)


	2.  At w1, n = l.
	From (1); defns. of “n” (value of initially-selected envelope) and “l” (between the two envelopes initially presented to the subject, l is value of the lower-valued envelope)


	3.  At w1, the value of the contents of the envelope not  initially selected = h = 2n.
	From (1); defns. of “n” and “h” (between the two envelopes initially presented to the subject, h is value of the higher-valued envelope)


	4.  It’s possible that switching will yield a lower-valued envelope, that is, an envelope worth 1/2 n; call a world that includes the recited history and this possible future “w2.”

	Assumption of negation of second consequent for reductio; start of second existential derivation; set-up

	 5.  At w2, n = h.
	From (4); defns


	 6.  At w2, the value of the contents of the envelope  

      initially selected = l = 1/2n.

	From (4); defns

	 7.  At w1 and w2, n = 1/2n.
	From (2), (6), identity axioms and set-up (transitivity and necessity of identity, which apply here since the terms at issue all rigidly designate



	 8.  At w1 and w2, 2n = n.
	From (3), (5), identity axioms and set-up


	 9.  But at no world is (n=1/2n) or (2n = n).
	Logic


	10.  Contradictions
	(7) & (9), (8) & (9); elimination of new constants “w1” and “w2” for purposes of both existential derivations


	11.  (4) is false.
	Reductio from (4); conclusion of second existential derivation


	12.  If (1) is true, (4) is false.
	Conditional proof from (1)—(11);

conclusion of first existential derivation


The conclusion of this proof—line (12)—is information that is perfectly available to the subject prior to choice.  He is thus not quite as ignorant as (D) supposes that he is.  But he needs to be at least that ignorant in order for the conditions specified by the standard formula to be satisfied.  He can’t rule out that (i) it’s possible that switching will yield an envelope worth 2n; and he can’t rule out that (ii) it’s possible that switching will yield an envelope worth 1/2n; but he can rule out—via the proof—that both (i) and (ii) are true.  But if (i) or (ii), we know not which, is not even possible, then (i) or (ii), we know not which, has a probability not of .5 but rather of 0.
But if the subject can’t rule out (i) and can’t rule out (ii), then how can it be that he can rule out that both (i) and (ii) are true?  If one scenario is consistent with all the subject knows, and if the other is also consistent with all that the subject knows, how can the two scenarios be inconsistent with all that the subject knows?  It is obvious at this point how we are to answer this question:  the two scenarios are inconsistent with each other:  if one really does represent a possible way in which the future can unfold, then the other does not.     
*  *  *

The point of the proof, of course, is not to show that, if, at the actual world, the subject has selected the lower-valued envelope starting out, he cannot then, at the actual world, switch to the lower-valued envelope.  That much is obvious—and we know similar truths in all cases in which we want to put the standard expected value formula to work, even cases where the event that determines whether we win or lose has yet to take place (e.g., coin-flipping games).  Rather, the point of the proof is that critical information has been (more or less) buried in the proposition that switching to the higher-valued envelope exists for the subject as a possibility—that is, as a possible outcome.  That information is teased out by the proof.  For what the proof shows is that, if switching to the higher-valued envelope really is a possible outcome, then switching to the lower-valued envelope is not.  And that is critical information.  It means that the level of ignorance that is required by the standard formula has not been achieved; it means that the subject knows too much.

One last point.  If the same sort of proof can be constructed to show the conditions specified by the standard formula are not met in the medical case as well, we should be concerned that something has gone wrong with the proof.  But we can’t.  The analogous conclusion would be this:  if (i) it’s possible that giving the medicine will cure the patient, then it’s not the case that (ii) it’s possible that giving the medicine will kill the patient.  We proceed by assuming that there is a world where the medicine is given and the patient cured.  We then assume, for reductio as before, that there’s another world where the medicine is given and the patient killed.  Search as we might, we’ll find no inconsistency because there’s nothing in the fact that at one world the medicine is given and the patient is cured that implies that, at any other, the medicine is given and the patient is cured.  It’s the necessity of identity that is doing the work in the context of the two-envelope problem, and it’s the subject’s understanding—our understanding—of that necessity that tells us that n can’t be 1/2h at one world and h at another.     
3.  Reference of “n” isn’t fixed; two values at stake

It may seem that this proof can be circumvented if we amend the history to remove the fact that the reference of “n” is fixed.  We can then include the additional possibilities that amendment opens up in our descriptions of w1 and w2.  We can, that is, say that at w1 “n” designates the lower of the two values (l), and that at w2 “n” designates the higher of the two values (h).      
On this new construction, the proof against (D) collapses.  If “n” is not fixed—if “n” means one thing in line (2) of the proof, and something else in line (6)—then we can’t validly infer (7).  The same point holds for (8).   
But now we have an even more straightforward case that not both of the two conditions specified by the relevant instance of the standard formula have been satisfied.  We’re not going to satisfy those two conditions—that the probability that switching will yield 2n is .5 and that the probability that switching will yield 1/2n is .5—in the case where the reference of the first occurrence of “n” is distinct from the reference of the second occurrence of “n.”  “n” can’t, that is, refer to the lower value for purposes of satisfying the first condition and refer to the higher value for purposes of satisfying the second condition.  But the very respect in which we have amended the case for the purpose of undermining lines (7) and (8) of the proof insures that the reference of “n” is not fixed.  At w1, where switching yields the higher-valued envelope, “n” means one thing, and at w2 it means something else.
4.  Reference of “n” is fixed; three values at stake
Another way to circumvent the Part 2 proof is to bring back the supposition that “n” is fixed—that what “n” means in w1 is just what “n” means in w2 but now to suppose that there are three, rather than two, values at stake in the game.  So, starting out, the contents of the envelopes are prepared in the way described in the first paragraph of Part 2, and the value of the contents of one envelope is twice that of the other, also as described in the first paragraph of Part 2.  But the idea that there are two scenarios for the future, a world w1 where switching will yield the higher-valued envelope and that value will be 2n, and a world w2 where switching will yield the lower-valued envelope and that value will be 1/2n, now takes on a new complexion.  The contents of the envelope not initially selected now themselves have no fixed value.  (Perhaps they are derivatives.)  It is no longer the case that, if n is, at w1, the lower of the two values represented by the contents of the two envelopes at the time those envelopes were initially presented to the subject for selection, then the value of the contents of the envelope not initially selected can be inferred to be higher at w1, that is, 2n.  Even if n is lower, it is unsettled, at w1, whether switching will yield the higher- or the lower-valued envelope.  The same is so for the case where n is, at w2, the higher of the two values represented by the contents of the two envelopes at the time those envelopes were initially presented to the subject for selection.  We now have no ability to infer that the value of the contents of the envelope not initially selected is lower at w2.  We are, accordingly, left without any support for lines (3) and (6) of the Part 2 proof. 
Another way of depicting this third construction of the problem is to say that “h” and “l” themselves are no longer fixed.  Of course, this third construction of the problem has some surprising features.  It means that the case involves two values starting out—that is, at the time when the envelopes are first stuffed and shuffled and presented to the subject—and then, later on, a third value.  It means that the subject’s initial selection of one of the envelopes (at w1) or the other (at w2) does not itself settle the issue of whether the value of the contents of the envelope not initially selected is 2n or 1/2n.  The subject then has n in hand, and has the possibility of switching to 2n and the possibility of switching to 1/2n, without any fixed reference for “l” or “h” at w1 or w2 that can ground the inferences to contradiction in line (10).
Now, if there is a guaranty that the probability of switching to the higher-valued envelope just is the probability of switching to the lower-valued envelope—that that is a matter that will be determined by, e.g., an independent, fair coin toss, or some other procedure that insures that the probability of switching to the higher-valued envelope really is .5—then the subject should switch!
  (EV(switching) = 1.25n.)  Such a guaranty is unnecessary in the case where we make the supposition that just two values are involved in the case; on that construction, the stuffing and shuffling of the envelopes is itself the guaranty that the value of the contents of the envelope not initially selected is just as likely to be higher than the value of the contents of the envelope initially selected as it is to be lower.  But such a guaranty is essential in the case where three values are involved.  Otherwise, for all the subject knows, things will be set up so that, even though the probability is .5, starting out, that he will have selected the higher-valued envelope, the probability is, thereafter, zero that switching will yield the higher-valued envelope. 
5.  Conclusion
But of course we don’t on our own construct the two-envelope problem in the way that is described in Part 4.  I suppose we could—but it would be a huge mistake to spend much time (or pay a small fee for the privilege of) switching envelopes back and forth without making very sure that those really are the rules of the game.  Under the more ordinary construction, the subject has no basis for switching—which is, of course, exactly what intuition instructs.  






� This seems so, whether the value of holding is itself calculated as an actual value or an expected value—the probability of any departure from n as the actual value of the contents of the envelope initially selecting itself being 0.  Now, on alternate ways of understanding the problem, we’ll need to take another look at n—that is, at our assumption that the reference of “n” is fixed (and understood to be fixed) over the course of the game.  We will do that in Part 3 below.  As the problem would ordinarily be understood, however, it seems correct to say that both the expected and the actual value of the contents of the initially-selected envelope is n.





� Broome, Weighing Lives, pp. 121-136.





� Thus, while I argue that the argument for switching fails, I do not argue that the standard formula can’t be correctly applied in the two envelope context.  I think we can correctly apply the standard formula in that context.  We can, that is, produce an application of the formula and show that the conditions specified in that application have been satisfied.  We can, for example, let “h” be the value of the contents of the higher-valued envelope, and we can then calculate that EV(switching) = .5(h) + .5(1/2h) = .75 h.  And we can calculate as well that EV(holding) is exactly the same.  The upshot would be that this particular application of the standard formula gives the subject no reason to switch at all.  For a parallel analysis, see Wagner, p. 236.  The fact, however, that the standard formula can be correctly applied in the two-envelope context does not, of course, show us what has gone wrong in the case where the standard formula has been incorrectly applied.  For the moment, however, the important point is that there are correct applications of the standard formula and there are incorrect applications of the standard formula—and a good example of the latter is the application that generates the result that the subject should switch.  Or so I shall argue here.





� Some theorists do, however, take exactly that tack.  Defying intuition, they argue that the application of the standard formula that tells us that it is better to switch is perfectly correct.  Those same theorists may then try to soften that counterintuitive blow by arguing that, on average and over the long run, the switching and the holding strategies have the same expected value and hence that the switching strategy isn’t better—on average and over the long run—even if any one occasion switching is better.  Such resolutions are grounded in mathematical considerations—relating, e.g., to the calculation of expected utility in the case where there exists an upper limit to the value of the contents of the two envelopes and to the question of whether cases in which there exist no upper limit are possible.  For discussions of this approach, see Clark et al. (2003), pp. 691-98; Meacham and Weisberg, (2003), pp. 685-87; Clark et al. (2000), pp. 415-28; Arntzenius et al. (1997), pp. 42-45; Scott and Scott. (1997), pp. 37-38; and Broome (1995), pp. 6-10. 	 





� I thus agree with theorists who have taken the position that the standard formula itself has been somehow misapplied in the context of the two-envelope problem.  Within that group of theorists, there is, however, debate regarding just what that misapplication in fact consists in.  See especially McGrew et al. (1997), p. 29 (under the assumption that the amount in the selected envelope remains fixed, but that the “total amount involved in the game” is not, then the standard calculation is “correct, but not at all paradoxical”; under the assumption that the total amount is fixed, the “amount in the selected envelope cannot be taken as fixed.  If the (fixed) total amount is, say, 3x, then the selected envelope contains x if it contains the smaller amount, but it contains 2x if it contains the larger amount . . . .  And this means that the [standard] calculation, which assumes that the selected envelope contains the same fixed amount whether it is the higher or the lower envelope, is illegitimate”).  See, also, Horgan (2000), ; Cook (2002), pp. 47 and 49; and Schwitzgebel and Dever (2008), pp. 135-140. 





I agree, moreover, that the position that both the standard formula is itself correct and has been correctly applied in the context of the two-envelope problem leads to contradiction.  See e.g. Gjelsvik, who explicitly drive a contradiction.  Gjelsvik (2002).  See also Chase, who relies on the symmetrical status of the two-envelopes in his description of what he considers a non-probabilistic version of the two-envelope problem to derive a contradiction.  He writes:  “Since n > n/2, it follows . . . that the amount you will gain, if you gain on the trade, is greater than the amount you will lose, if you lose on the trade.  But an exactly parallel argument, which begins by dubbing the amount of money in the other envelope $n, leads to the contrary conclusion that the amount you will gain, if you gain on the trade, is less than the amount you will lose, if you lose on the trade.”  Chase (2002), p. 158.  





� See note 4 above.





� Katz at al. (2010)(arguing against idea that subject can at least be stipulated to know that the initially-selected envelope contains n).





� Schwitzgebel, et al. (2008), pp. 135-140.





� Clark et al. (2000), p. 415.  Cf. Meacham and Weisberg (2003), pp. 448ff. 





� Still another virtue:  my account applies—blocks, that is, the inference to the result that the subject should switch—whether the subject peeks or not.  For a different view, see, e.g., Meacham and Weisberg (2003), p. 687 (arguing that “decision theory tells you to swap” in the peeking case); and Gjelsvik (2002).





� This is perhaps what Horgan has in mind when he writes:  “In short, if ‘[n]’ functions as a rigid singular term in the paradoxical argument, then the probability assignments in the argument are just mistaken.”  See Horgan (2000), p. 585.  At the same time, Horgan argues that the mistake in the argument is to conclude, from the fact that the “expected utilities of sticking and switching, respective are x and 1.25[n],” that “one ought to switch.”  Horgan (2000), p. 593.  My argument, in contrast, is that we can never legitimately get to the result that the expected utility of switching is 1.25n.   


 


� By “recited history,” I mean the history recited in the first paragraph of Part 2, which history the two possible futures have in common.  Put another way:  Where w includes the history described in the first paragraph of Part 2, line (1) asserts the following:  There is a w’ such that w’ is accessible to w and it is true at w’ that the subject’s switching yields the higher-valued envelope.  Commencing an existential derivation, we call such a w’ “w1.” 





� That is:  “n” refers at each world to the same object, that is, the value of the contents of the initially-selected envelope, and “l” and “h” refer at each world to the same objects, respectively, that is, to the value of the contents of the lower-valued envelope and the value of the contents of the higher-valued envelope.





� The proof that I will propose is a modal proof.  Is it implausible to think that the subject’s intuition—our intuition—is being driven in the two-envelope context by such a proof?  No.  The proof I describe could easily be functioning full-force within some behind-the-scene part of mind and working with all its might to instruct us that the conditions required for the application of the standard formula have not in fact been satisfied.  And that’s so, whether the ordinary subject happens to be familiar with modal logic or not.  After all, the semantics for modal logic is just the predicate logic, and the ordinary subject is, at some level, very good at predicate logic.  In any event, it is at least interesting, and at best usefully precautionary, to note that what we call “intuition” is—on occasion—a better modal logician than are those hardworking, chatty parts of our mind whose vast capacity for knitting together some of the many, many strands of information that are available to us at a given time and disregarding the rest, relevant or not, often leads us astray.


� This is the point that McGrew, et al., make in their discussion proceeding under the assumption that “the amount in the selected envelope . . .  can legitimately be taken as ‘fixed.’”  McGrew (1997), p. 29.  I agree—but only on the further—and entirely unexpected—assumption that three and not just two values are at stake in the case.  
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