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1.
Introduction
We can define, for any particular way the future might unfold—that is, for any possible world—a class of merely possible persons:  persons we, at that world, could but in fact do not bring into existence.  It is important to sort out what ordinary principles of justice have to say about merely possible persons.  We are confident that such principles extend at any world to persons who do or will exist at that world—that they extend to all existing and all future persons.  We are confident that all existing and all future persons “matter morally” in the sense that their needs and interests must be taken into account in determining what we ought to do at, e.g., the actual world.  But we are tempted to draw the line at the merely possible—to say that the merely possible do not “matter morally.”  And we are tempted to draw that line, for two reasons.  First, it is hard enough to attend properly to the needs and interests of all of those many persons who do or ever will exist.  It seems too much to think that we must also attend to the needs and interests of all of those many, many persons who will never exist at all.  Second, and more importantly, adding the merely possible to the list of those who “matter morally” is a move that is going to have considerable import for what we are morally permitted to do on behalf of existing and future persons.  Because we could have done more—by way of bringing them into existence— for those who will never exist at all, it’s going to mean we ought to have done less than we have for those who do or will exist.  And that just seems mistaken—a perversion rather than an expression of moral law.

Thus we are tempted to remove the merely possible from the list of those who “matter morally.”  We are tempted to take a radically exclusive position in respect of the merely possible.  But we can’t.  As things turn out, we are compelled to say instead that we do have to worry about them in just the same way we worry about everyone else.  We are compelled to say that losses incurred by the merely possible can make the otherwise permissible acts that impose those losses wrong, and, in a roundabout way, make the alternative acts that avoid those losses permissible.  We will have to say instead that the merely possible do “matter morally.”        

But—and this is the main point of this paper—the fact that we must reject the radically exclusive position does not mean that we must accept the radically inclusive position—the position, that is, that all losses incurred by the merely possible have moral significance for purposes of determining what we ought to do.  For we have the option of a middle ground—what I will call Variability.  Instead of claiming that no such losses have moral significance, or that they all do, we can instead say that some losses incurred by the merely possible have moral significance and some do not.  And that move, in turn, opens the door to another.  Instead of saying that existing and future persons, including you and me, somehow matter morally in a way the merely possible do not, it will become plausible instead to say that you and me and the merely possible all matter morally in the same way—that is, that we all matter variably.  We can then  (A) avoid the serious conceptual difficulties (relating to Normative Invariance and consistency) that plague the view that existing and future persons matter morally in a way that the merely possible do not.  And (B) we can avoid those difficulties without blinding ourselves to a critical intuitive distinction—the distinction between the loss the merely possible child incurs when we choose not to bring that child into existence to begin with, and the loss the real, live, flesh and blood child incurs when we create less wellbeing for that child when we could have created more.      

Variability suggests, among other things, that the person-affecting approach in ethics can be distinguished from the radically exclusive position—from, that is, what is sometimes called moral actualism.  This association between Variability and one kind of person-affecting approach inevitably raises the specter of the nonidentity problem, which is often take to show that person-affecting approaches imply that it is perfectly permissible for us today to act in ways that will turn the Earth of tomorrow into a miserable place.  After all, the nonidentity problem purports to “show” that the future persons we bring into existence when we choose, e.g., depletion rather than conservation, incur no loss and suffer no harm.  If we now insist that losses-to-persons-as-individuals are the sorts of things that have moral significance—i.e., make acts wrong—and if we also say that the losses incurred by merely possible persons when we decline to bring them into existence to begin with have no moral significance, we are left with no ground on which to make the case that the choice of depletion over conservation is wrong.  That seems a fatal objection—against any sort of person-affecting approach (Variabilist or not).  Accordingly, I conclude this paper with a note on why I think that the nonidentity argument to the “no harm done” result, in many important cases (and in particular in the “can’t-expect-better” problem), is itself a fallacy.     
2.
Who Matters Morally? 

  For purposes here and throughout this paper, the term “loss” is defined broadly:  a loss is imposed on a person when agents create less wellbeing for that person (including by way of leaving that person out of an existence worth having) but could have created more wellbeing for that same person.
  Radical Inclusion (or RIN) asserts that any plausible moral theory, in its calculations of what we ought to do, deems morally significant all the losses incurred by any merely possible person.  More precisely:          

Radical Inclusion (“RIN”):  A loss incurred at a world w by any person p—including the loss incurred by p when agents fail at w to bring p into an existence worth having—bears on the permissibility of any act α performed at w that imposes that loss and any alternative act β performed at any alternative world w' that avoids that loss.  
According to RIN, any loss incurred by any person at any world, including at any world where that person never exists at all, can make the otherwise permissible act that imposes that loss wrong—even if that act is good for some persons who do or will exist, and bad for none.  A problem with RIN is that such “voices from another world” (quoting Caspar Hare) are hardly mellifluous.
  “Bring me into existence,” they plead—even when for that to be done real, live, flesh-and-blood persons must be made to suffer.  But how could my choice to make things better for you be wrong, when all I have done to make that happen is leave someone else out of existence altogether?  

  RIN is an extreme view.  In fact it seems fantastic.  In contrast, the view that any plausible moral theory will exclude losses incurred by merely possible persons in its calculations of what we ought to do—the idea, that is, that the merely possible do not “matter morally”—seems deeply commonsensical.  The exclusive approach, motivated for some by the doctrine of Modal Actualism, is sometimes called Moral Actualism.  The thought is that, if there are no nonactual persons, then there is no need for moral law to concern itself with their plights.
  But it seems that we can reject the metaphysical view while retaining the moral view, and vice versa.  Moreover, only one of the two forms of Moral Actualism we will want to think about is strictly actualist; only one takes the position, that is, that only actual persons matter morally.  The other has us say instead that the persons who matter morally are just those who would have been “actual” had the act under scrutiny been performed.  For those reasons, I will leave the term Actualism behind and use the term Radical Exclusion (or REX) instead.

Despite its air of commonsense, REX is really just as extreme as RIN is.  My critical work on REX in large part derives from work by Parfit himself and, more recently, Gustaf Arrhenius and Caspar Hare.  Consider, e.g., the strictly actualist form of REX, or REX alpha.  Where t is the time of performance:
Radical Exclusion alpha (REX alpha):  Losses incurred at the actual world w or at any other world w' by any person p who at t does not and will not exist at w—including the loss incurred by p when agents fail at w to bring p into an existence worth having—have no bearing on the moral status of any act α performed at w that imposes those losses or any alternative act β performed at any alternative world w' that avoids those losses.  
Any loss incurred at the actual world w or at any other world w' by any person p bears on the permissibility of an act α performed at w that imposes that loss and any alternative act β performed at any alternative world w' that avoids that loss if and only if p does or will exist at w. 
That is:  losses incurred by persons who do not exist at the actual world—and will not exist at the actual world—have no moral significance whatsoever.  One issue with REX alpha is that it sometimes misjudges the moral status of nonactual acts.  As Caspar Hare has recently noted, REX alpha does not have the resources to instruct that the “genocidal adventures of nonactual dictators” are wrong, in cases where the victims of those adventures are themselves nonfactual.  But REX alpha faces a more subtle problem as well.  When it asserts that those who count as merely possible relative to the actual world do not matter morally in respect of any of the losses they incur, REX alpha commits us to a view that, as Nils Holtug suggests, has more in common with “racism, sexism and speciesism” than we would like.
  Holtug’s language may seem a bit over the top—until we realize just what a full-blown commitment to actual persons obligates us to do to the merely possible.  The problem is not that the otherwise plausible moral theory that comports with REX alpha sometimes obligates us to leave the merely possible out of existence altogether—when, e.g., doing so is good for some actual existing or future person and bad for none.  The problem rather is—as we shall see—that any such theory also sometimes obligates us to bring those persons into existence and treat them badly, in cases where that bad treatment is both avoidable for those same (“identical”) persons and unjustifiable.  
Now, REX alpha comes with a caveat that to a degree counters both these problems.  If we had actually done as we ought—if we had brought those “merely possible” persons into existence and treated them badly—then those persons would not have been merely possible but rather actual.  In that case, REX alpha would have declared what we have done wrong.  But as we shall see, it is unclear whether that caveat rescues REX alpha from its own excesses or just underlines the fact that REX alpha serious conceptual difficulties, telling us, for example that the act that’s obligatory for us becomes wrong if performed.
      

Now, it is the strictly actualist form of REX—REX alpha—that generates these particular conceptual difficulties—the form that states that the only persons who matter morally are the persons who do or will exist in what is the uniquely actual world.  A variation—REX beta—asserts that the persons who matter morally, for purposes of evaluating any particular act, are just those persons who would exist—would be “actual”—if that act were in fact performed.  Where t is the time of performance:
Radical Exclusion beta (REX beta):  Losses incurred at a world w or at any other world w' by any person p who at t does not and will not exist at w—including the loss incurred by p when agents fail at w to bring p into an existence worth having—have no bearing on the moral status of any act α performed at w that imposes those losses.
Any loss incurred at a world w or at any other world w' by a person p bears on the permissibility of an act α performed at w that imposes that loss or an alternative act β performed at an alternative world w' that avoids that loss if and only if p does or will exist at t at w.
Unlike REX alpha, REX beta can declare nonactual acts whose adverse effects are limited to nonactual persons wrong.  REX beta can, for example, the “genocidal adventures of nonactual dictators” wrong.
  And that’s a plus.  REX beta is nonetheless problematic.  If we happen to be evaluating the actual alternative and not the nonactual alternative, we find—as we shall see—that REX beta obligates us to do the same avoidable and unjustifiably bad things to the merely possible that REX alpha does.  Moreover, REX beta, when paired with standard deontic axioms, appears inconsistent.  The class of persons who matter morally, according to REX beta, depends on just which act happens to be under scrutiny.  We thus will have cases in which an act is judged obligatory relative to the persons who happen to exist under that act when an alternative act will be judged permissible relative to the distinct collection of persons who happen to exist under that distinct act.  But surely we cannot have things both ways:  if the one act is obligatory, the alternative act can’t be permissible.  

We will spell out these deficiencies in REX alpha and REX beta in a bit more detail in what follows.  The point at the moment is just to explain why philosophers think they have no choice but to adopt RIN—and why RIN itself is by far the dominant view at the present time (at least among those who consider the consequences of our acts to be at least important in determining their permissibility).  The deficiencies of REX make many philosophers think that RIN, however fantastic, must be correct.
  After all, by deeming all losses incurred by all persons at all worlds to matter morally, independent of who actually exists and of the act under scrutiny, RIN insures a stability across its various results.  The results we obtain under RIN do not shift, depending on which act is actually performed or which act we happen to be evaluating.  RIN, accordingly, is not vulnerable to the conceptual and consistency issues that plague REX.  Moreover, if RIN generates highly counterintuitive results in some cases – and surely we can agree that it does -- so does REX. 


But before we make the leap from REX to RIN, we should do two things.  First, we should make sure to keep firmly in mind just how much is at stake in this debate (part 3 below).  And, second, we should understand that there is a middle ground between REX and RIN, and that rejecting one extreme view in fact puts no pressure on us at all to accept the other (part 4 below).
3.
What Is at Stake
3.1. 
The Basic Case.  The Basic Case—included on the handout, a couple of pages in—shows what is at stake.  It shows just how strenuously we should resist the idea that—having rejected REX—we must accept RIN.  Suppose we must choose between acts a1 and a2, where a1 can be counted on to bring about:
A person Ann’s having an existence that is well worth having, and a possible future person Bob’s never coming into existence at all and for that reason accruing an overall wellbeing level of exactly zero
; 

And a2 can be counted on to bring about:
Ann’s having an overall wellbeing level of exactly zero, and Bob’s coming into an existence that is just as worth having as Ann’s is under a1 
:
We can graph the case as follows, where (i) natural numbers represent overall wellbeing levels
, (ii) a1 and a2, which exhaust our alternatives, are performed at (arbitrary) worlds w1 and w2 where they bring about the outcomes just described, (iii) boldface means that a specified person does or will exist at the specified world and italics that the specified person never exists at all at the specified world and (iv) no one other than Ann and Bob has any stake in whether a1 or a2 is performed:
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          Case 1:  Basic Case
a2 makes things much worse for Ann than a1 does.  She, accordingly, incurs a loss under a2 but not a1.  There is, moreover, at least a case to be made that a1 makes things much worse for Bob than a2 does.  After all, a2 creates an ample amount of wellbeing for Bob, since Bob by hypothesis has an existence “well worth having” at w2.  In contrast, Bob, has nothing at all—no benefits; no burdens—at w1; Bob at w1 has the zero wellbeing level that seems implied by the fact that Bob never exists at all at w1.
 Bob, accordingly, incurs a loss under a1—but not a2.  

Our intuitions about what ought to be done in the Basic Case are surely very clear:  a1 is obligatory and a2 is wrong.  We ought to sacrifice the interests—such as they are—of the possible future person Bob since doing so is necessary to protect the interests of the existing Ann.  This is not to claim that we will not, by dint of argument at the end of the day, find ourselves forced to abandon intuition.  This is just to claim that, starting out, we intuitively think that a1 is obligatory and a2 is wrong.
3.2.  
REX Alpha and the Basic Case.  We would expect the seemingly commonsensical REX alpha to conform to the clear intuitions that we have about the Basic Case.  And it does – but only about half-way.  Suppose that a1 is the act actually performed, w1 is the actual world and Ann alone actually exists.  It’s true that Bob incurs a loss at w1.  According to REX alpha, however, since Bob never exists at w1, that loss has no moral significance for purposes of evaluating a1.  For the same reason, that loss also has no moral significance for purposes of evaluating a2—even though Bob exists at w2.  In contrast, since Ann exists at w1 and w1 is actual, the loss she incurs at w2 has full moral significance, according to REX alpha, for purposes of evaluating both a1 and a2.  That loss accordingly counts against a2 and in favor of a1, in virtue of the fact that a1 avoids that loss on Ann’s behalf—not just vacuously, by leaving Ann out of existence, but rather in a way that makes things better for Ann.  Handed these facts regarding moral significance, the otherwise plausible moral theory can be expected to imply that a1 is permissible, in fact, obligatory.  And that result comports with our original intuition about the Basic Case.    

But  REX alpha does not stay on this intuitive course.  Let’s now suppose that a2 is actually performed instead of a1.  REX alpha now instructs that the losses incurred by Ann and Bob—Bob at w1; Ann at w2—have moral significance.  Handed these new facts regarding moral significance, the otherwise plausible moral theory will now conclude that a1 is not, after all, obligatory—that it is merely permissible, and so is a2.

But does the new supposition that a2 is actually performed and Bob actually exists trigger a new intuition?  Is a2 suddenly now permissible (if performed)?  We might just adore Bob, if he exists.  But our intuition as to permissibility is surely exactly what it was under the old supposition:  a2 is wrong.  Moreover, we now face a conceptual difficulty.  REX alpha has already committed itself to the view that if a1 is actually performed—that is, if a2 is left unperformed—a1 is obligatory and a2 is wrong.  It is hard to understand how the mere performance of a2, which we just said was wrong if unperformed, could make a2 right.
  REX alpha violates, in other words, what is called the Principle of Normative Invariance.
3.3.
REX Beta and the Basic Case.  As with REX alpha, REX beta also only about half-way conforms to our intuitions regarding the Basic Case—and faces consistency issues.  REX beta starts out well enough.  It evaluates a1 just as REX alpha evaluates a1 on the supposition that a1 is actually performed.  Under REX beta, Ann’s loss at w2 is morally significant but Bob’s loss at w1 is not, since a1 is the act under scrutiny and Ann alone would be “actual” if a1 were in fact performed.  a1 is thus permissible, indeed obligatory—which result seems right.  

We run into trouble when we shift focus from a1 to a2.  For purposes of evaluating a2, the losses incurred by both Bob at w1 and Ann at w2 now have moral significance since both Ann and Bob would have been actual had a2 been performed.  Here, the analysis proceeds just as it did for REX alpha on the supposition that a2 is actually performed.  The otherwise plausible moral theory will direct that a2 is permissible—and so is a1.     

The problem is that we have just said—and here in the same case, that is, not under two distinct suppositions regarding which act is actually performed—that a1 is obligatory.  These are inconsistent results—or at least flout deontic axioms we may be loathe to reject.  To say that an act is obligatory is to say that agents must perform that act and no other; to say that the other act is permissible is to say that agents may perform that other act.  Accordingly, if a1 is obligatory, a2 cannot be permissible.  
3.4.
RIN and the Basic Case.  The otherwise plausible moral theory that comports with RIN will instruct that we may do just as we please.  
Of course, we still have the intuition that Ann must come first.  But we have to admit it is a huge plus for RIN that it manages to avoid the conceptual and consistency difficulties that come with REX in both its forms.  Has the time thus come to abandon our intuition that Ann must come first in the Basic Case?  Has the time come to begin carving out of our gut the intuition that there is an important moral distinction to be made between “making people happy” and “making happy people”?
  
Before we take that step, we should at least remind ourselves of what happens when we do.
  What happens is that the merely possible are put in a wildly implausible competition with those who do or will exist.  If we think the merely possible matter morally in the way that RIN suggests, we set up “as sure as fate” a “terrible spat” between merely possible persons on the one hand and existing and future persons on the other. 

The air was littered, an hour or so,  

With bits of gingham and calico . . . 

. . . the gingham dog and the calico cat  

Wallowed this way and tumbled that,    

Employing every tooth and claw    

In the awfullest way you ever saw . . . .

But is this a “fate” that moral law can plausibly be understood to require?  Can moral law really not make a distinction between hurting your own existing dog and hurting the Calico Cat—or the Cat Who Went to Heaven or Thomasina or any other merely possible cat?  It is all well and good to leave both parties in bits and pieces when they both exist and we cannot rescue them both from the losses that they face and yet have distributed those losses between them in an appropriate way.  But the view that you have done something wrong when you refuse to rescue your own real live dog from being torn to bits for sake of the Calico Cat seems just mistaken.  There just is an important moral distinction to be made between “making people happy” and “making happy people.”  In a way that can only be described as axiomatic, your actual dog must come before your possible cat.  

4.
Variability and the Basic Case  
The deficiencies in RIN are deep enough that when we reject REX we will not by that fact alone have gotten ourselves out of a bind.  We will have just tightened the bind we are already in.  The purpose of Variability is to get us out.  

Let’s just note first that REX (in both its forms) and RIN have in common a certain way of constructing our problem; they aim to say who matters morally and who does not.  We are then to determine whether a given loss is morally significant on the basis of the moral status of the person who happens to incur that loss.  Thus, REX determines the class of persons who matter morally on the basis of just who actually exists (REX alpha) or which act is under scrutiny (REX beta).  REX then deems all and only the losses incurred by any such person to bear on the permissibility of the act under scrutiny and its alternatives.  And that is exactly RIN’s approach.  RIN considers the class of persons who matter morally to include all those persons agents could bring into existence in addition to all those persons agents do or will bring into existence.  RIN then considers all and only the losses incurred by any such person to bear on the permissibility of the act under scrutiny and its alternatives.    

This way of conceiving the problem blinds both REX and RIN to what the Basic Case and many others clearly show:  that in point of fact all persons—existing, future and merely possible—matter morally, but they all matter variably.  
A view that focuses on losses rather than persons can find a way of saying just that, in virtue of the fact that any one person can incur different losses in different circumstances or possible futures or worlds.  We can then say that some losses incurred by a given person bear on the permissibility of the acts that impose those losses and their alternatives and other losses incurred by that very same person do not.  We can say, that is, that, for purposes of determining the permissibility of a given act and its alternatives, some losses incurred by a given person are morally significant and other losses incurred by that very same person are not.  
What then imbues some losses but not others with moral significance?  I propose that moral significance is determined on the basis of just where the loss is incurred in relation to the person who incurs that loss.  Thus:  a loss incurred by a person has moral significance for purposes of evaluating the act that imposes that loss and its alternatives if and only if that loss is incurred by that person at a world at which that person does or will exist.  On this approach, the merely possible matter morally, just as you and I do, in respect of some of the losses they incur.  But they matter not at all, just as you and I matter not at all, not even the littlest bit, in respect of others.  Thus:  all persons matter morally, but no one matters constantly and everyone matters variably.
Summing up, we can say, where t is the time of performance:

Variability:  Any loss incurred at any world w by any person p bears on the permissibility of any act α performed at w that imposes that loss and any alternative act β performed at any alternative world w' if and only if p does or will exist at t at w.
By implication, the loss incurred by p at w when agents fail to bring p into an existence worth having at w will not bear on the permissibility of the act α performed at w that imposes that loss or any alternative act β performed at w' that avoids that loss since p does not and will not exist at w.
Variability functions in the Basic Case just as REX alpha does in the case where a1 is actually performed—and as REX beta does (or perhaps we should say tries to do, given the inconsistency) when it is a1 we aim to evaluate.  According to Variability, the loss Ann incurs at w2 bears on the permissibility of both a1 and a2 since Ann exists at w2.  In contrast, the loss Bob incurs at w1 has no moral significance whatsoever, for purposes of evaluating either a1 or a2, since Bob never exists at w1.  On these facts, the otherwise plausible moral theory will consider a1 obligatory and a2 wrong.
  

An advantage over REX alpha is that Variability generates these same results whether a1 or a2 is actually performed.  Suppose that a2 is actually performed instead of a1.  The loss Bob incurs at w1 will remain, according to Variability, devoid of moral significance despite the fact that Bob now actually exists.  We are thus never forced to say that the wrong act—that is, a2, the act that is wrong if left unperformed—becomes right if performed.

Variability has a parallel advantage over REX beta.  Whether we happen to be evaluating a1 or a2, Bob’s loss at w1 remains devoid of moral significance.  There will thus be no opportunity—as long as the moral theory itself is otherwise plausible—to generate both the result that a1 is obligatory and the result that a2 is permissible.  


The advantage Variability has over REX alpha and REX beta in respect of Normative Invariance and consistency is a function of the fact that the class of losses that have moral significance is, according to Variability, fixed; the losses that are deemed to bear on the moral status of any one act or any alternative to that act do not shift depending on which act is actually performed or which act we happen to be evaluating.  Variability thus achieves a certain stability of results that REX alpha and REX beta cannot.     

Now, RIN’s results are just as stable.  But Variability has clear advantages over RIN.  Unlike RIN, Variability considers Bob’s loss at w2 morally insignificant—and we accordingly avoid RIN’s idea that a1 and a2 are nothing more than two peas in a moral pod.  According to Variability, your actual dog must come before your possible cat; Ann must come before Bob.  And those results seem clearly right.  The difference is just that Ann’s loss takes place at a world where that real, live, flesh and blood person exists and suffers, whereas Bob’s loss takes place at a world where that person never exists at all.  One might press harder on these two points.  One might ask, for example, why the one loss matters and the other does not.  But I think that we have said as much as there is to be said in response to that question.  It just does matter morally.  It’s the difference between torturing your own real live dog and never bringing the Calico Cat or Thomasina or the Cat Who Went to Heaven into existence to begin with.

5. 
Addition Plus 
Another important test case is Addition Plus.
  Addition Plus is like the Mere Addition Paradox in that an additional person whose life will be worth living is added to the mix.
  The “Plus” is that adding the additional person is a plus for someone else:  it makes someone else better off. 
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      Case 2:  Addition Plus
[explain the case]  Suppose that a1 is actually performed and w1 is the actual world.  Then, according to REX alpha, since Etta alone exists at w1, Etta’s losses alone have moral significance for purposes of evaluating each of the agent’s alternatives.  That means (under any otherwise plausible moral theory) that a2 is obligatory.  After all, a2 avoids not one but two morally significant losses on Etta’s behalf; it makes things better for her than either a1 or a3 does.  And, while Fen does incur a loss at w2—compared not to w1 but to w3—that loss is devoid of moral significance, according to REX alpha, since Fen never exists at w1.
       

But the result that a2 is obligatory seems clearly false.  We cannot really think it is wrong to decline to bring Fen into existence and treat him badly when we had the option, in a3, of doing more for him than that without making things too much worse for Etta.
  It is in the context of cases like Addition Plus that Holtug’s comparison of the exclusive approach to “racism, sexism and speciesism” seems clearly apropos.
  That it would have created additional wellbeing for my existing child had I brought into existence another child to be used as an organ “donor” or slave for the one does not mean that what I have – produced just the one child – is wrong.

Now, it may be argued that we should not be too concerned with how the evaluation of acts that are never actually performed—nonactual acts—comes out.  It may be argued that no real problem is created when our theory fails to produce satisfying results for acts—like a2— whose victims are merely hypothetical.  After all, REX alpha comes with a caveat:  had a2 actually been performed, it would have been judged wrong by REX alpha; had the “genocidal adventures of nonactual dictators” actually taken place, REX alpha would have judged those adventures wrong, since their victims would then have been actual.

But this defense of REX alpha only goes so far.  For one thing, the caveat means that REX Alpha cannot serve an action guiding role in cases like Addition Plus, since REX alpha cannot give us a way out of wronging in that case.  Not bring the merely possible into existence is wrong, but so is bringing those same persons into existence and treating them badly.  Moreover, it seems that, if an unperformed act is permissible, indeed, obligatory, our performing it—as we ought if it’s obligatory – cannot make that act wrong.  If mere performance makes an act wrong, surely that act was never genuinely obligatory to begin with.  Moreover, the problem with REX alpha is not contained to the issue of how nonactual acts that impose nonactual losses are to be evaluated.  As Addition Plus shows, it extends to how actual acts, imposing actual losses, are evaluated as well.  Thus, in the case where a1 is actual, REX alpha implies that a1 is wrong.  But that means that a1, according to REX alpha, is not simply wrong if performed.  It’s both wrong and performed.  
Where a1 is the act under scrutiny, REX beta makes the same mistakes REX alpha does in the case where a1 is actually performed.  When a2 or a3 is under scrutiny, TEX beta instead makes the same mistakes that RIN does.  So let’s just compress the discussion, and turn to RIN.  For both REX beta and RIN, the losses incurred by both Etta and Fen have moral significance.  

The skeletal “otherwise plausible moral theory” I have provided on the handout doesn’t say precisely how the tradeoff between Etta and Fen is to be made—whether, that is, it is a2 or a3 that agents ought to perform.  What we do know is that all Etta’s losses—that is, her losses at w2 and w3 have moral significance—and so do all Fen’s losses—that is, his losses at w1 and at w3.  Fen’s loss is, moreover, profound at w1.  So I would guess the otherwise plausible moral theory will go with either a2 or a3—a2 on the grounds, e.g., that aggregate wellbeing is greater there, or perhaps a3 on the grounds of leximin or a pluralistic (Temkinian/Broomeian) approach under which both aggregate wellbeing, equality and still other ideals become important in determining betterness between outcomes—which fact will plausibly at least bear on the moral status of the acts under scrutiny.
Still, we should remind ourselves that here again RIN is setting up that implausible competition between the actual and the possible.  If, that is, we think a3 shows that a2 is itself impermissible (as I do, on leximin grounds), then we have to ask again:  is it really plausible that Etta is forced by moral law to perform a3 in place of a1—to, that is, incur such a substantial loss just so that Fen may exist and not be treated badly?  Is it really plausible that a1 is wrong?  And if we say otherwise at this juncture, don’t we then put ourselves on the path to the repugnant conclusion? 
*        *       *

If RIN fails here, it is because it is too inclusive.  But why does REX in both its alpha and beta forms fail in this case?  The obvious point is that it is too exclusive:  it is screening out some losses that are morally significant.  Addition Plus makes that it point.  There, REX alpha fails to recognize that the loss Fen incurs at w2 clearly at least bears on our evaluation of both a1 and a2, even if a1 is the act actually performed and Fen remains merely possible.  It is that loss that makes a2 clearly wrong—and, in a roundabout way, a1 plausibly right.     

But the more subtle point is that REX is not exclusive enough.  At certain points, it allows the merely possible to exert more of a moral pull than they ought.  All that has to happen, for the merely possible to matter morally, is for the supposition as to the act actually performed to be changed or for our scrutiny to shift from one act to the other.  (It is also, of course, at exactly that point that the conceptual and consistency issues we see in both REX alpha and REX beta reemerge.)
At first glance, the over-inclusivity of REX may seem desirable or at least innocuous.  If the merely possible are made actual, surely they will then come to matter morally.  What’s wrong with that?  If nothing else, surely we can agree that all actual people always matter morally.  
I believe, however, that that seemingly obvious truth is in fact seriously mistaken.  It is a mistake, that is, to think that actual persons matter morally in some constant way—to think, that is, that all their losses have moral significance.  The Basic Case makes that point.  Where a1 is actually performed, REX alpha performs just as it should.  It goes awry when we shift to the supposition that a2 is actually performed.  Then REX alpha suddenly assigns morally significance to all of the losses incurred by Bob wherever he incurs them, including at w1 where he never exists at all.  But the fact that Bob is actual does not suffice to make a2 permissible.  We can adore the actual Bob but still consider what we have done to Ann wrong and still insist that leaving Bob out of existence was perfectly permissible.    

Many of us are pleased that we ourselves happened to have been conceived, against all odds, and born.
  But this is not enough to show that we matter morally in some constant way—that the loss we would have incurred had we never existed at all counts against whatever it was our parents might have done in lieu of bringing us into existence.  The same point holds for the Basic Case.  Bob will exist if a2 is performed.  But whether he exists or not the loss he incurs at w1, where he never exists, has no moral significance.  The puzzle, of course, is how to say that without implying that it is permissible or even obligatory, in Addition Plus, to bring Fen into existence and then treat him badly. 

These two cases suggest, then, that REX is both too exclusive and not exclusive enough.  I think that means that it’s not going to work either to loosen or tighten REX.  It means that we need a mechanism for doing both at the same time.
*       *       *

Variability does a better job with Addition Plus.  Let’s first consider a1—comparing it, first, against a2.  According to Variability, the loss Etta incurs at w1 is morally significant—but so is the loss Fen incurs at w2 (compared to w3).  It’s true that a2 avoids the morally significant loss Etta incurs at w1.  But the morally significant loss Fen incurs at w2 is much deeper.  Now, just how this tradeoff between Fen and Etta is to be made is something we must leave to the otherwise plausible moral theory.  That theory, however, may well say that the fact that a2 imposes the very deep loss that it does on Fen means that a2 is in no position to show that a1 is wrong.

By understanding Fen’s loss at w2 thus to bear on the permissibility of a1, Variability parts ways with REX alpha (in the case where a1 is actually performed) and REX beta (since a1 is the act under scrutiny).  But Variability also parts ways with RIN:  while RIN counts the loss that Fen incurs at w1 against a1—making it that much harder to find a1 permissible—Variability instead treats that particular loss as though it never happened.      

To sum up:  the otherwise plausible moral theory that comports with Variability will analyze Addition Plus as follows:  a2 is wrong.  Fen’s loss under a2 is morally significant; and we see that a3 makes things better for Fen without making things too much worse for Ann.  a3 is wrong as well.  Etta’s loss there counts—and a1 shows that that loss can be avoided on her behalf without imposing too great a loss on anyone else (Fen’s loss under a1 having no moral significance whatsoever).  a1 is permissible, in fact obligatory.  –Now, you might think that Broome’s arguments against the person-affecting approach – if they run true to course – will now let us infer that a1 is also wrong.  But note that Variability leaves no opening for that sort of argument to paradox, since Fen’s loss under a2 has moral significance for purposes of evaluating a1.  It, in a roundabout way, counts in favor of a1:  it makes a1 (in Broome’s terms) morally better than a2.  
These are highly plausible, and consistent, results.  We are seeing here the variable moral significance not just of merely possible people—Fen at w1—but also of existing or future people—Fen at w2 and at w3.  In some respects, the merely possible matter morally—just as, in some respects, do you and I.  When we ask whether a2 shows that a1 is impermissible, what we see is that Fen, though merely possible relative to w1, matters morally just as much as Etta does.  But in other respects, the merely possible do not matter at all—and nor do we.  Thus, leaving Fen out of existence at w1 imposes, according to Variability, no morally significant loss on Fen.  At that juncture of the analysis, Fen does not matter morally at all, not even the littlest bit, for purposes of evaluating a2 or a3 (or a1).  (Three other test cases, a case involving “wrongful life” and two cases involving the “Asymmetry,” are described in Appendix II.)
I believe that Variability has some important attributes.  The otherwise plausible moral theory that comports with Variability can say that we have no obligation to bring the merely possible Bob into existence.  Why not?  Because the loss that Bob incurs at w1 as a result of our not bringing Bob into existence has no moral significance whatsoever; that loss cannot make the otherwise permissible act a1 that imposes that loss wrong.  Just as important, however, Variability does not force us to say that our failure to create additional wellbeing for Etta is wrong when that failure is just a matter of our refraining from bringing Fen into existence and treating him badly in a case where that bad treatment is both avoidable and unjustifiable.  In other words:  the loss that is incurred by a merely possible person at a world where that person does or will exist can make an otherwise impermissible act right.
6.
The Nonidentity Problem
The nonidentity problem argues that future persons, in many cases, “owe” their very existence to the choices that we make today, and hence that, whatever choice we make today, however selfish or careless or vile on its face, that choice cannot harm, or impose a loss on, or make things worse for, or be “bad for,” those future persons unless the existence that it accords to them is less than worth having.  
My contrary argument applies to just one type of nonidentity problem, and one type alone, and that is the type that relies not on the claim that the seemingly permissible act would have precluded a particular person’s coming into existence but rather on the claim that the seemingly permissible act would simply have made that person’s coming into existence highly improbable.  The argument that global warming cannot harm future generations is a good example of this type of nonidentity problem.  So are the arguments against reparations for historical injustices, including slavery and the Holocaust, that rely on the idea that the losses imposed by those acts are limited to their contemporaneous victims, many of whom are now dead, and cannot cogently be understood to be incurred by future generations—the children, grandchildren, and great grandchildren of those contemporaneous victims.  So are arguments against harm in the context of Parfit’s risky policy or depletion cases, or Kavka’s slave child or pleasure pill cases.  
In all these cases, the argument to the “no harm done” result relies on the claim that what we intuitively consider the wrong act improves a person’s chances of coming into existence relative to that act’s less risky alternatives.  But there is an obstacle to establishing that claim.  It is true that it is highly improbable that the future  person who eventually exists and suffers would have existed, had the less risky alternative been performed in place of the act in fact performed.  But it is a fallacy to think that that point does not hold as well for the act in fact performed—to think that the seemingly wrong act, in some singular way, makes it any less improbable that that person will come into existence.  The new person’s coming into existence will remain highly improbable, in other words, and equally so, whether we perform the seemingly wrong act, or the seemingly permissible act.  

This point has its most obvious ramifications in the context of our calculations of expected value.  I concede that, for any possible future person, the less risky act will generate very little expected value—and that the actual value of the wrong act is much greater than that expected value for any person who eventually does exist.  But a comparison between actual against expected values cannot establish that one act makes things no worse for a person than another.  Any measure of betterness that relies on a combination of expected and actual values, as we please, will lead to inconsistency.  Nor can the comparison of expected values establish that one act is no worse for a person than another, where the calculation of one of those two expected values is infected by information that we are in a position to acquire only after performance.  Suppose that A is choosing depletion and then conceiving a child.  Suppose that B is choosing conservation and then conceiving a child.  If we compare the probability of any particular possible future person p’s coming into existence, given A, against that same probability for that same identical person, given B, and if, in calculating those probabilities, we limit ourselves just to the information within the grasp of the agent prior to choice, I submit that the two probabilities will be the same, and both will be very close to zero.  The difficulty is that, just as there are too many ways of performing B that will take p off track for existence altogether, so are there too many ways of performing A that will take p off track for existence altogether.  Prior to choice, we can’t know which B to choose to bring p into existence—but nor can we know which A to choose to bring p into existence.  
I am happy to say that harm is a matter of comparing actual value against actual value, or that it is a matter of comparing expected value against expected value.  I just think we can’t mix the two—and that once we recognize the fallacy, which is really a variation on “post hoc ergo propter hoc”—we can easily avoid the result that A is at least as good for p as B is, and obtain that result that B is better for p than A is, and that A harms, and imposes a loss, on p.              
7.
Conclusion 
It is critical to keep in mind just how problematic the highly inclusive view—Radical Inclusion; what we might call Moral Possibilism—is from the perspective of any robust view about justice.   Unless we are simply playing parlor games with justice, the extension of ordinary principles of justice to the merely possible will bear a great deal of fruit for those who do or will exist.  But it will be rotten fruit.  It will mean that, to avoid wronging the merely possible, we must instead force ourselves to impose serious losses upon those flesh and blood persons who do or will exist.  I thus have argued against the highly inclusive view—and the highly exclusive view as well—and in favor of a middle ground that variably excludes, from the moral calculation of what we ought to do, the losses that the merely possible and any of the rest of us may incur.
It is just as critical to keep in mind the obligations we have in respect of future persons, though future persons are every bit as immaterial for us here and now as any merely possible person will ever be.  I think we can boldly apply ordinary principles of justice to them just as well as we can to each other—with all the confidence in the world that, notwithstanding the nonidentity problem, we will obtain exactly the right result.

Appendix I:  
Alternative Rules on When a Loss Has Moral Significance; the “Otherwise Plausible Moral Theory”
The alternative rules—RIN, REX alpha, REX beta and Variability—determine when a loss has moral significance.  On the basis of that information, the otherwise plausible moral theory will then determine the moral status (permissible, obligatory, or wrong) of particular acts.  
Below, the alternative rules are listed first, followed by a handful of principles we can anticipate will be included in any “otherwise plausible moral theory.”

*        *       *

Alternative rules on when a loss has moral significance.  Where t is, in each case, the time of performance:
Radical Inclusion (“RIN”):  A loss incurred at a world w by any person p—including the loss incurred by p when agents fail at w to bring p into an existence worth having—bears on the permissibility of any act α performed at w that imposes that loss and any alternative act β performed at any alternative world w' that avoids that loss.

Radical Exclusion alpha (“REX alpha”):  Losses incurred at the actual world w or at any other world w' by any person p who at t does not and will not exist at w—including the loss incurred by p when agents fail at w to bring p into an existence worth having—have no bearing on the moral status of any act α performed at w that imposes those losses or any alternative act β performed at any alternative world w' that avoids those losses.  
Any loss incurred at the actual world w or at any other world w' by any person p bears on the permissibility of an act α performed at w that imposes that loss and any alternative act β performed at any alternative world w' that avoids that loss if and only if p does or will exist at w. 
Radical Exclusion beta (“REX beta”):  Losses incurred at a world w or at any other world w' by any person p who at t does not and will not exist at w—including the loss incurred by p when agents fail at w to bring p into an existence worth having—have no bearing on the moral status of any act α performed at w that imposes those losses.
Any loss incurred at a world w or at any other world w' by a person p bears on the permissibility of an act α performed at w that imposes that loss or an alternative act β performed at an alternative world w' that avoids that loss if and only if p does or will exist at t at w.  

Variability:  Any loss incurred at any world w by any person p bears on the permissibility of any act α performed at w that imposes that loss and any alternative act β performed at any alternative world w' if and only if p does or will exist at t at w.
  
By implication, the loss incurred by p at w when agents fail to bring p into an existence worth having at w will not bear on the permissibility of the act α performed at w that imposes that loss or any alternative act β performed at w' that avoids that loss since p does not and will not exist at w.

*        *       *
The “otherwise plausible moral theory.”

For purposes of testing, the moral theory that we rely on to generate specific permissibility results must itself be otherwise plausible—plausible, that is, other than in respect of the losses deemed morally significant by whatever rule we happen to be testing.  We thus will need to make some assumptions regarding the content of any such otherwise plausible moral theory.  But our needs will be modest since the test cases will be simple.  A handful of narrowly tailored principles will do. 
First, we need a Pareto principle of sorts, which requires us to act for the benefit of some in a case where our doing so will avoid a morally significant loss on their behalf without imposing any morally significant loss on anyone else.  Thus:
P1.  An act is wrong if an alternative act would have made things better for, and avoided a morally significant loss on behalf of, one or more persons, without imposing any morally significant loss on anyone else at all.

On this principle, the vacuous avoidance of the morally significant loss on some person’s behalf—the avoidance accomplished, that is, by simply leaving that person out of existence—is not enough to show that an act is wrong; the alternative act must also make things better for that person, i.e., create additional wellbeing for that person.  If the life itself is less than worth having—if it is, that is, wrongful—then in light of our earlier assumptions one way to makes things better for that person, and avoid a morally significant loss on that person’s behalf, is to leave that person out of existence altogether.  (Pareto Minus would thus be an apt name for P1.) 
Two other useful principles are these:
P2.  An act is permissible if the unique alternative to that act imposes a morally significant loss of the same depth and dimension
 on one person as the one act does on that same person or another person and the acts are otherwise morally indistinguishable.

P3.  An act is wrong if that act imposes a morally significant loss of greater depth and dimension on one person than an alternative does on that same person or another person and the acts are otherwise morally indistinguishable.  

Restrictions on these three principles help dampen controversy.  First, each provides only a sufficient condition only for permissibility or impermissibility, not a necessary condition.
  Second, P2 and P3 are restricted to cases in which the alternative act to be compared against any one act is, except as noted, “morally indistinguishable” from the one.
  Among other things, that will mean that the acts to be compared are “same-people” acts:  each person who does or will exist, given the choice of one act does or will exist, given the choice of the other, and vice versa.  (P1 is not limited to same-people comparisons.)
Other principles—all of which assume a similarly comparative approach to determining permissibility—can be introduced as needed.  On this approach, the wrongness of an act will depend on just how dreadful the alternatives to that act are.  Moreover, if the otherwise plausible moral theory happens to be relevantly complete, and if no alternative exists for agents that, according to that theory, shows that the one act is wrong—if each such alternative is, that is, at least as dreadful as the one—then we will have no basis for thinking that the one act is wrong.  And we can then say that that act is permissible.
This approach means that an act may impose a morally significant loss but not be wrong.  Agents often face tradeoffs.  They often must choose which of two persons shall incur a loss, and there will be no guaranty that REX or RIN or any other rule we examine here will not deem both such prospective losses morally significant.  But if the tradeoff between the persons in conflict is made in an appropriate way—as instructed, that is, by an otherwise plausible moral theory—what the agent has done will be permissible.
Appendix II:  Cases
Case 1:  The Basic Case.  Where (i) natural numbers represent overall wellbeing levels, (ii) a1 and a2, which exhaust our alternatives, are performed at (arbitrary) worlds w1 and w2 where they bring about, respectively, o1 and o2, (iii) boldface means that a specified person does or will exist at the specified world and italics that the specified person never exists at all at the specified world and (iv) no one other than Ann and Bob have anything at stake in whether a1 or a2 is performed:
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          Case 1:  Basic Case
Case 2:  Addition Plus.
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      Case 2:  Addition Plus
Case 3:  Double Wrongful Life.  In Double Wrongful Life, the agent’s choices are limited to bringing one or the other of two “wrongful lives”—lives, that is, that are less than worth living—into existence.
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                  Case 3:  Double Wrongful Life
Case 4:  First Asymmetry.  Where MC is the miserable child and HC the happy child, the First Asymmetry can be diagrammed as follows. 
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Case 4:  First Asymmetry
It is the result that a2 is obligatory but a4 is not that is hard to explain.  If a2 is something that we must do, then why isn’t a4 also something we must do?  If we have a strong moral reason for leaving the miserable child MC out of existence altogether, why don’t we also have a strong moral reason for bringing the happy child HC into existence? 
REX alpha and REX beta, of course, propose their own accounts in support of the First Asymmetry.  And the distinctions they are relying on between a2 and a4 do intuitively seem to have something to do with why a2 is obligatory and a4 is not.  But REX alpha and REX beta come to the First Asymmetry with their usual deficiencies fully intact; the former violates Normative Invariance while the latter appears to be inconsistent.  RIN, of course, denies the First Asymmetry from the start.
Variability suggests another account of the First Asymmetry.  According to Variability, what is important in determining the permissibility of an act and its alternatives is where the loss is incurred in relation to the person who incurs that loss.  On this rule, the loss incurred by either child bears on the permissibility of the act that imposes that loss and its alternatives if and only if that loss is incurred by that child at a world where that child does or will exist.  The losses thus divide up as follows:  the loss MC incurs at w1has full moral significance for purposes of evaluating a1 and a2 since MC exists at w1.  In contrast, the loss HC incurs at w3 has no moral significance whatsoever—not even the littlest bit—for purposes of evaluating a3 or a4 since HC never exists at all at w3.  

It seems clear what the otherwise plausible moral theory will do with these moral data.  We begin with a1—and compare it against a2.  a2 makes things better for MC by increasing MC’s wellbeing level from -100 to the zero level.  In doing so, a2 avoids the morally significant loss that a1 imposes on MC without imposing any morally significant loss on anyone else at all.  On those facts, the otherwise plausible moral theory will imply that a1 is wrong.  We turn, then, to a2—and compare it against a1.  According to Variability, the loss that MC incurs at w1 is morally significant for purposes of evaluating a2, regardless of which act is actually performed and even though MC does not exist at w2.  That loss counts against a1—and, in a roundabout way, in favor of a2, since the otherwise plausible moral theory, given that loss, will not consider the availability of a1 to show that a2 is itself wrong.  a2 is thus permissible—and in fact obligatory since, as we just said, a1 is wrong.
This much is not controversial.  In dealing with the First Asymmetry, the harder part has been to say that and also to say why a4 is not obligatory just as a2 is—that is, why a3 is permissible.  According to Variability, however, what pushes us to say that a2 is obligatory—the morally significant loss that MC incurs under a1—is missing in the case of a4.  For the loss that HC incurs at w3, according to Variability, has no moral significance whatsoever.  There thus is no morally significant loss that a4 avoids on behalf of HC.  The plausible moral theory accordingly will say that a3 is permissible—and so is a4.

Variability thus explains why the choice not to bring the happy child into existence is permissible while the choice to bring the miserable child into existence would be wrong.  The difference is just that the loss for the miserable child takes place at a world where that real, live, flesh and blood child exists and suffers, whereas the loss for the happy child takes place at a world where that child never exists at all.  One might press harder on these two points.  One might ask, for example, why the one loss matters and the other does not.  But I think that we have said as much as there is to be said in response to that question.  It just does matter morally.  It’s the difference between torturing your own real live dog and never bringing the Calico Cat or Thomasina or the Cat Who Went to Heaven into existence to begin with.
Case 5:  Second Asymmetry.  Where UC is the child who is unhappy but still has a life worth living, and HC the happy child, the Second Asymmetry can be diagrammed as follows. 
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Case 5:  Second Asymmetry
Variability, in combination with the concept of loss adopted here, analyzes the Second Asymmetry very differently from the way it analyzes the First Asymmetry.  Because a1 and a2, in the case of the unhappy child, exhaust the agent’s alternatives, UC incurs no loss whatsoever at w1, and the loss UC incurs at w2, according to Variability, has no moral significance.  The otherwise plausible moral theory can be expected to instruct, then, that a1 and a2 are both permissible.  We obtain the same results for the case involving a3 and a4.  Variability thus, in effect, challenges the Second Asymmetry, claiming instead that, just as the agent is permitted to bring HC into existence, so is the agent permitted to bring UC into existence:  UC’s unhappiness at w1 does not provide the agent with a moral reason to leave UC out of existence altogether.  We would obtain the same result if we amended the case to provide that the agent has the alternative of performing either a1-and-a3, or a2-and-a4.   We would then face a second type of nonidentity problem, beyond that described in part 4 above (a “can’t-do-better” problem rather than a “can’t-expect-better” problem).  Variability, in conjunction with the otherwise plausible moral theory, can be expected to deem the choice of a1-and-a3 permissible; the bare fact that agents could bring a better off, but nonidentical, child HC into existence in place of the one child UC would not change that result.  In the case of the Second Asymmetry, in other words, Variability’s treatment would be consistent with David Heyd’s discussion of the asymmetry generally.
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�  	The test for determining loss, for purposes here, will be maximizing:  if agents (by act or omission) create less wellbeing for a person when they could have created more, then what they have done generates a loss for that person.  Damage inflicted by natural forces thus, for purposes here, does not count as a “loss” unless agents could have interceded to avoid the damage.  This concept of loss recognizes that a person can incur no loss at all (or a lesser loss) as between one world and a second but still incur a loss (or a greater loss) as between the second world and some third.  


Relatedly, I make a handful of assumptions regarding the value of never having existed at all:  (1) persons who never exist at a world have a wellbeing level of zero at that world; (2) bringing a person into an existence worth having makes things better for that person than never bringing that person into existence at all, and thereby avoids a loss on behalf of that person; and (3) leaving a person out of existence altogether makes things better for a person than bringing that person into an existence that is less than worth having (into, that is, a wrongful life) and also avoids a loss on behalf of that person.  On this way of looking at things, a person may incur distinct losses at a given world at which that person never exists at all relative to the distinct alternative existences he or she might have been brought into.


These assumptions are controversial.  However, since we are here investigating (among others) RIN, according to which the merely possible do matter morally and the losses they incur when we leave them out of existence (or bring them into an existence that is less than worth having) do bear on the permissibility of the acts we perform, the ability to talk about such losses openly will add clarity to the discussion.  Assigning a positive number to the existence worth having and a negative number to the existence less than worth having (even if those numbers have ordinal value only) and zero to the state of never having existed at all is also useful.  For further discussion, see Roberts, “Can It Ever Have Been Better Never to Have Existed At All?  Person-Based Consequentialism and a New Repugnant Conclusion," 20 Jo. of Applied Philosophy 159-185 (2003).  See also Nils Holtug, “On the Value of Coming Into Existence,” Journal of Ethics 5(4) (2001), pp.361-384; and Fred Feldman, “Some Puzzles About the Evil of Death,” The Philosophical Review 50 (2) (1991), p. 210 (“I stipulate that if s fails to exist at w, then V(s,w) = 0.”).  But see also McMahan, “Asymmetries in the Morality of Causing People to Exist”; Broome, Ethics Out Of Economics (Cambridge: Cambridge University Press, 1999), p. 168; Clark Wolf, “Person-Affecting Utilitarianism and Population Policy; Or, Sissy Jupe’s Theory of Social Choice,” in N. Fotion and J.C. Heller, eds., Contingent Future Persons (Dordrecht: Kluwer Academic Publishers, 1997), pp. 108-109; David Heyd, Genethics: Moral Issues in the Creation of People (Berkeley: University of California Press, 1992), pp. 30-33; Cynthia Cohen, “‘Give Me Children or I Shall Die!’  New Reproductive Technologies and Harm to Children,” Hastings Center Report 26(2) (1996), p. 22; and Partha Dasgupta, An Inquiry Into Well-Being and Destitution (Oxford: The Clarendon Press, 1993), p. 383 (“It makes no sense to attribute a degree of well-being, low or high or nil, to the ‘state of not being born.’  Non-existence is like nothing for us, not even a very long night, because there is no us to imagine upon.  One can’t be asked what it would be like to experience one’s own nonexistence, for there is no subject of experience in non-existence.”).


�  	Caspar Hare, “Voices from Another World:  Must We Respect the Interests of Those Who Do Not, and Never Will, Exist?” Ethics 117 (2007), p. 503.


�  	The basic theme of Moral Actualism appears under a variety of other titles, including, from Josh Parsons, “Axiological Actualism,” from Gustaf Arrhenius, “Comparativism” and from Peter Singer, the “Prior Existence” view.  Parsons, “Axiological Actualism,” Australasian Jo. of Philosophy 80(2) (2002), pp. 135-47; Arrhenius, “The Person-Affecting Restriction, Comparativism, and the Moral Status of Potential People,” Ethics Perspectives 10(3/4) (2003), pp. 185-195; and Singer, Practical Ethics (2d. ed.) (Cambridge University Press, 1999), pp. 103-105.  See also Rivka Weinberg, “Existence:  Who Needs It?” (unpublished manuscript).  Moral Actualism is sometimes taken to be equivalent to the Person-Affecting Approach, which states (at least) that act is wrong only if it is harms someone or another.  See Derek Parfit, Reasons and Persons (Oxford:  1987), pp. 351-79.  In fact, however, the two views seem independent.   


�  	Holtug, “Utility, Priority and Possible People,” Utilitas 11 (1999), p. 26.  The objections against REX, in both its “alpha” and “beta” forms, that I explore here have been discussed elsewhere.  See Arrhenius, “Can the Person Affecting Restriction Solve the Problems in Population Ethics?” in Harming Future Persons:  Ethics, Genetics and the Nonidentity Problem, eds. M. Roberts and D. Wasserman (Springer, 2009); Hare, “Voices from Another World,” pp. 498-511; and Derek Parfit, “On Doing the Best for Our Children,” Ethics and Population, ed. M. Bayles (Schenkman, 1976), pp. 100-115.  See also Parsons, “Axiological Actualism,” pp. 135-47.  


�  	In this form, REX, in other words, violates the Principle of Normative Invariance.  According to that principle, the permissibility of an act does not depend on whether that act is in fact performed.   The principle is attributed to Wlodek Rabinowicz by Eric Carlson, Consequentialism Reconsidered (Dordrecht:  Kluwer, 1995), p. 100.  I am grateful to Rabinowicz for bringing it to my attention as well.  The difficulty with theories that fail to conform to the Principle of Normative Invariance is, according to Carlson, that they are not “action-guiding.”  Carlson, Consequentialism Reconsidered, p. 101.  It is not beyond conception that a plausible moral theory may sometimes for any number of reasons fail to guide action.  A theory can, e.g., be plausible without being complete.  Moreover, actual value forms of consequentialism may be less adept at guiding action than are their expected value analogs.  But it is probably a mistake to reject actual value theories across the board just on the ground that they often fail to guide action; after all, expected value approaches often themselves fail to point us precisely in the direction of what we ought to do or permissibly may do.   In my own view, then, the Principle of Normative Invariance goes still deeper:  it underlines that whether an act is performed or not is not itself a morally salient property.  A wrong but unperformed act can’t be made permissible by nothing more than the agent’s performance of that act.  Many facts are not pertinent to moral permissibility; the work of constructing a moral theory will be successful or not depending on our ability to attend to the facts that are pertinent and, just as important, to disregard the rest.  Before we can accept, in other words, that performance is pertinent to permissibility, we need an argument—or at least a handful of cases that compel us to appreciate the connection on an intuitive basis.  Certainly, however, none of the cases we shall be examining here make that connection.  The cases under consideration here, if anything, suggest just the reverse:  that what is going on in these cases has nothing to do with whether the act is actually performed or not.  For critical discussion of the Principle of Normative Invariance, see Frances Howard-Snyder, “Damned If You Do; Damned If You Don’t!” Philosophia 36(1) (2008), pp. 1-15.       


� 	Hare, “Voices from Another World,” p. 503.  But see Parsons, “Axiological Actualism,” pp. 135-47.


�  	And RIN, in some form or another, is widely held.  RIN is reflected in the total and average forms of consequentialism, as well as any pluralistic approach that includes maximizing wellbeing on an aggregate basis among the values or ideals that are to be taken into account in determining whether one outcome is better than another (and ultimately, perhaps, the permissibility of particular acts).  More generally, RIN is perfectly consistent with what is called the “wide” person-affecting approach in ethics, according to which what is important is making things better for persons but not necessarily for any particular person.  Many non-consequentialists as well, forced to reject REX, may consider themselves compelled to accept some version of RIN in its place.  Finally, RIN may well be part of the solution Caspar Hare proposes in connection with the nonidentity problem and McMahan’s recent work on abortion and on the “Asymmetry.”  Hare, “Voices from Another World,” pp. 512-23; McMahan, “Paradoxes of Abortion and Prenatal Injury,” Ethics 116 (2006), pp. 625-55, and McMahan, “Asymmetries in the Morality of Causing People to Exist,” forthcoming in Harming Future Persons, eds. Roberts and Wasserman (Springer, 2009). 


�  	That Bob’s overall wellbeing level is zero at any world where Bob never exists at all is an assumption that we make for purposes here.  More generally, I assume that that one’s overall wellbeing level at any world where one never exists at all is zero.  This assumption is controversial, and I will not try to resolve that controversy here.  (See note 1 above.)  However, this assumption is one we should be willing to make, for purposes here, since something like it plausibly will be part of the case for the claim that a2 makes things better for Bob than a1 does and that a1 accordingly imposes a loss on Bob.  That case is at least cogent enough that we would not want to rest our own account of what ought to be done on the assumption that it can be safely rejected.  Nor do we want to beg the question against RIN.


�  	For purposes here, then, we set aside critical issues involving expected value.  In general, we have little control over what possible future, or world, in all its specificity, our choice will produce.  For one thing, there may be no settled matter of fact that there is any one particular way the future will unfold if we happen to choose a1 in place of a2; for another, there may be many different ways of realizing a1 itself, and those different ways might themselves trigger different futures.  Still, in some cases, we can control whether one particular outcome or another is part of whatever world it is at which we perform one particular act rather than another.  Let’s suppose that we are in that kind of case here.  


�  	These natural numbers, with the exception of zero, need have their ordinal value only.  By “overall wellbeing levels,” I mean lifetime wellbeing levels, taking into account all the benefits and all the burdens that ever come to the specified person in the specified outcome.  More generally, “wellbeing” for purposes here means whatever it is that makes life so precious to the one who lives—not just subjectively precious, but truly of value, to that person.  I set aside, for purposes of this paper, the issue of whether this way of looking at wellbeing is plausible.  For a recent discussion, see Fred Feldman, What Is This Thing Called Happiness?  (Oxford University Press, forthcoming 2009).


�	See 1 above.   An issue related to the nonidentity problem also arises at this point.  The supposition that the act a2 will eventually lead to the conception and coming into existence of any particular person Bob (as opposed to any one of many, many “nonidentical” others) will hold only on the rarest of occasions.  More typically, we can be confident only that an act will lead to the existence of some person or another.  To insure that the discussion that follows applies in both sorts of situations, we can understand the term “Bob” itself to function as a constant, not a name.  Thus, we are saying that a2 will produce o2, in which some person or another—call that person “Bob”—will have an existence well worth having; and that that same person will not exist at all if a1 is performed instead.  At the end of the argument, we can then discharge the constant “Bob” in accordance with the normal rules for existential derivation without any adverse impact on the conclusion we mean to draw—whether that conclusion is that a1 is obligatory in view of its effect on Ann, or a1 and a2 are both permissible in view of their effects on Ann and some other person, or something else entirely.  For additional discussion of the nonidentity problem, see part 4 below.


�  	More plausibly, the permissibility of an act will not depend on whether that act is actually performed.  See note 7 above (the Principle of Normative Invariance).  Now, the two suppositions—that a1 is actually performed and that a2 is actually performed—cannot both be correct in any one case (there being, we think, only one actual world; and the performance of a1 precluding the performance of a2).  Thus we are really talking about two cases—two variations, that is, on the Basic Case.  So there is no logical inconsistency.  But conceptual difficulty is not insignificant.  Effectively, it does not matter what we do; either act, actually performed, will be permissible.  But the whole point of REX alpha would seem to have been to assert that it does matter in this kind of case what we do.


�  	Jan Narveson, “Moral Problems of Population,” in Ethics and Population, ed. M. Bayles (Cambridge, Mass.:  Schenkman Publishing Co., 1976), p. 73.


�  	Many will find this step inevitable.  Whether because they think, having rejected REX, they have no choice, or on other grounds entirely, many theorists address a wide range of problems in normative ethics in ways that seem to embrace RIN.  It may well be, then, that an otherwise plausible moral theory that comports with RIN will consider the fact that a person p would be better off than a nonidentical person q, in a case where we cannot bring both p and q into existence and where, while q’s existence would be worth having, we cannot provide q with any additional wellbeing, to mean that bringing q into existence in place of p would be wrong.  Hare thus could be construed to assume RIN—and he certainly rejects REX in both its forms—in the “de dicto” wide person-affecting solution he proposes in connection with the nonidentity problem.  “Voices from Another World,” pp. 511-23.  According to Hare, if conception could have been delayed so that “my third child”—p—would have been better off than “my third child”—q nonidentical to p—in fact is, then the failure to delay conception is wrong.  How do we explain why that choice is wrong?  It can’t be that the failure to delay is better for q—that q incurs a morally significant loss at, say, w2, where conception is not delayed—since q incurs no loss at all at w2; q’s wellbeing is there maximized.  The wrongness Hare’s moral radar is picking up at this juncture would seem to have something to do with the stronger “moral pull” the merely possible but better off p exerts on the agent than does the existing but less well off q.  For critical discussion of the “de dicto” solution, see David Wasserman, Comment on Hare, Ethics 118(3) (2008) pp. 529-35, and Parfit, Reasons and Persons, pp. 359-60.   RIN may also be at work in McMahan’s treatment of abortion and the Asymmetry.  See McMahan, “Paradoxes of Abortion and Prenatal Injury,” pp. 625-55, and “Asymmetries in the Morality of Causing People to Exist.”  See also McMahan, The Ethics of Killing:  Problems at the Margins of Life (Oxford University Press, 2002), pp. 627 and 639-42. 


� 	Eugene Field, “The Duel” (1912).


�  	More specifically, Variability deems the loss that Ann incurs at w2 morally significant.  a1 avoids that loss—not just vacuously, by not bringing Ann into existence at all, but by making things better for Ann than a2 does.  a1, moreover, imposes no morally significant loss at all.  Bob incurs a loss at w1; but it is not, according to Variability, a morally significant loss.  On these facts, the otherwise plausible moral theory will not consider a2 to show that a1 is wrong.  But it clearly will consider a1 to show that a2 is wrong.  


�  	I have elsewhere argued that this sort of case shows that overly simplistic “person-affecting” sufficient conditions on impermissibility must be rejected.  See Roberts, Child Versus Childmaker:  Future Persons and Present Duties in Ethics and the Law (Rowman & Littlefield, 1998), pp. 63-64.


� 	Parfit, Reasons and Persons, pp. 419-41.  Addition Plus raises many of the same issues as one of the problem cases that Parfit and Singer discussed in connection with a proposal explored by Singer (which, though aggregative, had in common with REX the aim of somehow focusing the utilitarian obligation away from people who are merely possible and instead on people who do or will exist).  See Singer, “A Utilitarian Population Principle,” in Ethics and Population, ed. M. Bayles (Schenkman, 1976), p. 97, and Parfit, “On Doing the Best for Our Children,” p. 105.  See generally Parfit, Reasons and Persons, pp. 419-41.


�  	Now, we may well consider wellbeing more appropriately distributed between Etta and Fen under a3 than under a2.  But the tradeoff principles an otherwise plausible moral theory can be expected to include will surely never require the agent to impose a morally significant loss on one person—Etta in w2—so that the agent can avoid imposing a morally insignificant loss on someone else—Fen in w3.


�  	The discussion here, which asserts that a3 is better for Fen than a2 is, might be thought to be undermined by the nonidentity problem.  But that thought would be a mistake.  For it is part of Addition Plus that agents have the genuine alternative in a3 of creating additional wellbeing for Fen, the very same, identical person who is made to suffer under a2.  It’s true that in still other cases the nonidentity problem will challenge the claim that a person p in Fen’s position has been harmed (or made to incur a loss) by acts such as a2—on the ground that agents could not have, or at least probably could not have, made things better for p, and instead could only have brought a distinct (“nonidentical”) better off person q into existence in place of p.  But it’s also true that that argument will clearly not apply in all cases.  Addition Plus is a case where (ex hypothesi) that argument does not apply.  See Parfit, Reasons and Persons, pp. 351-79; see also Roberts, “The Nonidentity Problem and the Two Envelope Problem:  When is One Act Better for a Person than Another,” pp. __, and “The Nonidentity Fallacy:  Harm, Probability and Another Look at Parfit’s Depletion Example,” pp. 267-311.  


�  	Holtug, “Utility, Priority and Possible People,” p. 26.  It is not necessarily that we have Kantian objections against, e.g., slavery per se.  It might just as well be that we are consequentialists of one sort or another and think that the option of bringing someone into such an impoverished existence—with so little justification; just 1 unit of wellbeing for the already very well-off Etta—when we had the option of doing so much more for that same person, cannot establish that the option of leaving that person out of existence altogether is wrong.


�  	See generally Parsons, “Axiological Actualism,” p. 145.  


�  	“Imagine a speck of dust next to a planet a billion times the size of the earth.  The speak of dust represents the odds in favor of your being born, the huge planet would be the odds against it.  So stop sweating the small stuff.  Don’t be like the ingrate who got a castle as a present and worried about the mildew in the bathroom.  Stop looking the gift horse in the mouth—remember that you are a Black Swan.”  N.T. Taleb, The Black Swan:  The Impact of the Highly Improbable (New York:  Random House, 2007), p. 298.   


�  	Losses are of the same depth and dimension if the size of the loss is the same and if the persons who incur the losses end up at identical wellbeing levels.  The purpose of this condition is to leave open the possibility that, where two alternative acts each impose a loss of, say, 5 units of wellbeing, but one imposes that loss on a person whose life was already barely worth living and the other imposes the loss on a person whose life was well worth living, we can say that the one act is permissible and the other is not.  Here, the losses would have the same “dimension” but one would be a much “deeper” cut than the other.     


�  	Thus, in the case of P1—the Pareto principle—the corresponding necessary condition on impermissibility would be more controversial; it would be tantamount to the so-called “person-affecting intuition,” according to which a wrong act must be bad for someone.  Parfit, Reasons and Persons, p. 363.  


�  	Acts are “morally indistinguishable” when their outcomes are the same; agent intention, attitude and motivation are held constant; the case is not one in which one of the acts but not the other constitutes just punishment; the acts are “same-people” and “same-number”; etc.


� 	Case 2 is based on Hare’s Jack and Jane case, which he describes as “negatively symmetrical.”  Hare, “Voices from Another World,” p. 504.


�  	Variability thus agrees that a4 makes things better for HC than a3 does; it agrees HC incurs a loss under a3 that a4 avoids on HC’s behalf.  Variability simply asserts that that loss is devoid of moral significance (it is as though it never happened).  


These results parallel the results generated by the rights-based account that Persson explores.  See Persson, “Rights and the Asymmetry Between Creating Good and Bad Lives,” pp. ___, in Roberts and Wasserman, eds., Harming Future Persons:  Ethics, Genetic and the Nonidentity Problem (Springer 2009).  Persson himself rejects that account because of the difficulties inherent in the theory of rights that he is working with.  See also Peter Vallentyne, whose concept of moral standing as “action-relative” will yield a view that is similar to Variability.  


�  	See Heyd, Genethics, pp. 111-115.
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